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PREFACE 

This reference publication describes the 
IBM System/360 Basic Operating System, Sortl 
Merge Program. Information is included 
about the program specifications, including 
equipment, preparation of control statements, 
description of the program operation, and 
procedures for program modifications. 

The reader is assumed to have a working 
knowledge of the System/360. The publica
tions IBM Basic operating System/360,. 
Assembler with Input/Output Macros (8K 
Qis&, C24-3361, and IBM Basic Operating 
§Y§tem/360L programmer's Guide (8R Disk), 
C24-3372, are prerequisites. 

Fourth Edition, June 1966 

This is a major revision of, and obsoletes, 
C24-332l-2. This revision incorporates the 
necessary information about the two user 
exits, 13 and 44, added to the program. 

Significant changes or additions to the 
specifications contained in this publication 
will be reported in subsequent revisions or 
Technical Newsletters. 

Requests for copies of IBM publications should be made to your IBM representative or to the IBM branch office 

serving your locality. 

A form is provided at the back of this publication for reader's comments. If the form has been removed, comments 

may be addressed to IBM Corporation, Programming Publications, Dept. 425, Rochester, Minn. 55901. 

Copyright 1965 by International Business Machines Corporation 
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IB~1 SYSTEM/360 BASIC OPERATING SYSTEM, SORT/MERGE PROGRAM SPECIFICATIONS 

The IBM System/360 Basic Operating System, 
Sort/Merge Program provides the user with 
the ability to sort a file of random 
records, or merge mUltiple files of 
sequenced records, into one sequential 
file. The control-data information can be 
contairted in as many as twelve fields in 
each record. The records can be sorted or 
merged into ascending or descending 
sequence, and an individual sequence can be 
specified for each control-data field. The 
output sequence for a merge-only operation 
must be the same as the input sequence. 

The sort/merge program is a generalized 
program. It must be incorporated into a 
disk-resident Basic Operating System/360 
library because it is designed to run in a 
disk-residEmt basic operating system envi
ronment. For an introductory discussion of 
the disk-resident system, see IBM Basic 
Q2erating System/360 Programmer's Guide (8K 
Disk), C24-·3372. At execution time, con
trolstatements (see Sort/Merge Control 
Statements) will tailor the generalized 
sort/merge program to the user's specific 
application. The sort/merge control state
ments, along with the required user
prepared job-control statements, are 
punched into cards and inserted into the 
card reader with the symbolic address 
SYSRDR. The sort/merge program, identified 
by job-cont~rol statements, will be 
retrieved i.n overlays from the disk
resident library by the control program. 

PROGRAM DESCRIPTION 

The sort/merge is divided into five phases: 

• Assignment Phase (Phase 0) 

• Internal Sort Phase (Phase 1) 

• External Sort Phase (Phase 2) 

• Final Sort Phase (Phase 3) 

• Merge-Only Pha.se (Phase 4) 

If sorting is to be done, phases 0, 1, 2, 
and 3 are executed. If only merging is to 
be done, phase 0 and phase 4 are executed. 
Figure 1 is a f'lo~7chart of the phases. 

Yes 

Assignment Phase 
(Phase 0) 

Internal Sort Phase 
(Phase 1) 

Externa I Sort Phase 
(Phase 2) 

Final Sort Phase 
(Phase 3) 

End of Job 

Merge 

Merge Only 
(Phase 4) 

Figure 1. Flowchart of the Disk Sort/Merge 
Program Phases 

ASSIGNMENT PHASE (PHASE 0) 

The assignment phase performs a number of 
functions. It reads the sort/merge control 
statements and stores the data from the 
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statements. It performs a diagnostic check 
on the control information, checking for 
such things as missing control statements 
and duplicate or invalid field definers. 
An expanded version of control statements 
and parameters are then printed out, if the 
PRINT option is specified in the OPTION 
statement (see Sort/Merge Control 
Statements: OPTION Statement). Next, the 
assignment phase converts the parameters to 
binary configurations, and calculates and 
stores the constants required for the sub
sequent phases. 

If the assignment phase detects certain 
logical errors in the control statements, 
the control statements in error must be 
corrected before the sort run can proceed. 
If, for example, the user inadvertently 
specifies a record length that exceeds the 
specified input block size, the logical 
error will be detected, and a message will 
be printed. 

INTERNAL SORT PHASE (PHASE 1) 

Phase 1 performs the initial sequencing of 
the input file. The records are read into 
the main-storage input area and sorted into 
sequences that are G (the number of records 
that can be sorted internally at one time) 
in length. These strings are written out 
in the 2311 disk-storage work area. 

Phase 1 allows multivolume input files. 
Exits from the program are provided to 
allow for processing user-prepared subrou
tines and for checking nonstandard (tape) 
or user tape or disk labels. 

EXTERNAL SORT PHASES (PHASE 2 AND PHASE 3) 

The external sort phases merge the ordered 
sequences produced by the internal sort 
(phase 1). They perform a two-way to 
seven-way merge on the strings of records 
produced by the internal sort phase. 

Phase 2 repeatedly merges the strings 
from the 2311 disk-storage work area until 
the number of strings is equal to or less 
than the program-determined order of merge. 
Phase 3 performs the last pass of the 
external sort. If the number of strings 
produced by phase 1 is equal to or less 
than the order of merge, the first phase 
(phase 2) of the external sort is bypassed 
and only the last pass (phase 3) is execut
ed. Phase 3 allows multivolume output 
files. 

MERGE-ONLY PHASE (PHASE 4) 

The merge-only phase can be used to merge 
existing presorted files into one sequen-
tial file. A maximum of four tape or disk 
(not mixed) input files can be merged. The 
program allows for multivolume input and 
output. The program also allows for a 
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single file to be reblocked and sequence
checked. 

PROGRAM FEATURES 
The Sort/Merge Program: 

1. Translates mnemonic sort/merge 
control-card information that des
cribes the file parameters for each 
input and output file. 

2. Sorts a single input file. 

3. Allows multivolume input and/or output 
for tape and disk. 

4. Provides for input to a sort operation 
from punched cards, disk storage [IBM 
2311 Disk Storage Drive(s) only], or 
7- or 9-track magnetic tapes. Disk 
input can be distributed over multiple 
drives. 

5. Merges a minimum of one to a H,.ax imum 
of four tape or disk input files. 

6. Provides for output to disk storage 
[IBM 2311 Disk Storage Drive(s) only] 
or 7- or 9- track magnetic taVes. 
Disk output can be distributed over 
mUltiple drives. 

7. Provides for option of writing an 
output file composed of the disk 
addresses of the sorted records 
(ADDROUT option). 

8. Provides for specification of an 
alternate input tape drive (sort oper
ations only) and an alternate output 
tape drive (sort and merge 
operations) . 

9. Provides checkpoint, interrupt, and 
restart procedures. 

10. Provides exits to storage aredS for 
user-written routines. 

11. Prints out: The control-card informa
tion (optional): record counts at the 
end of phase 1, phase 3, and phase 4 
(optional): and necessary diagnostics. 

12. Provides, for sorting, the option to 
bypass unreadable data blocks when the 
input file is being read from tape, or 
to indicate the need for operator 
intervention when the input file is 
being read from tape or diSk. (The 
bypass option does not apply to di3k 
input files for the sort operation.) 

A user-exit (EXIT 13) is available 
to allow the user to print or other
wise analyze the unreadable data 
block when the input file is being 
read from tape. 



13. Provides for the merge-only operation, 
the option to bypass unreadable data 
blocks when the input files are being 
read from tape or disk, or to indicate 
the need for operator intervention. 

A user-exit (EXIT 44) is available 
to allow the user to print or other
wise analyze the unreadable data 
block when the merge input is being 
read from tape. 

14. Checks the sequence of the records 
during the final out. put pass of phase 
3 and during phase 4. 

15. Permits the user to specify either 
ascending or descending sequence for 
each individual control-data field. 

16. Proc4esses standard System/360 volume 
and file labels. 

17. Provides exits for user-processing of 
nonstandard and user labels. 

The System/360 used to run the sort/merge 
program must have at least: 

• 8 ,192 byt(~s of main storage. 

• One IBM 2311 Disk storage Drive 
attached to either one multiplexor 
channel or one selector channel. 

• One IBM llH>3" 1404, or 1443 Printer; or 
one IBM 1052 Keyboard Printer. 

• One IBM llJ42, 2501, 2520, or 2540 Card 
Reader. 

The program supports the following: 

• 

• 

• 

A maximum of 65,536 bytes of main stor
age. 

A maximum of eight IBM 2311 Disk Stor
age Drives (including the system 
drive), two to four of which can be 
used for intermediate storage. 

One to four IBM 2400-Series Magnetic 
Tape Units (7 or 9 track) for 
input/output to a sort operation. 

• One to six IBM 2400-Series Magnetic 
Tape Units (7 or 9 track) for 
input/output to a merge operation. 

The possible combinations of 7-track or 
9-track tapes are: 
!nput Q:llt pui::. 

7 7 or 9 

9 7 or 9 

CONTROL-DATA FIELDS AND COLLATING SEQUENCE 

A control-data field is a group of contig'J.
ous bytes within a data record, and the 
data in this field is, in effect, compared 
with the data in the corresponding field of 
every record in a file to determine the 
sorted or merged sequence of the records. 
The program is capable of sorting or merg
ing records on a maximum of twelve control
data fields with a maximum total length of 
256 bytes. 

The most significant field, the one with 
the highest priority, is the major control 
field, and it will be compared first; the 
others are minor control fields and will be 
compared according to their relative 
priority values. The minor control fields 
are compared only if the comparisons of the 
more significant fields result in an equal 
condition. The individual fields Illay r)e 
contiguous or separated; or, if they con
tain only unsigned binary data, they may 
overlap (Figure 2). They may occur any
where within a data record except in the 
record length field of the beginning of 
each variable-length record. A given con
trol field must be located in the same 
relative position in each record of a file. 
If, for example, the first two bytes of a 
fixed-length record in a file are designat
ed as the major control field, the program 
assumes that the first sixteen bits of datct 
in every record compose the major field for 
that record. 

If a KEY is associated with each disk 
input record (fixed-length unblocked 
records only), the KEYLEN entry can be 
specified in the OPTION statement, and the 
records can be sorted on the contents of 
the KEY field (see Sort/Merge Control 
Statements: OPTION Statement). 

Control Data may consist of one of the 
following: 

1. Unsigned binary, including alphameric 
(character), data. 

2. Packed or zoned decimal format. 

3. Normalized floating point in either 
short or long format. 

4. Fixed-point format. 

The following limitations must be 
observed when planning the characteristics 
of the control fields for a file. 

• Each control-data field must begin and 
end on a byte boundary. 

• Each control-data field must be at 
least one byte long. 
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• Each control-data field may be a maxi
mum of: 

a. 256 bytes for unsigned binary, 
including character, fields. 

b. 16 bytes, including a sign, for 
decimal fields. 

c. 32 bits (short word) or 64 bits 
(long word) for normalized 
floating-point numbers. 

d. 256 bytes for fixed-point fields. 

all control fields plus 8 bytes (CF+8) 
cannot exceed the input record length. 

If disk-address output is specified in 
the OPTION statements, the total length of 

Files may be s-orted or merged into eith
er ascending or descending sequence, and 
each control-data field can have its indi
vidual sequence. For example, a user might 
specify ascending sequence for the major 
control field and descending sequence for 
all the minor control fields. This means 
that the records will be sorted into 
ascending sequence on the basis of the 
contents of control field 1. The remaining 
control fields will be compared, if neces
sary, and the records will be sorted into 
descending sequence within the equals det
ermined by the major control field. 

Control 
Field 3 
(Minor) 

Control 
Field 2 
(Minor) 

I I 

Contiguous Control Fields 

Control 
Field 1 
(Major) 

Control 
Field 2 
(Minor) 

Noncontiguous Control Fields 

Control 
Field 1 
(Major) 

Data 

Control 
Field 4 
(Minor) 

I I 

Control 
Field 3 
(Minor) 

I I T 
~ Control .1. Control ---l 
I Field 4 I Field 5 I 

L Control +- Contr~l-+ C~ntrol ~ :. I Field 1 Field 2 Field 3 I I 

I I I I I I i 

Overlapping Control Fields (Unsigned Binary Format) 

Figure 2. Control-Field Formats 
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The controlo-daotafields are defined for 
the program wi ith user-prepared control 
statements. These statements specify the 
type of operation (sort or merge), the 
sequence (ascending or descending), and the 
size and location of each control-data 
field (see SOr1c./M~~rge Control Statements). 

The collating sequence is binary 
(OOOOOOOO to 11111111) for alphameric 
<character) and binary data. Data conver
sion routines are included in the 
sort/merge proqram to convert, before proc
essing, th~e following types of data: 

Floating Point 

Fixed Point. 

Packed Decimal 

Zoned Decimal 

to absolub~ binary so that it can be com
pared by using thE~ compare-logical instruc
tion. These routines reconvert the data to 
its origina.l format before the output file 
is written. 

When using either zoned-decimal data or 
packed-decimal data, the signed fields must 
be either all ASCII or all EBCDIC; they 
must not contain a combination of both. If 
the signed fields are not all ASCII or all 
EBCDIC, the sort program conversion routines 
can be bypassed by specifying binary data. 
If either zoned-decimal data or paCked-deci
mal data are specified, preferred sign codes 
will be forced. Thus, if the sign code of 
the input is not the preferred ASCII plus 
(1010), the preferred ASCII minus (1011), 
or the preferred EBCDIC minus (1101), a 
preferred EBCDIC plus (1100) will be forced. 
The output of the sort will retain these 
preferred sign codes. 

Note: If all records with zoned decimal, 
packed decima~, fixed point, or float
ing point data contain the same sign 
(all plus or all minus) in the same bit 
configuration, binary can be specified 
in the SORT or MERGE statement and the 
sort/merge conversion routines will be 
bypassed, resulting in a more efficient 
sort or merge operation. Under these 
conditions, when records are being 
sorted or merged on a negative control 
field, the reverse sequence must be 
sp~cified in the FIELDS entry of the 
SORT or MERGE statement. If, for example, 
a file of records with negative control 
fields will be sorted into ascending 
sequence, the following entry would 
appear in the sort statement: 

FIELDS=(l,lO,D) ,FORMAT==BI 

The user has the option of designating a 
unique collating sequence. By using a 
programmed exit and a translation table, he 
can cause the program to sort or merge his 
records into any collating sequence he 
wishes to develop. He simply specifies his 
sequence in a translation table as a set of 
constants included in the user programming, 
and enters his translation routine through 
a programmed exit set aside for this pur
pose (see EXIT 12 and EXIT 32). 

INPUT/OUTPUT SPECIFICATIONS 

The sort/merge program can sort or merge 
fixed-length or variable-length tape or 
disk records. Tape input files with 
checkpoint records cannot be processed. It 
can also sort unblocked punched-card 
records with a maximum length of 80 charac
ters. The tape or disk fixed-length input 
records may be blocked in fixed- or 
variable-length blocks, or they may be 
unblocked. The tape or disk variable
length input records may be blocked in 
variable-length blocks, or they may be 
unblocked (Figure 3). 

The most efficient input file 
configuration is blocked fixed-length 
records, and the least efficient is 
variable-length records unblocked. Certain 
maximums and minimums (control-field 
length, input/output block sizes, and file 
size) must be observed by the user when he 
plans a particular application that 
includes a sort or merge operation. 

The sort/merge program processes disk 
input files consecutively within the speci
fied extents. When a no-record-found con
dition is detected on a track, the program 
will attempt to read from the next consecu
tive track or from the first track of the 
next extent, if the condition was detected 
on the last track of an extent. This does 
not mean that the input file must have been 
written consecutively; it means that any 
file that can be read consecutively (i.e., 
the records within each track are contigu
ous and the record numbers are consecutive) 
is acceptable. Files with indexed sequen
tial organization, for example, cannot be 
read consecutively by the sort/merge pro
gram and, therefore, are not acceptable to 
the program. Indexed sequential files must 
be reorganized as consecutive files before 
being sorted. 

RECORD FORMAT 

The format of the records, fixed-length and 
variable-length, to be sorted must adhere 
to the standards established by the Basic 
Operating System/360 Input/Output Control 
System (IOCS). For a complete discussion 
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of record formats which are summarized in 
Figure 3, see the systems Reference Library 
publication IBM Basic System/360, Assembler 
with Input/Output Macros C8K Disk), Form 
C24-3361. 

Variable-length records can be processed 
from 7-track tapes with the data conversion 
feature, 9-track tapes, or 2311 disk stor
age. 

RECORD LENGTHS 

The maximum record lengths vary according 
to the amount of main storage available for 
sorting. 

For sorting, the maximums for fixed
length records are: 
r------------T-----T------T------T------, 
IMain StorageI8,192116,384132,768165,5361 
~------------+-----+------+------+------~ 
IMax. lengths 1 I 1 1 1 
Iwith approx.1 7531 13711 35191 362 4 1 
1 minimum I I I I 1 
1 supervisor I I I 1 1 
~------------+-----+------+------+------~ 
1 Max. lengths 1 1 1 I 1 
Iwith approx. I 6341 12711 34191 36241 
I minimum 1 1 1 1 1 
1 Supervisor 1 1 1 1 1 L ____________ ~ _____ ~ ______ ~ ______ ~ ______ J 
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For merge only, the maximums for fixed
length records are: 

With approximate minimum supervisor: 
r------------T-----T------T------T------, 
IMain StorageI8,192116,384132,768165,5361 
~------------+-----+------+------+------~ 
14-way merge 1 6851 23231 36241 36241 
~------------+-----+------+------+------~ 
13-way merge 1 8561 29041 36241 362 4 1 
~------------+-----+------+------+------~ 
12-way merge 11,1421 36241 36241 36241 L ____________ ~ _____ ~ ______ ~ ______ ~ ______ J 



Tape 

Unblocked Fixed-Length Records (Input/Output) 

IT[:'OCd hl I I I 
Record R Record R Record R Record 

G G G 

Fixed-Length Records in Fixed-Length Blocks (Input/Output) 

ffiE~ 
I I 

ecord R Record Record Record R Record 
G G 

.. 
Fixed-Length Records in Variable-Length Blocks (Input) 

I I I 
!cord Record R Record Record Record Record R cord Record R 

G G G 

Unblocked Variable-Length Records (Input) 

lil*1 I B R I 
Record 1 Record 2 R L L Record 3 R 

G 3 3 G 

Blocked Variable-Length Records (Input/Output) 

R 
1 L Record 2 

2 

BL (Block Length) The number of bytes between interrecord gaps, which include the 
four bytes required for the block-length field plus the four bytes 
requ ired for each of the record-length fields. 
(4 + 4 + length of record = contents of BL). 

RL (Record Length) = The number of bytes in the record length added to the four 
bytes required for the record-length field (4 + length of 
record = contents of RL). 

I B R R R I 
R L L Record 3 L Record 4 L Record 5 R 
G 2 3 4 5 G 

Figure 3. Input/Output Blocking Formats (Part 1 of 2) 
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Unblocked Fixed-Length Records (Input/Output) 

G Count G Key G G G G 
A A A Record 1 A Count A Key A Record 2 
p Area p Field p Data p Area p Field p Data 

Fixed - Length Records in Fixed - Length Blocks ( Input/Output) 
, 

G G G G 
A Count A Record 1 Record 2 A Count A Record 3 

p Area p Data Data p Area p Data 

~ 

Fixed - Length Records in Variable - Length Blocks ( Input) 

G Count G Record 1 Record 2 G 
Count :! Record 3 G Count 

A A A A 
P Area p Data Data p Area Data p Field 

Variable Length--Unblocked Records (Input) 

G Count G B R Record 1 G Count G B R Record 2 G Count G Record 3 B R A Area A L L Data A Area A Data A Area A Data p p p P L L p P L L 

Variable Length--Blocked Records (Input/Output) 

G Count G B R Record 1 R Record 2 G Count G B R Record 3 
A Area A Area £XJta A Area A L L p P L L L P P 

Data 

Key Fie Id may be omitted on record formaL 

Figure 3. Input/Output Blocking Formats (P~rt 2 of 2) 

with approximate maximum supervisor: 
r---------·---T-----T------T------T-------, 
IMain StorageI8,192116,384132,768165,5361 
t------------+-----+------+------+------~ 
\4-way merge I 5661 21631 36241 36241 
t------------+-----+------+-----+------- ~ 
13-way merge I 7071 27041 36241 36241 
t------------+-----+------+------+------~ 
12-way merge I 9431 36061 36241 36241 L ____________ ~ _____ ~ ______ ~ ______ ~ ______ J 

These figures for sorting and merging with 
a minimum and maximum supervisor are based 
upon the following assumptions: 

1. Unblocked fixed-length records. 

2. No data translation. 

3. No user programming. 

4. One control field. 

12 

5. Approxirna te minimum physical IOCS and 
supervisor size of 3,500 bytes. 

6. Approximate maximum physical IOCS and 
supervisor size of 4,096 bytes for 
8,192 bytes of main storage and an 
approximate maximum size of 4,300 bytes 
for 16,384 and above of main storage. 
(The supervisor and IOCS assembled to 
handle the sort program must not exceed 
4,096 bytes, including the patch area 
in an 8K system.) 

For operations involving blocked 
records, variable-length records, disk
address output, or for operations that do 
not adhere to the assumptions upon which 
the preceding maximums are based, calculat.e 
the maximum input/output block lengths wiUl 
the formulas in ~2~DQix ~. 



The minimum number of records that can 
be contained in a single input or output 
block is 1. record. Twelve bytes is the 
minimum length for a tape input/output 
record or block. One byte is the minimum 
length fo:r' card or disk record or block. 

The sort/merge program processes standard 
IBM System/360 header and trailer labels as 
part of its input/output processing. 
Nonstandard label processing (reading, 
writing, and checking) is permitted with 
.tape input/output only, and is the 
responsibility of the user (see User
Prepared Routines). For a complete 
discussion of :standard label processing, 
:see IBM Ba~ic Operating System/360 
Erogrammer's Guide (8K Disk), Form 
C24-3372. 

STANDARD LABELS 

A volume label must be present if standard 
labels are to be checked. A volume label 
is used to identify a physical storage unit 
such as a disk pack or reel of magnetic 
tape. 

One volwne label is the minimum that 
must appear on a volume of records, but the 
user may have as many as seven additional 
volume labels. The sort/merge program will 
check the first three fields of the first 
volume label only.. All additional volume 
labels will be bypassed. Existing volume 
labels are neVf~r overwritten. 

If standard label processing is speci
fied,the program will check the Volume 
Serial Numlber i(fiE~ld 3) on input tape or 
disk files. 

A header label identifies the logical 
file (within a volume) to be processed, and 
the sort/m4~rge program will: 

• Check the firbt input header on each 
tape Olr disk input volume, and write 
the filest output header after the 
existing volume labels on each output 
tape vol. umE~ or in the VTOC on each 
output disk volume. 

• Read and allow the user the option of 
checking addit:ional user input headers 
for disk and t:ape; write after allowing 
the user to create additional user 
output headers for tape and disk. 

• Check for a. tape mark (with tape input) 
after t:he last: header on each input 
file, and ~rrit:e a tape mark (with tape 
output)! aft.er the last header on each 
output f ile~. 

• Check the Expiration Date (field 1.0) on 
tape or disk output files. 

A trailer label indicates the logical 
end of file or the end of a volume of that 
file. The sort/merge program will: 

• Check the first tape input trailer on 
each input volume for EOV or EOF. It 
will read and allow the user the option 
of checking additional tape user input 
trailers. It will write the first 
output tape trailer, and write, after 
allowing the user to create user output 
tape trailers. 

• Write a tape mark (with tape output) 
before the first trailer on each output 
file. 

The user may include as many as eight 
additional header (tape or disk) and eight 
additional trailer labels (tape only). All 
additional header and trailer labels must 
be 80 characters long. For disk and tape 
labels, the first four bytes must contain 
standard information. 

IOCS, for user disk header labels, 
creates the first four identification char
acters. The letters UHL are placed in the 
first three bytes of the label. The label 
number is placed in the fourth byte. User 
header labels range from UHLl to UHL8. 

For tape, the user must create his own 
header and trailer label identification in 
the first four bytes of each label. The 
letters UHL must be placed in the first 
three bytes of the header label. The label 
number must occupy the fourth byte. The 
letters UTL must be placed in the first 
three bytes of the trailer label and the 
label number must occupy the fourth byte. 
User header and trailer labels for tape 
also range from UHL1 to UHL8 and from UTL1 
to UTL8. 

The remaining 76 bytes may contain wha
tever information the user wants. IBM 
standard headers and trailers are identical 
in format, except for the first field. 

The information required for checking 
the initial input header or creating the 
initial output header is provided to the 
sort/merge program in job-control state
ments. The program will verify the expira
tion date and then write a standard-format 
header label on the output file. 

Although an output tape must always have 
a volume label, it mayor may not contain a 
standard header and trailer label. If a 
tape is used without a header label, the 
program will create and write the first 
header label after the existing volume 
l.aDeI. I f an output header exists, the 
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program will check the expiration date and 
either indicate nonexpiration or write a 
new header label. 

NONSTANDARD LABELS AND UNLABELED FILES 
(TAPE ONLY) 

Programmed exits are provided for the user 
to read and check nonstandard tape-input 
headers and trailers, and to compile and 
write nonstandard tape-output headers and 
trailers. If the user specifies nonstan
dard input labels, but does not specify the 
accompanying exits, the program will search 
for the tape mark that must separate the 
labels and the data. By searching for the 
tape mark, the program will bypass the 
nonstandard labels. If the user specifies 
nonstandard input labels, and specifies the 
accompanying exits for processing these 
labels, a tape mark mayor may not immedi
ately precede the first data record. It is 
the user's responsibility to position the 
tape after the last nonstandard label. 

Unlabeled tape files can be processed by 
the program. The first record read from an 
unlabeled input volume can be either a tape 
mark or a data record. If it is not a tape 
mark,. the program will backspace the tape 
to the beginning of the first record. 

A tape mark can be written before the 
first data record and one will be written 
after the last data record-on-each output 
volume with nonstandard labels or no 
labels. 

INPUT/OUTPUT DEVICES 

Certain considerations must be made in the 
use and arrangement of input/output devi
ces, and certain assumptions are made by 
the program. 

Assignment of I/O devices to specific 
channels, if a 2-channel system is used, is 
left to the discretion of the user. The 
sort/merge program does not require a par
ticular device on a particular channel. 

The program-required disk work area can 
be composed of a maximum of four individual 
extents. The total number of tracks 
required for a work area (the sum of the 
extents) must not be greater than the total 
number of usable tracks on four disk packs. 

DISK DRIVES 

Input to a sort operation can be read from 
multiple disk drives, and output can be 
written on multiple disk drives. The input 
and output areas are flexible (multi.ple 
extents can be specified) and can be 
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arranged around the program-required work 
area, which must be on-line at all times 
during execution; but the eight-drive pro
gram maximum must be observed. 

Input to a merge operation can be read 
from mUltiple disk drives, and output can 
be written on multiple disk drives, but 
the eight-drtve program maximum must be 
observed. 

The user is free to assign any symbolic 
name he wishes to the disk drives used for 
sorting or merging, providing he observes 
the assignment limitations established by 
the disk-resident control program (see IBM 
Basic Operatinq System/360 Programmer's 
Guide (BK Disk), Form C24-3372. 

TAPE DRIVES 

Primary and alternate input/output tape 
drives can be specified to eliminate the 
time required to rewind and unload the tape 
reel and mount the new reel for the input 
or output process when sorting a tape file 
with multivolume input or output. If the 
input records are contained on morE: than 
one volume, the next volume can be made 
ready on the alternate input drive while 
input records are being read from the cur
rent drive. 

The program assumes, if tape input is 
specified, that the initial reel of input 
to be sorted will be read from the tape 
unit with the symbolic address SYS002, and 
the alternate input unit will be the one 
with the symbolic address SYS003. If a 
multivolume input file will be read from a 
single tape drive, the symbolic addresses 
SYS002 and SYS003 must both be assigned to 
the same tape drive. If tape output is 
specified, the program assumes that the 
output will be written on the unit with the 
symbolic address SYSOOO. The alternate 
output drive is assumed to be SYS001. If d 

multivolume output file will be written on 
a single tape drive, the symbolic addresses 
SYSOOO and SYS001 must both be assigned to 
the same tape drive. 

If tape input is specified for a merge
only operation, the units with the symbolic 
addresses SYS002 through SYS005 are assumed 
to contain input files 1 through 4, 
respectively. If, for example, three tape 
files will be merged, the program assumes 
they reside on SYS002, SYS003, and SYS004. 
If tape output is specified, the program 
assumes the initial output drive is SYSOOO 
and the alternate output drive is SYS001. 

CHECKPOINT, INTERRUPT, AND REST&qT 

The checkpoint, interrupt, and restart 
feature permits the user to interrupt the 



sorting process during phase 2 or phase 3 
and conveniently restart it. This feature 
can be used during sort runs only; it will 
not function in a merge-only operation. 
The sort program automatically writes a 
checkpoint record on disk during each pass 
of pha.se 2. A·t this point in the program, 
the sorted records are being merged into 
strings that increase in size with each 
merge pass. The checkpoint _:r_ecord is 
composed of tht~ information needed to res
tore the program at the beginning of the 
interrupted pass. Processing can then 
continue from 1:his point. 

To interrupt the program, the user 
presses the system-reset key. If the pro
gram is interrupted during phase 1, the 
entire progl~am must be rerun, and all the 
processing that has taken place must be 
repeated. If the program is interrupted at 
the beginning or during phase 2, or phase 
3, the user must punch an OPTION statement 
that contains t:he RESTART field definer 
(see Control St:at~~ments: OPTION Statement). 
Printed me;iE;agE~s will indicate the begin-
ning of phase 2 and the beginning of phase 
3. All tht~ control statements that were 
used to define the initial sort operation 
must be relre!ad by the card reader. 

When the assi-gnment phase processes the 
RESTART entry in the control statement, it 
transfers control to phase 2, which extracts 
the information from the last disk check
point record. The processing that occurred 
prior to the interrupted merge pass is by
passed. Processing is restarted at the 
beginning of the interrupted merge pass. 

~ote: It is imperative that each disk pack 
be returned to a 2311 disk drive with 
the symbolic name it had when the pro
gram was interrupted, and the disk 
storage areas being used by the sort at 
the time of interruption must contain 
the dat:a that was present when the 
interruption occurred. The work area 
extent cards (SORTW cards) must have, 
at rest.art time, the same sequence 
number they had when originally read. 

If the program is interrupted in phase 3 
after the sort program has written a stand
ard output label and has begun to write the 
final output, a halt will occur in the 
restart run when an unexpired date is 
encount~ered in this output label. 

If t.he ou·tput area is the same c;>ne spec
ified previously, the user should 19nore 
the message for this halt and continue 
processing. 

CHECKING FEATURES 

Two sort/merge checking features are 
included in the program: a record-count 
feature, and a sequence-check feature. 

The record-count printout must be s~eci
fied by the user; it is not automatic. 
Including the field definer PRINT in the 
OPTION statement (see Control statements: 
OPTION statement) will cause a count of the 
processed records to be printed out at the 
end of phase 1, phase 3, and phase 4. 

A sequence check, the other checking 
feature, occurs automatically during phase 
3 and phase 4. The function of the 
sequence check is to make sure the output 
records are in the specified sequence. If 
a sequence error is detected, the system 
prints a message and then enters the wait 
state. 

USER-PREPARED ROUTINES 

Provision is made in phase 1, phase 3, anl) 
phase 4 of the program for the addition of 
subroutines written by the user. 

These subroutines must be cataloged in 
the core image library in the systems reJi
dence. All the subroutines for a particu
lar phase are considered to be a singlL 
program phase and are handled as such by 
the supervisor. This means that each set 
of routines must be labeled with a unique 
label. The MODS statement (see Sor~~Me~gg 
Control Statements) is used to specify the 
name of a set of subroutines for a given 
phase, and this set wi 11 be retrieved usinrj 
the name. 

It is recommended that this name be fiVe 
characters in length, the first four being 
DSOR and the last being any character the 
user assigns to identify this as a user 
phase name. Job Control will search the 
core image library for all routines iden
tified as DSOR and will construct a phase 
dictionary of them. Therefore, by having 
such a dictionary, the FETCH time is 
reduced, making the sort/merge program run 
more efficiently. 

The interface for the sort/merge progran, 
and the user subroutines is designed to 
allow user modifications to be compatible 
with future versions of the program. The 
program links to these subroutines through 
use of branch instructions (BAL), called 
exits, that are part of the program. 

The program contains the following 
exits: 

• Phase 1 -- EXIT 11, EXIT 12, EXIT 13 
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• Phase 3 

• Phase 4 

EXIT 31, EXIT 32 

EXIT 41, EXIT 42, EXIT 43, 
EXIT 44 

If these exits are not used, the program 
passes over the branch instruction and goes 
on to execut-e the next sequential instruc
tion. To activate the exits, the user must 
make the required entries in the MODS con
trol statement (see Sort/Merge Control 
Statements). He must also assemble a 
branch table at the origin of the subrou
tines for each phase. The origin address 
specified in the PHASE card for the com
bined subroutines in a single phase should 
be the address that results when the length 
of the subroutines plus the branch table is 
subtracted from the main storage capacity 
specified in the STORAGE entry of the 
OPTION statement. The origin address must 
be adjusted to the next lower double-word 
boundary. The starting location for all 
programs to be assembled must be a double
word boundary. 

If, for example, a sort operation will 
be run on a system with 8,192 positions of 
main storage, and the phase-1 user 
progranuning (branch table plus routines> 
requires 300 positions of main storage, the 
resultant address, when the length of the 
user area is subtracted from the system 
capacity, is 7,892. Adjusted to a double
word boundary, the origin address is 7,888. 

If the user does not adjust the origin 
address of 7,892, the linkage editor, at 
catalog time, automatically will adjust the 
origin address at the next higher double
word boundary of 7,896. When the user's 
routine is fetched into main storage, the 
new origin address would cause the loading 
of the user's routine to continue beyond 
the limits of main storage. This error 
would be indicated by the supervisor. 

The program, after encountering the MODS 
entry during the assignment phase, will 
branch to the branch table when it 
encounters the exit; and the branch table 
will cause another branch to the first 
instruction of the associated subroutine. 
The last instruction of the subroutine must 
be a branch back to the sequential instruc
tion that follows the exit in the main 
program. 

The two general registers involved in 
the exits are registers 14 and 15. 

The branches function in the following 
manner. The exit instruction is BAL 
14,X(15). This instruction stores the 
address of the next sequential instruction 
in register 14, and the branch address is 
formed from the constant base address 
stored in register 15 plus ~ (X=either zero 
or a multiple of 4). Register 15, which is 
initialized by the sort/merge program, must 
be specified as the base register in the 
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USING statement in all user-assembled sub
routines. Insert the statement USING *,15 
before the first branch-table entry when 
assembling the user subroutines for each 
phase. 

If the user chooses to activate one or 
more exits in any phase, he must prepare, 
immediately ahead of his routine, a branch 
table that includes a 4-byte entry for each 
branch up to and including the last exit to 
be used in that phase. 

The first entry in the user-prepared 
branch table must apply to the lowest num
ber exit in that phase of the sort/merge 
program. The second entry must apply to 
the next lowest numbered exit in that 
phase. The third entry must apply to the 
next lowest numbered exit in that phase. 
The fourth entry, which is possible only 
in phase 4, must apply to the next lowest 
numbered exit (EXIT 44) in that phase of the 
sort/merge program. B 0 (14) instructions 
should be used to fill the unrequired en
entries. If, for example, he chooses to 
use exit 32, he should include aBO (14) 
instruction as the entry for exit 31 if it 
is not used. The entries for the unused 
exits that follow can be ignored. The 
label of the first instruction of his sub
routine might be LABEL2, although he is free 
to assign any label he chooses. For the 
example just cited, the branch table would 
contain: 

B 0(14}= Branch table entry" for exit 
31. 

B LABEL2 Branch table entL''i for exit 
32. 

The first instruction of this subroutine 
would be labeled LABEL2, and a final 
instruction would branch to the address in 
register 14. 

LABEL2. 

.BR 14 

Part of the sort initialization for a 
phase will be the FETCH of the user routine 
for that phase. The FETCH will load the 
user routines into main storage and pass 
control to the user routine at the point 
designated by the user at assembly time of 
the phase. At this location the user can 
give a BR 14 instruction to pass control to 
the sort/merge program or perform some user 
program initialization of his routine ana 
then give a BR 14 instruction to return 
control to the sort/merge program. 

Additional considerations must be made 
by the user who will use the progra~ned 
exits to add his subroutines. It is to thc 



user's advantage to limit his progranuning 
to the smallest possible main-storage area, 
because the size of the control program and 
sort-program phase and the size of the 
user's subroutines determine the amount of 
main storage available for processing data 
records. During the assignment phase, the 
number of storage bytes required by the 
control program and the sort program is 
added to t~he number of bytes required by 
the user's subroutines, and the total is 
subtracted from the size of the system. 
The remaining storage is then allocated to 
input/output areas, and the speed of the 
program cam be increased by the increased 
size of the input/output areas. 

Also, the user's subroutine must provide 
the programming to store the contents of 
any register (registers 0 through 11 and 
register 14) that will be used by the sub
routine and then restore these contents 
before thE! branch back to the sort program 
is executed, except in the case where 
specific instructions are given within the 
exit write-up (registers 8 and 9). 

EXIT 11 (Ell) 

This exit is available during phase 1. It 
can be used to check user (UHL) input head
ers (tape or disk), and trailers (tape) or 
to read and check nonstandard input headers 
and user and nonstandard trailers (tape 
only). IOCS checks standard input-tape 
trailers for EOV or EOF designations only. 
For a complete discussion of nonstandard 
label and user label processing, see IEM 
Basic Oper~tinl~ystem/ 360 Programmer's 
~uide (8R Disk), Form C24-3372. 

pser Labels 

User labels ar(e read into the IOCS label 
area by IOCS. Control is then passed 
through the sort/merge program to the user 
for execution of his checking subroutine • 

. When this exit occurs, the label is in the 
IOCS label area, and the low-order byte in 
register zero contains an 0 for an OPEN 
condition, a. V fo.1:' an EOV condition, or an 
F for an EOF condition. Register 1 con
tains the address of the IOCS label area. 
Re- entry to th.~ sort/merge program must be 
made with the :LBRET macro~ For further 
information on reo-entry see the discussion 
of the LBRET macro in IBM Basic Operating 
Systern/360 L Assembler with Input/Output 
~~cros~~)isl~, Form C24-3361. 

If standard labels are specified and are 
followed by user labels but this exit is 
not specified, the standard labels are 
processed and the user labels are bypassed. 
If the input file is read from tape, the 
program will s(~arch for the tape mark that 
precedes the first data record. 

Nonstandard Labels 

If nonstandard input-tape labels will be 
processed through this exit, the user is 
responsible for designating an area of main 
storage that can be used to read and check 
them. He must also provide the programming 
to perform these functions. The EXCP macro 
must be used in reading these labels. When 
a file is opened, all the nonstandard head
ers must be processed or bypassed; other
wise the program will asswne the labels are 
data records. The sort program will proc
ess the tape mark following the header 
labels. 

When this exit occurs and nonstandard 
labels have been specified, the low-order 
byte of register zero contains an 0 for an 
OPEN condition, a V for an EOV condition, 
or an F for an EOF condition. The two 
low-order bytes of Register 1 will contain 
the symbolic unit number of the device from 
which the label will be read. This unit 
number (a two-byte hexadecimal representa
tion of the symbolic unit for the I/O 
device) must be inserted into the symbolic 
unit address bytes of the user CCB (see IBM 
Basic operating System/360, Assembler with 
Input/Output Macros (8R Disk), Form 
C24-3361. Re-entry to the sort/merge pro
gram must be made through register 14 (BR 
14) • 

If nonstandard labels are specified but 
this exit is not specified, the program 
will read from the input tape until it 
encounters a tape mark. This tape mark 
must precede the first data record. 

EXIT 12 (E12) 

This exit is available in phase 1 just 
before each logical record in the input 
area is about to be processed. ThE address 
of the high-order position of the recOl::d to 
be processed will be available in register 
5. 

It can be used for translation of data 
not already in the form specified in the 
control card. If data records will be 
translated, the user must provide, as part 
of his programming, the translation table. 
This exit can, in addition, be used for 
modification of the data within each 
record. Records cannot be lengthened, 
shortened, or deleted. 

Data-conversion routines are included in 
the sort/merge program, but are not acces
sible to the user for his programming. 
These routines convert the following types 
of data after exit 12 occurs, but before 
the records are sorted. 

Fixed Point -- The sign bit is complemented 
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on input and returned to its initial 
state on output. 

Packed Decimal -- If the number is posi
tive, the sign is moved to the high
order half-byte of the field, and the 
field is shifted to the right by one
half byte. If the number is negative, 
the same procedure is followed but the 
entire field is complemented. 

Zoned Decimal In the byte containing the 
sign, the sign and the digit are 
reversed, and the procedure for packed 
decimal is used. 

Floating Point -- If positive, the sign 
will be changed. If negative, the 
entire field is complemented. 

The data is reconverted to the data format 
specified in the control card before exit 
32 occurs. 

EXIT 13 (E13) 

Exit 13 is available during phase 1 after 
the program has determined that an input 
tape block is unreadable. This exit can be 
used for output of the data block, using the 
EXCP macro instruction, which allows output 
on all devices supported by the Supervisor. 
The address of the high-order position of 
the block is contained in register 7. 

When control is returned to phase 1, the 
unreadable data block is bypassed, because 
the unreadable characters, after being 
forced to odd parity by the hardware, may 
not be the same as the original input. 

EXIT 31 (E31) 

This exit is available during phase 3. It 
can be used to create and write nonstandard 
output tape headers and tape trailers, or 
to create user tape or disk headers and 
tape trailers. 

User· Labels 

User labels can be created in the IOCS 
label area and will then be written by 
IOCS. When the exit occurs, the IOCS label 
area is available to the user, and its 
address is in register 1. The low-order 
byte in register zero contains an 0 for an 
OPEN condition, a V for an EOV condition, 
or an F for an EOF condition. IOCS will 
write the label out and pass control to the 
user after each label is written. When 
each user label has been created, re-entry 
to the sort/merge program must be made with 
the LBRET macro. For further information 
on re-entry see the discussion of the LBRET 
macro in IBM Basic Operating System/360, 
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Assembler with Input/Output Macros (8K 
Disk), Form C24-3361. 

Nonstandard Labels 

If nonstandard labels will be processed 
through this exit, the user is responsible 
for designating an area of main storage 
that can be used to create labels. He must 
create the labels and write them. The EXCP 
macro must be used in writing the labels. 

When the exit occurs, the low-order byte 
of register zero contains an 0 for an OPEN 
condition, a V for an EOV condition, or an 
F for an EOF condition. Re-entry to the 
sort/merge program must be made through 
register 14 (BR 14) after all nonstandard 
labels have been created and written. Reg
ister 1 will contain the symbolic unit 
number of the device on which the label is 
to be created. 

EXIT 32 (E32) 

This exit is available during phase 3 after 
each record has been moved to the output 
area before being written into the output 
file. It can be used for insertion, dele
tion, alteration (including record 
shortening), substitution, summarization, 
or for data translation. The sorted record 
(Ll - see Sort/Merge Control statement: 
Record Statement) is moved in its entirety 
(except when the ADDROUT option is chosen) 
to the output area. When EXIT 32 occurs, 
register 8 contains the address of the 
high-order byte of the current output 
record (record just moved to the output 
area). The current output record is equal 
to L3 or its equivalent. 

Two methods are available by which a 
record can be inserted by the user. (1) He 
may insert his record inunediately following 
the current output record, or (2) he may 
insert his record in the area occupied by 
the current output record, and then insert 
the current output record behind his 
inserted record. A variation to the secone 
method is also available. The user may 
substitute his record in the area occupied 
by the current output record. In either 
case, multiple insertions, handled one at d 

time, are allowed. 

When using the first method, the user 
must save the contents of register 9 in his 
user area. He then loads into register 9, 
the high-order address of the record he 
wants to insert. The sort program is then 
reentered with a B 4(14) instruction. 
After inserting the record, the sort pro
gram will return control to the user's 
program. If another record is to be 
inserted (multiple insertions), the user 
simply reloads register 9 with the high-



order address of the next record and re
enters thE? sort program by using a B 4(14) 
instruction. Thi.s process is repeated 
until no more records are to be inserted. 
At this point, the user must restoL'e 
register 9 to its original contents and 
return to the sort program by a BR 14 
instruction. 

When using the second method, the user 
is responsible for storing and saving the 
current output record in his own program
ming area. He also must store and save the 
contents of register 9. The high-order 
address of the record to be inserted in 
place of the current output record can be 
moved into register 9. The address of the 
current output record is available in reg-
ister 8. Before re-entering the sort pro
gram, the user must update register 8 by 
subtracting from it the length of the 
record that was saved, not the length of 
the record to be inserted. Control is 
returned to th.e sort program with a B 4(14) 
instruction.. 'rhe program will insert the 
user's record, and it will return control 
to the use.r" s program. If more records are 
to be inser1:ed il follow the procedure for 
mul tiple inser1:ions. When the insertions 
to be made at 1:his point have been complet
ed, the user must then handle the output 
record, which he saved, like an insertion. 
After this record has been re- insert.ed, 
control will return to the user. At this 
point, the value contained in register 9 
when the e:d. t occurred, must be restored by 
the user, and t:he sort program must be 
re-entered with a BR 14 instruction. 

In using the variation to the second 
method, the user saves the contents of 
register 9. The high-6rder address of 
the record to be ins~rted in place of the 
current out:put record can be moved to reg
ister 9. The Ulser must decrease the con
t.ents of rE~gister 8 by the length of the 
record being de:let.ed. The sort program is 
re-entered by a B 4(14) instruction. Mul
tiple insertions are handled as in the 
second method. Register 9 must be restored 
by the user and the sort program must be 
re-entered with a BR 14 instruction after 
all insertions have been completed. Except 
in the case of insertions, all re-entries 
to the sort program are made with a BR 14 
instruction. If variable-length records 
are inserted, the first four bytes of the 
inserted record must be the record-length 
field. The length must be a value less 
1than or equal to the maximum output record 
length (L3 - sere sort/Merge Control State
!!!.ents: RECOB.Q ~tat ement) • 

If f ixed'-lenqth records will be insert
E~d, and trulncation has been specified (the 
specified L3 value is less than the speci
fied L1 vaI1llE~), tht~ length of the inserted 

record must be equal to the output record 
I en gt h ( L3) • 

If the current output record is to be 
deleted by the user, the contents of gener
al register 8 must be decreased by the 
length of the deleted record (L3 for fixed
length records, or the contents of the 
record-length field for variable-length 
records). The sort program must be re
entered with a BR 14 instruction. 

Record alteration can be performed in 
the sort output area, and the address 
(high-order byte) of the record to be 
altered is contained in register 8. If the 
user has specified record shortening for 
fixed-length records by specifying varying 
lengths in the LENGTH definer of the RECORD 
statement, he need not use this exit. Th~ 
program will truncate the record from right 
to left according to the user's specifi
cation of L3. If the record is to be shor
tened in any way other than by removing thf.: 
low-order bytes, the user should perform 
the alteration in his own programming area. 
For variable-length records, the user must 
update the record-length field to reflect 
the new record length, and he must subtract 
from register 8 the number of bytes deleted 
from the record. If the altered record ha~ 
been moved to a user alteration area, the 
user has two methods of restoring the 
record into the output area. He can move 
the record himself and return to the pro
gram by a BR 14 instruction; or he can 
follow the insertion procedure and return 
by a B 4(14) instruction. 

The last record has been moved to the 
output area when general register 10 con
tains a negative value. The user can test 
for this condition with two instructions: 

LTR 10,10 
BM Last Record Processed Routine 

Before EXIT 32 occurs, the sort program 
will have sequence checked the record moved 
to the output area, and the control data 
will have been converted to the format 
specified. 

The sort/merge program keeps a count of 
the records processed during phase 3. This 
count, however, does not take into consid
eration those records inserted or deleted 
by the user at EXIT 32. 

1-:XIT 41 (E41) 

This exit is available during the merge 
phase of a merge-only operation. It can be 
used to check nonstandard or additional 
tape-input headers, and to create and write 
nonstandard or additional tape-output head
ers and trailers. It can also be used to 
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check disk-input user headers, or to create 
disk-output user headers. The sort/merge 
program checks standard input trailer 
labels (on tape) only for EOV or EOF desig
nations. See EXIT 11 and EXIT 31 for addi
tional information on label processing. 

When the exit occurs, the low-order byte 
of register zero contains an 0 for an OPEN 
condition, a V for an EOV condition, or a.n 
F for an EOF condition. Register 1 will 
contain the address of the laCS area for 
user labels, and register 2 will contain 
the symbolic unit number of the device on 
which the label was encountered. The 
sort/merge program opens the merge-output 
file (FILEO) first, and then opens the 
input files, FILEA, FILEB, FlLEC, dnd 
FILED, respectively. 

EXIT 42 (E42) 

This exit is available in the merge phase 
of a merge-only operation just before each 
record in the input area(s) is about to be 
processed. The address of the high-order 
position of the record to be processed will 
be available in register 9. 

This exit can be used for translation of 
data not already in the form specified in 
the control card. If data records will be 
translated, the user must provide, as part 
of his programming, the translation table. 
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This exit can, in addition, be used for 
modification of the data within each 
record. Records cannot be lengthened, 
shortened, or deleted. 

EXIT 43 (E43) 

This exit is available during the merge 
phase of a merge-only operation. It func
tions exactly like EXIT 32 and can be used 
for the same purpose. For progra.mming 
details, see EXIT 32. 

EXIT 44 (E44) 

Exit 44 is available during the merge phase 
of a merge-only operation after the program 
has determined that an input tape block is 
unreadable. This exit can be used for out
put of the data block, using the EXCP macro 
instruction, which allows output on all 
devices supported by the Supervisor. The 
address of the high-order position of the 
block is contained in register 1. 

When control is returned to phase 4, the 
unreadable data block is bypassed, because 
the unreadable characters, after being forced 
to odd parity by the hardware, may not be 
the same as the original input. 



Standard job-control cards are required to 
define a sort or merge operation to the Job 
('ontrol PJL:ogratm. For a complete discussion 
of the job control cards and their formats, 
see IBM Basic ~~rating System/360 
Programme)::-' s Guide (8K Disk), Form 
C24-3372. The following discussion con
tains only the type of cards required to 
sort or merge and the characteristics of 
these cards that make them unique to a sort 
or merge opera.tion. It does not attempt to 
explain card formats or sequences. 

SORT STATEMEN'I'S 

For a sort~ ope~rat.ion, include the following 
cards, if they are applicable. 

General 

JOB--DSOR'l~ is the required operand entry. 

ASSGN--Assign cards are required only if 
the I/O devices have not been pre
viously assigned the appropriate sym
bolic names required by the sort pro
gram. 

DATE---A da.te card is required only if it 
was not previously made available to 
t:he s.ystem. 

Input File~ (required only for standard 
labels): 

VOL--A volume card is required to define 
the input file. The file name punched 
into this card must be SaRTI. Symbolic 
unit names are discussed in the section 
Input/Qutput Devices. The symbolic 
unit name assigned to the first device 
from which input will be read must be 
punched in this card. Only one volume 
card is required for the input file. 

DIAB or TPLAB-'-A disk label card (for disk 
input) or a. tape label card (for tape 
input) mus1t be included. 

XTENT--For disk input only, one extent card 
must be usted ,to define the high and low 
li~its of teach disk area from which 
input records will be read. If, for 
example" the input file is broken and 
stored in 1two different areas, two 
extent cards, one for each area, must 
be included. The symbolic unit name of 
the device to which the extent applies 
must be punched in the card. 

JOB-CONTROL STATEMENTS 

Work Area: 

VOL--A volume card is required to define 
the sort work area ·on disk. The file 
name punched into this card must be 
SORTW. The symbolic unit name assigned 
to the first drive on which a work file 
will be written must be punched in this 
card. Only one volume card is required 
for the work area, although the work 
are'a may be composed of as many as four 
diverse disk areas. 

DLAB--A disk label card is required. Only 
one label card is required for the 
total work area. 

XTENT--One extent card must be used to 
define the high and low limits of each 
disk area that will be used as part of 
the work area. The total work area 
required need not be a single disk 
area. It can be as many as four disk 
areas which, when taken as a whole, are 
equivalent to the required total. One 
extent card is required, but as many as 
four can be included. The last extent 
card specified for the work area must 
contain a minimum of four tracks. The 
symbolic unit name of the device to 
which the extent applies must be 
punched in the card. The extent cards 
must be placed in the card reader so 
that the symbolic names are in an 
ascending sequence. For example, if 
the user wishes to specify two work 
areas, one on SYSOOl and the other on 
SYS002, the extent cards for the work 
area on SYSOOl must be first and SYS002 
second. The extent-sequence number, 
however, governs the order in which 
these work areas are processed. There
fore, if the user wishes to process the 
work area on SYS002 first, he would 
punch 001 in the sequence-number field 
of the extent card for SYS002 and 002 
in the sequence-number field of the 
extent card for SYS001. 

Output File (required only for standard 
labels) : 

VOL--A volume card is required to define 
the output file. The file name punched 
into this card must be SaRTO. The 
symbolic unit name assigned to the 
first device on which output will be 
written must be punched in this card. 
Only one volume card is required for 
the output file. The assumed symbolic 
name, with tape output, is discussed in 
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the section Input and Output Tap~~ 
Dri ves~ 

DLAB or TPLAB--A disk label card (for disk 
output) or a tape label card (for tape 
output) must be included. 

XTENT--For disk output only, one extent 
card must be used to define the high 
and low limits of each disk area into 
which output records will be written. 
The symbolic unit name of the device to 
which the extent applies must be 
punched in the card. 

General: 

EXEC--This card is required. 

The job control statements are followed by 
the sort/merge program control statements 
(see Sort/Merge Control Statements). 

MERGE STATEMENTS 

The job-control cards required for a merge
only operation are governed by the same 
cond~tions as the cards required for a sort 
operation. The required operand entry for 
the merge-only job control cards is DSORT. 
Each file must be defined in the same 
relative way with the same type of control 
card. Only the following exceptions exist: 

1. The files must be named with these 
alphabetic designations. 

File Name 

First Input FILEA 

Second Input FILEB 

Third Input FILEC 

Fourth Input FILED 

Output FILEO 

2. Tape files are assumed to reside on the 
tape drives with the following symbolic 
names (see Input and Ou~ut Tape 
Drives) • 

File Symbolic Name 

First Input SYS002 

Second Input SYS003 

Third Input SYS004 

Fourth Input SYS005 

Output SYSOOO 
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Alternate output SYS001 

Note: For merge-only operations, the pro
gram requires two consecutive disk 
tracks to store the label-processing 
routines and other information that 
must be stored on disk temporarily. 
The user must define this area as a 
minimum of a two-track work area. The 
file name punched in the work area 
volume card is MERGEW. (No SORTW card 
is required for a merge-only 
opera tion. ) 

SORT/MERGE CONTROL STATEMENTS 

Sort/merge control statements are necessary 
to define the user's specific sort or merge 
operation. It is the user's responsibility 
to provide accurate control information 
that describes the files to be sorted or 
merged, the control-data fields upon which 
the records will be sorted or merged, the 
program options to be used, and the modi
fications to be made to the program. This 
information is punched into control
statement cards, and the cards are inserted 
into the card-read device assigned the 
symbolic name SYSRDR. During the 
assignment phase, each control statement is 
analyzed and validity checked for incorrect 
entries and inconsistent combinations of 
entries. If any errors are detected, the 
program prints a message that indicates the 
nature of each error upon completion of the 
control-statement analysis. 

Each control-statement card can contain 
a maximum of one control statement, 
although a single statement may require 
more than one card. The cards must be 
punched in the following format: 

Column: 1 

Contents: Leave blank. 

Columns: 2 - 71 

contents: Parameter List. 

Column: 72 

Contents: Continuation Colurrm. If the 
control statement extends from one card 
to another, this column must be punched 
with any character to indicate that the 
following card contains a part of the 
statement. 

A continuation card (i.e., a card 
that follows a card with a character 
punched in column 72) must be blank from 
column 1 through column 15. The param
eter list must continue in column 16. 

Columns: 73 - 80 



Contents: User Identification. These 
---COlumns' may be used to identify the 

sort/merge application defined by the 
control'-sbltement cards. 

The parame'ter list (columns 2-71, or 
16-71 in a continuation card) can contain 
three kinds of entries: a statement definer 
(required for each statement, a field 
definer (required for each statement), and 
values (sometimes required to complement 
the field definer). A statement definer is 
a mnemonic en1:ry (SORT, MERGE, RECORD) that 
identifies tht~ nature of the information in 
the statemE~nt.. For example, the RECORD 
entry deno1:es a statement containing infor
mation about 1:he data records. The state
ment definE~r is always the first entry in a 
control-statement card (unless the card is 
a continuat:ion of the statement from the 
preceding card, in which case the preceding 
card must havH a character punched in 
column 72).. 1~ field definer is a mnemonic 
entry that idHntifies the parameter being 
specified; for example, TYPE=X or 

IB~ 

rROJECT I D. 

I I I 

NAME 

LENGTH=(X,X,X). The TYPE entry differenti
ates between fixed- and variable-length 
records; the LENGTH entry specifies the 
length of the input records and the length 
of the output records. The entries 
enclosed in parentheses and the entry fol
lowing TYPE= are values. A value can be a 
numeric entry, or it can be an alphabetic 
entry that specifies one of two or more 
alternatives. Some field definers require 
no complementary values. The field definer 
PRINT, for example, is a complete paramet
er. 

In Figure 4, the statement definer is 
RECORD; the field definers are TYPE and 
LENGTH; and the values are F (for fixed 
length), 200 (length of the input records), 
and 100 (length of the out put records). I~ll 
alternative entry for the value F is v, for 
variable length. Any numeric values that 
observe the program's input/output specifi
cations could be used as complement values 
for the LENGTH field definer. 

INTERNATIONAL 8USINESS MACHINES CORPORATION 

SO-COLUMN CARD PUNCH LAYOUT 

CARD PUNCH PRINT VERIFY 
Yes No Yes No 

o 0 o 0 

123456789 1011 1213141516 171819 2C 21 22 23 24 25 26 27 28 29 30 31 3:1 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 

RECORD T YPE=F,LENGT H =-(2 ¢ ~) , J 1. 

Figure 4. RECORD Statement 

Entries in control-statement cards are 
governed .by the following stipulations: 

1. The first entry in a control-statement 
card must be a statement definer, 
except. in a continuation card. The 
statement definer must be contained 
betwee!n column 2 and column 15, and it 
must be followed by at least one blank 
column. 

2. Field definers can appear in any order. 
Each may be followed by one or a list 
of associated values and a comma. The 
last fi·eld is followed by a blank. 

ll. 

3. Commas, equal signs, right parentheses, 
and left parentheses must be used only 
as field delimiters. They cannot be 
used as values in definers. A comma or 
blank indicates the termination of a 

"--

-- .-

field definer and/or a value. The last 
field definer or value in a statement 
must be followed by a blank. 

4. A value entry can contain a maximum of 
five alphameric characters. If the 
entry exceeds this maximum, an error 
message is generated. Two exceptions 
exist: the SIZE value in the SORT 
statement and the MESSAGES value in the 
OPTION statement can exceed the maxi
mum. 

5. The card deck containing the sort/rrlerge 
control statements for a given sort or 
merge application must not exceed 25 
cards. 

If a series of equal values is enclosed 
in parentheses, all of the values after the 
first can be omitted (the parentheses can 
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IB,., INTERNATIONAL 8USINE5S MACHINES CORPORATION 

BO-COLUMN CARD PUNCH LAYOUT 

NAME rROJECT NO. rR~JE~T 110. I I rROJECT NAME I 
CARD PUNCH PRINT VERIFV 

Ves No Yes No 

0 0 D 0 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 2( 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 

SORT FIE/", DS=(1,3!lA, G, ~_l1\_,~~4 ,D) ,EQ}V1AI -:.. CH, S 1'1.1::= 'J.. 
f-----. I~~f/> 

---~ ~. 

Figure 5. SORT Statement 

also be omitted) and the sort program will 
assume that they are equal to the first. 
For example, a RECORD statement might con
tain a single LENGTH value if the input 
records and the output records are to be 
the same length. Instead of entering 
LENGTH= (80,,80) the user might simply 
enter LENGTH= (80), or even LENGTH=80. The 
program will assume a second value of 80. 
If one or more internal values in the ser
ies are equivalent to the preceding value, 
the internal value can be omitted. Each 
omission must be indicated by a comma. 

The following section describes the 
acceptable control statements, field defin
ers, and values. See Figure 12 at the end 
of this section for a graphic summary of 
these entries. 

SORT STATEMENT 

This statement is required for sorting. 

Statement definer: SORT 

Field definers with value formats: 

FORMAT=XX 

SIZE=~ 

Example: Figure 5. SORT Statement 

The FIELDS entry is used to specify the 
byte location, the length, and the sequence 
for each control-data field. 

P~ = the position, within the record, of 
the high-order byte of the control-data 
field. If a key field has been speci
fied (fixed-length unblocked records 
only), its length must be taken into 
consideration in the Pi value (see 
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OPTION Statement). If, for example, a 
key length of two bytes is specified and 
the high-order byte of control-data 
field 1 is the first byte in the Jata 
portion of the record, the value sUDsti
tuted for Pi is ~. 

For variable-length records, th0 
value substituted for Pi must take into 
consideration the RL field. 

MQ = the length in bytes of the control
data field. The minimum length is 1 
byte and the maximum length is 256 
bytes. 

Sn = the sequence into which the control
data field will be sorted. Punch A for 
ascending and D for descending. 

A maximum of 12 control-data fields can 
be specified with this format. However, 
the sum of the values specified in M1 
through M12 must not exceed 256 bytes. In 
the example, the major control field 
(control-data field 1) begins at the first 
byte of the record, is 3 bytes long, and 
will be sorted into ascending sequence. 
Control-data field 2 begins at the sixth 
byte in the record, is 2 bytes long, and 
will be sorted into ascending sequence. 
Control-data field 3 begins at the 
twentieth byte in the record, is 4 bytes 
long, and will be sorted into descending 
sequence. 

The FORMAT entry specifies the format of 
the data in all the control-data fields. 
Punch one of the following two-character 
abbreviations. 

Character 
Zoned Decimal 
Packed Decimal 
Fixed Point 
Binary 
Floating Point 

CH 
ZD 
PD 
FI 
BI 
FL 



The SIZE entry specifies the number of 
records in the input file. Punch the exact 
number or 1the E~stimate of the maximum num
ber of input records. The sort/merge pro
gram validat:es the specified work area and 
operates at greater efficiency even if the 
SIZE entry is an estimate. 

MERGE STAT.EMEN~~ 

This statement is required for a merge-only 
operation. 

statement definer:: MERGE 

Field definers with value formats: 

FORMAT=XX 

ORDER=M 

Example: F.iqun~ 6., MERGE Statement 

The MERGE s1catement performs the same 
basic function as the SORer statement, 

except that it is used for program runs 
that will merge records instead of sorting 
them. The corresponding entries specify 
the same information in both the SORT and 
MERGE statements. 

The ORDER entry specifies the number of 
input files to a merge-only operation. 
Punch a value from 1 to 4 as the definer 
complement. If a value of 1 is punched, a 
sequence check will be performed. A 
reblocking operation also can be performed. 

RECORD STATEMENT 

This statement is required. 

Statement definer: RECORD 

Field definers with value formats: 

TYPE=~ 

LENGTH={Ll, L2, L3) -- for fixed-length 
records 

INTERNATIONAL BUSINESS MACHINES CORPORATION IBJ.1 
80·COLUMN CARD PUNCH LAYOUT 

IPROJECT NAME VERIFY 
Yes No 

o 0 

rROJECT NO. IPROJECT 1 D. 

I I I 

NAME CARD PUNCH PRINT 
Yes No 

o 0 

'M~~~'i;+~~ --------
--------

3 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 4.1 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 

'=('~3,A ,G,.t,A)~~, 4tD), 
- --0- _ < ___ ._ • _ • ___ 

FOfllt1A IT: C fhjlR/JEJi =3 
-- ----- • ________ • -_. __ 0_0 __ -

~-----.- . 

Figure 6. MERGE statement 

IBJ.1 INTERNATIONAL 8USINESS MACHINES CORPORATION 

80·COLUMN CARD PUNCH LAYOUT 

I

PROJECT 1 D. IPROJECT NAME 

. I I I I I . 

VERIFY 
Yes No 

o 0 

I PROJECT NO. NAME CARD PUNCH PRINT 

Yes No 

o 0 

Figure 7. RECORD Statement 
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LENGTH=(Ll,L2,L3,L4)--for variable-length 
records - - -

Example: Figure 7. RECORD Statement 

This statement is required to define the 
type of record and the length of the 
records at two points in the program~ The 
TYPE entry is used to differentiate between 
fixed-length and variable-length records. 
For fixed-length records, punch an F as the 
value; for variable-length records, punch a 
V as the value. In the example, the 
records are fixed length. 

The LENGTH entry for fixed-length 
records specifies: 

Ll(required)--the number of bytes in a 
single input record. 

L2--not used by the sort/merge program. 
Punch a comma as a substitute value. 

L3--the number of bytes in a single output 
record. This entry is significant only 
if records have been shortened during 
phase 3 or phase 4. L3 cannot be great
er than Ll. 

The record length specified for fixed
length records must include the KEY length 
if KEY has been specified in the OPTION 
statement. 

The LENGTH entry for variable-length 
records specifies: 

Ll(required)--the maximum number of bytes 
in a single input record. 

L2--not used by the sort/merge program. 
Punch a comma as a substitute value. 

L3--the maximum number of bytes in a single 
output record. L3 cannot be greater than 
Ll. 

L4(required)--the minimum number of bytes 
in a single input record. 

The record lengths specified for 
variable-length records must include the 
four-byte record-length field at the begin
ning of each record (see Figure 3). 

In the example, the input records will 
be 80 bytes long, and the output records 
will be 40 bytes long. 

INTERNATIONAL BUSINESS MACHINES CORPORATION IB~ SO-COLUMN CARD PUNCH LAYOUT 

NAME rROJECT NO. IPR~JE~T 110. I I rROJECT NAME I 
CARD PUNCH PRINT VERIFY 

Y •• No Yes No 
CJ CJ 0 CJ 

1 23045678 9 10 11 12 13 104 15 16 1718 19 20 21 22 23 204 25 26 27 28 29 3C 31 32 33 3. 35 36 37 38 39 .0 041 042 043 0404 045 46 047 048 049 50 51 52 53 54 55 56 57 58 59 60 61 62 63 6465 66 67 

MOOS PHI: (RED,J(I~,E II,EIZ),PH 3=(BLUE,3¢ ¢,EJI ,E32.) 

-

Figure 8. MODS Statement 
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IBJ.1 INTERNATIONAL BUSINESS MACHINES CORPORATION 

BO-COLUMN CARD PUNCH LAYOUT 

IPROJECT NO. I PROJECT I D. 

I I I 

VERIFY 
Vel No 

o 0 

NAME I PROJECT NAME CARD PUNCH PRINT 
Yes No 

o 0 

I 12 13 14 15 16 17 18 19 2C 21 22 23 24 25 26 !~ 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 5B 59 60 61 62 63 64 65 66 67 

'UT=I2 VO.bQ ME = ,_, B L 1{Sl. ZE=_U>OO, X) I,B VJ! ASS ___ --

---_._---_ .. _------- ------.-

Figure 9. INPFIL Statement 

If L3 of the LENGTH entry is not includ
ed, the program assumes the records will 
not be sho]rt;ened during phase 3 or phase 4. 

MODS ST AT El'iENT 

This statememt is required if user-written 
subroutines will be added to the program. 

Statement definer: MODS 

Field definers with value formats: 

PH1= (NAME, ]l..ENG,]~H-, Ell, E12, E13) 

PH3= (NAME, ;~:NG,]~H, E31 , E32) 

PH4= (~AME, 1~:NGTH, E41, E42, E4 3, E44) 

Example: FigurE~ 8. MODS Statement 

This statement is required to specify 
the amount of main storage required to 
store the 1.lser-·wri tten routines for each 
phase. It also specifies the exit(s) used 
to branch out of t:he mainline program to 
the user' s rout:ine. 

The PHn entry specifies the phase in 
which the ~~xit occurs. The 1 specifies 
phase 1; 3 specifies phase 3; and 4 speci
fies phase L~. 

The NAME ent:ry for any phase is the name 
used to ca"taloq the user's subroutines for 
that phase. The subroutines for each phase 
must be designated with a unique catalog 
name. 

Punch thE~ actual name (five bytes or 
less) of the subroutines in the name loca
tion of the control statement. A suggested 
naming procE~dul:"e for user routines is given 
in the sec"tion Us~~r Prepared Routines. 

The LENGTH value is the total number of 
bytes required for the user's subroutines 

and the associated branch table (see User
prepared Routines) plus any adjustmen-t---
required to observe a double-word boundary. 
This value is determined by subtracting the 
origin address specified in the PHASE card 
(used for loading the subroutines into the 
core image library) from the STORAGE value 
specified in the OPTION statement. 

The size of the user routine is 
dependent upon the restriction it places 
upon the maximum Input./Output block and 
record lengths (see Appendix C). The user 
routine cannot be such that it forces the 
maximum allowable I/O block length or 
record length under 400 bytes for fixed
length records or for ADDROUT (fixed-length 
or variable-length records) or under 300 
bytes for a variable-length record sort. 
For a merge-only run, the user routine 
cannot be such that it forces the maximum 
allowable I/O block length or record length 
under 300 bytes. 

INPFIL STATEMENT 

This statement is required. 

Statement definer: INPFIL 

Field definers with value formats: 

INPUT=~ 

VOLUME=~ or (~,~,~,~) 

BLKSIZE=(!,::!,~) 

OPEN=N 

CLOSE=!,::! 

BYPASS 

Example: Figure 9. INPFIL Statement 
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This statement defines the input file to 
be sorted or the files to be merged, and it 
specifies the procedure that will be 
followed when the input file is opened or 
closed. 

The INPUT entry specifies the input 
medium. The values are C for card input, D 
for disk input, or T for tape input. If 
card input is specified, the program 
assumes the input file will be read from 
SYSIPT. An END card must be the last card 
of the card-input file. This card must 
contain a slash mark(/) in column 1 and an 
asterisk (*) in column 2. Columns 3-80 
must be left blank. 

The VOLUME entry (tape input only) spe
cifies the number of tape volumes in the 
input file. Only one entry is needed for a 
sort operation. For merge-only operation, 
as many as four values can be entered. The 
first value corresponds to FILEA, the sec
ond value to FILEB, the third value to 
FILEC, and the fourth value to FILED. The 
number of volumes should be punched as the 
value. If no value is specified for this 
entry and unlabeled files or files with 
nonstandard labels are being processed, the 
sort or merge program assumes that each 
input file is contained in a single volume. 
If no value(s) is specified and standard 
labeled files are being processed, the sort 
or merge program will continue processing 
until an end-of-file record is read. For 
standard labeled files, the EOF indication 
or the specified volume entry takes prec
edence over the other, depending on which 
one is encountered first. 

The BLKSIZE entry specifies the number 
of bytes in an input block of records and 
the type of blocking. The first value is 
the number of bytes per input block for 
fixed-length blocked records, or the number 
of bytes per input block (including key 
length, if KEYLEN is specified) for fixed
length unblocked records, or the maximum 
number of bytes per block (including the 
block-length field and record-length 
fields) for variable-length blocks. The 
second value is X for fixed-length blocks. 
If a second value does not appear, the 
program assumes variable-length blocks. X 
may be specified if the file contains 
fixed-length blocks with the last block in 
the entire file a short block. 
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The OPEN entry (for tape input only) 
specifies whether the first volume of tape 
input must be rewound before it is read. 
The values are RWD if the tape must be re
wound, or NORWD if it will not be rewound. 
If the OPEN entry is omitted, the first 
volume will be opened with a rewind. Whether 
or not subsequent volumes of a multi-volume 
file will be opened with a rewind is deter
mined by the CLOSE entry. If the CLOSE 
entry specifies NORWD, the subsequent vol
umes will be opened as is. If the CLOSE 
entry specifies RWD or UNLD, the subsequert 
volumes will be opened with a rewind. 

The CLOSE entry (for tape input only) 
specifies whether the last volume of the 
tape input file must be rewound, rewound 
and unloaded, or left as is. The values 
are RWD for rewind only, UNLD for rewind 
and unload, or NORWD if the tape will be 
left as is. If the CLOSE entry is omitted, 
the last volume and all previous volumes 
will be rewound and unloaded. 

The BYPASS entry for sort specifies that 
permanently unreadable input data blocks 
f~om tape will be indicated and bypassed 
w1thout being processed. If a permanently 
unreadable input data block occurs with 
disk input, the sort will be terminated. 
The BYPASS entry for the merge-onll opera
tion specifies that permanently unreadable 
input data blocks from tape or disk will b~ 
indicated and bypassed without being proc
essed. If this entry is omitted, the sys
tem will enter the wait state when an 
unreadable block is detected. If EXIT 13 
or EXIT 44 is used to examine the unreadable 
data block, the block will be bypassed, 
whether BYPASS was specified or not, after 
the exit has been taken. 

OUTFIL STATEMENT 

This statement is required. 

Statement definer: OUTFIL 

Field definers with value formats: 

OUTPUT=~ 

BLKSIZE=N 

OPEN=~ 

CLOSE=N 

Example: Figure 10. OUTFIL statement 



INTERNATIONAL BUSINESS MACHINES CORPORATION IBlt1 
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Figure 10. OUTFIT., statement 

The OUT]~IL stat:ement defines the output 
file and specifies the procedure that will 
be followed whE~n t:he output file is opened 
or closed. 

The OUT1PUT entry specifies the output 
medium. The valuE~s are D for disk output, 
W for disk output if a portion of the out
put overlaps the work area, or T for tape 
output. 

The BLKSIZE entry specifies the number 
of bytes per output block for blocked 
fixed- length records, or the number of 
bytes per record (including key length if 
KEYLEN is specifil~d) for unblocked fixed
length records II or the maximum number of 
bytes in a single block (including the 
block-Ieng'th field or record-length fields) 
for variable-length records. For unblocked 
output with fixed-length records, specify a 
BLKSIZE value equa.l to the output record 
length. For output with variable-length 
records, the user must specify a BLKSIZE 
value at lea.st equal to the maximum input 
record length plus four bytes for the 
block-length field. 

The OPEN entry (for tape output only) 
specifies whethe:r the first volume of a 
tape output file must be rewound before the 
final output file is written. The values 
are RWD if 'the tape will be rewound, or 
NORWD if it will not be rewound. If the 
OPEN entry is omitted, the sort program 
assumes the tape must be rewound. Subse
quent volumes 'iNill be rewound. 

The CLOSE entry (for tape output only) 
specifies whether the last volume of a tape 

output file must be rewound, rewound and 
unloaded, or left as is. The values are 
RWD for rewind only, UNLD for rewind and 
unload, or NORWD if the tape will be left 
as is. If the CLOSE entry is omitted, the 
last volume will automatically rewind but 
not unload. Previous volumes will be 
rewound and unloaded. 

OPTION STATEMENT 

This statement is required. 

Statement definer: OPTION 

Field definers with value formats: 

RESTART 

MESSAGES=N 

PRINT 

STORAGE=N 

VERIFY 

KEYLEN=~ 

ADDROUT 

LABEL=(1.,Q) 

NOTPMK 

Example: Figure 11. OPTION Statement 
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IBJ.1 
aO·COLUMN CARD PUNCH LAYOUT 

INTERNATIONAL BUSINESS MACHINES CORPORATION 

NAME I PROJECT NO. IPR~JE~T 110. I I IPROJECT NAME I CARD PUNCH PRINT VERIFY 
Yes No Ves No 
o 0 CJ 0 

1 2345678 9 10 11 12 13 14 15 16 17 18 19 2C 21 22 23 24 25 26 27 28 29 3C 31 32 33 34 3S 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 S2 53 54 55 56 57 58 S9 60 61 62 63 64 65 66 67 

OPTION ME ~SAGES=SYS LST .. PR.INT~ STORAGE=81 9i~L.8BEL=( 5,5) 
--

Figure 11. OPTION Statement 

This statement defines several of the 
sort/merge options. The RESTART entry is 
included only if the sort run has been 
interrupted and is being restarted (see 
~heckpoin~Interrupt, and Restart). All 
control statements included in the initial 
sort run must be included for a restart 
run. 

The required value included in the MES
SAGES entry is the symbolic name of the 
device that will be used to print diag
nostic messages during the assignment 
~hase. This device must be either SYSLOG 
or SYSLST. 

The PRINT entry specifies that the con
trol card, record counts, and end-of-phase 
messages will be printed by the device 
specified in the MESSAGES entry. 

The STORAGE entry specifies the total 
storage that may be used by the sort/merge 
program and user modifications. The stor
age above this limit will not be disturbed 
by the sort program. The value specified 
must be equal to or greater than 8192. If 
this value is not specified, the storage 
value specified in the CONFG statement 
(job-control statement) will be assumed. 

The VERIFY entry specifies that the disk 
output file will be program-verified, that 
is, the output file has been written cor
rectly. If this entry is omitted, the 
verification will not be performed. It 
should be noted that the verify option 
considerably increases sorting time. 

The KEYLEN entry (disk files only) spe
cifies the length of the KEY that is asso
ciated with each input record. Punch the 
number of bytes in a key as the value for 
the entry. If a key length is specified, 
each record must have an associated key, 
and each key must be of the specified 
length. The sort/merge program will proc-
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ess records that are equal in length to the 
specified data-record length plus the spec
ified key length. A KEYLEN entry can be 
specified for unblocked, fixed-length 
records only. 

The output file must be unblocked and 
will consist of the key plus the data 
record. If an input file consists of 
unblocked, fixed-length records with keys, 
but the user does not wish to specify the 
key to the sort, the KEYLEN entry should 
not be specified and the length of the key 
should be omitted from the input record 
size. The key, therefore, will not appear 
in the sorted output file. If blocked, 
fixed-length input records with keys a.re to 
be sorted, KEYLEN should not be specified 
and the sort/merge program will drop the 
key and process only the actual record. 

The ADDROUT entry specifies that the 
final output from the sort will be a string 
of disk addresses in binary format. The 
output file can be written on disk or tape. 
If the output file is written on tape, the 
block must consist of at least two records. 
If the last output block is not a full 
block, the last valid record will be fol
lowed by an eight-character record of 
blanks. The data records will not be writ
ten out in the output file; addresses that 
permit the records to be retrieved in sort
ed sequence will be written out. The 
ADDROUT entry can be specified only if the 
input file is read from disk and the entire 
input area is online throughout the sort. 
Address output will have the following 
format: 

MCCHHRBB 

Address length = 8 bytes 

M = number of the pack (0-254) on which the 
sort input record is located. All 
packs for a file must be numbered con-



CC 

HH 

secutively starting with O. That is, 
the filrst pack of sort input must be 
number 0, E~tC. This number relates to 
a numbered symbolic unit 
(SYSOOO-·SYS25LI) • Two or more symbolic 
units for Cl file must be numbered con
secutively, but the numbering may start 
with any SYSnnn number. See track 
referencin9 in the Assembler manual 
listed in the preface of this publica
tion. 

cylindE~r number 

read/~I'lI~ i tE~ hE~ad 

R = number of t:he data record on the track 

BB = zero for unblocked, fixed-length 
records, or the displacement, in 
bytes, of thE~ record wi thin the block. 
Four for unblocked, variable-length 
records or the displacement, in bytes, 
of the record within the block. 

If disk-address output is specified in 
the OPTION stat:.emE~nt, the total length of 
all control fields plus 8 bytes (CF +8) 
cannot exceed the input record length. 

When EXIT 12 occurs, and disk address 
output has been specified, the records 
being processed will contain the 
8-character disk _a.ddress followed by the 
control data in the specified sequence. 
When EXIT 32 occurs, the records being 
processed IN'ill have the format of an eight 
character disk address followed by the 
specified control data. User translation 
of output data cannot be performed through 
EXIT 32 if l~DROUT is specified. 

The specifiE~d output block length, if 
ADDROUT is specified, must be a multiple of 
8 and must observ(~ the limits specified in 
the section Record Lengths and Input/Output 
!3lock_Leng~!§.. 

The KEYLEN entry can be specified with 
ADDROUT, and records can then be sorted on 
the key field, but the key will not appear 
in the final disk-address output file. 

The LABEL entry specifies the type of 
labels on the input and output files. The 
first value is for input labels, and the 
second value is for output labels. 
substitute one of the following values for 
I and one for 0: 

N Nonstandard labels 
s Standard labels with no user-labels 
U Unlabeled files 
A Standard labels with user labels 

Note: For card input, specify U for unla
'--beled inpu1t file. 

The NOTPMK entry indicates that a tape 
mark will not be written before the first 
data record in each volume of the output 
file. This field definer should be includ
ed only when an unlabeled output file or an 
output file with nonstandard labels will be 
written. If NOTPMK is specified and stand
ard output labels are specified, an error 
message will be printed, and the program 
will ignore the NOTPMK definer (the tape 
mark will be written). 

END STATEMENT 

This statement is required. 

Statement definer: END 

Field definers with value formats: none 

The END statement indicates the end of 
the control-statement deck. 

Statement 
Definer Status Field Definer (Status) and Value Format 

r-------~----------r-------------------------------

SORT Required for FIELDS (Required) = (P1, M 1, S1) 
sort runs FORMAT (Required)= XX - -

SIZE (Required) = ~ -
r-------+--------~---r------- ---

MERGE Required for FIELDS (Required) = (P1, M1, Sl) 
merge runs FORMAT (Required) = XX - -

ORDER (Required)=~-
r------+----------+---------------~-- -

RECORD Required TYPE (Required) = X 
LENGTH (Required) = OJ., ~, !:l) 

--- = (h!, .!:.?' JJ, hj) 
r---------f-------------f--------------- - - - --~- ~ 

MODS 

INPFIL 

Required if 
user-written 
subroutines 
wi II be added 

Required 

Phl=(NAME, LENGTH,Ell, E12, E13) 
Ph3= (NAME, LENGTH, E31,E32)
Ph4= (NAME, ITNGfR, E41, E42, E43, 

-- ~)--

I NPUT (Required) = X 
VOLUMElC5'PtfOnalf= N 
BLKSIZE (Required)- (N,X) 
OPEN (O~= ~- -
CLOSE (Optional) = N 
BYPASS (Optional) -

r---------f-------------I-.---~--------------------------~ 

OUTFIL Required OUTPUT (Required) = X 
BLKSIZE (Required) = N 
OPEN (Optional) = N
CLOSE (Optional) = ~ 

f---------+~----------f------------~-~-- --~-------- ----~---

OPTION Required RESTART (Optional) 
MESSAGES (Required) = N 
PRINT (Opti~ -
STORA~onal) = ~ 
KEYLEN (Optional) ~ X 
ADDROUT (Optional) -
LABEL (Required) = Q.,Q) 
NOTPMK (Optional) 

VERIFY(~I) 
~-------+-----------~---

END Required 

Figure 12. Summary of Sort/Merge Control 
Statements 
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FILE AREA DEFINITION 

At least one storage area, the work area, 
must be reserved on disk for the use of the 
sort program. If the output file will be 
written on disk, an output area must be 
reserved also. These two areas must be 
calculated by the user, and their limits 
must be defined to the sort program with 
extent cards. The formulas discussed in 
the following section should be used to 
determine the extent of these two areas. 
The results obtained from these formulas 
will provide the user with maximum utiliza
tion of his available disk storage. 

WORK AREA 

The total amount of disk required for the 
work area is twice the number of tracks 
required to store the input file, after it 
has been reblocked for sorting, plus four 
tracks required to store phase-to-phase 
information and checkpoint information. 
The total work area may be any number of 
tracks up to a maximum of four full packs. 
The work area need not be a single continu
ous extent. It can be divided into four 
areas which, when taken as a whole, are 
equivalent to the required total. Each 
area must be defined with an extent card 
(see Job-Control statements). The last 
extent card specifying the work area must 
include at least four tracks. 

The following series of calculations 
will produce two work-area sizes: the maxi
mum and the minimum. These calculations 
are valid for fixed-length records only. 
To calculate the work area for variable
length records, see Appendix A. To 
calculate the work area for disk-address 
output, with fixed-length or variable
length records, see Appendix B. 

If the calculated maximum work area and 
the maximum input block length are speci
fied at execution time, the assignment 
phase of the sort program will select an 
order of merge and sort blocksize that will 
minimize the sorting time. If the calcu
lated minimum work area is specified, the 
assignment phase is limited in its selec
tion of the order of merge and sort block
size, reducing the efficiency of the sort 
program. 

The calculation of the sort blocking 
factors is arranged in a sequence of steps. 
Each step except the first should be car
ried out for each possible order of merge 
(M). If a main-storage value less than 
16,384 is specified, M ranges from 2 
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through 4; if a main-storage value equal to 
or greater than 16,384 is specified, ~ 
ranges from 2 through 7. It is suggested 
that the calculated values be arranged into 
a table, as in Figure 13. 

Before performing the following calcula
tions, determine the maximum input and 
output block lengths (BIL and BOL) speci
fied in the section Record Length and 
Inputl Output Block Lengths. The symbols 
used in the following formulas are defined 
in Symbol Definition. 

Step 1 

Calculate a value PhlBl by solving the two 
following equations. 

PhlBl =lST-SU P-Phl-UAlJ 
2+L1 +8 

and 

PhlBl =l3~~4J 

The smaller of the two resultant values is 
the effective PhlBl and should be retained 
for further consideration. PhlSl is the 
maximum number of records that can be con
tained in a single phase-l sort block (8) 
if the number of records in a phase-l sort 
block is some mUltiple of the user's speci
fied input blocking factor (BI). Because 
the number of records in a phase-2 and 
phase - 3 sort block is unknown at this 
point, two additional equations must be 
solved to determine the maximum number of 
records that can be contained in a phase-l 
sort block if it cannot contain a multiple 
of the user's input blocking factor. 

Note: For variable-length blocks of fixed
length records, eliminate the 
calculation of PhlBl and its considera
tion throughout the work-area calcula
tions. 

PhlB2 =lST-SUP-Phl-UAl-BIL+L1J 
2+L1 +8 

and 

PhlB2 =l3~~4J 

The smaller of the two resultant values i~ 
the effective PhlB2 and should be retained 
for further consideration. 



M 
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Figure 13. 

Max 

Rec:s/Bic )ck Recs/Block Bytes/Block 

sample Calculation Chart 

Blocks/Track 

Calculate Maximum Block Length (Max BL), 
the maximum nUlmber of bytes in a single 
phase-2 or phase-3 block, with the follow
ing formulas: 

Phase-2 Max BL =!ST-SUP-Ph2J 
_ M + 1 

Phase-3 Max BL 

The smalle:r' of the resultant values must 
be used as Ma)(: BIIo 

If Max BL exceeds 3624, substitute the 
value 3624 for it. The value Max BL should 
be ch~rted as in Figure 13. 

Calculate ~laxi.mum Records per Block (Max 
Recs/Blk)., the! maximum number of records 

Bytes/Track 
Alt Alt Alt Alt 

Blocks/Track Recs/Block Bytes/Block Bytes/Track 

that can be contained in a phase-2 and 
phase-3 block, with the following formula: 

Max Recs/Blk =lMa~1BLJ 

Chart this value as in Figure 13. 

If the Max Recs/Blk value is 5 Ph1B2, it 
must be used as the Recs/Blk value, also, 
and charted as such. If the Max Recs/Blk 
value is greater than PhlB2, calculate the 
largest multiple of BI that is 5 the effec
tive Ph1B1. 

r~iB1j * BI 

Compare the resultant value with the 
result of: 

lMax R~~S/BlkJ * BI 

·Compare the smaller of these two values 
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with Ph1B2. The greater of these two 
values should be charted as Recs/Blk. 

Step 4 

Calculate the number of Bytes per Block 
(Bytes/Blk) using the value of Recs/Blk 
determined by the last comparison. 

Bytes/Blk Recs/Blk * L1. 

Chart the resultant value as in Figure 
13. 

Consult Figure 14 to determine the number 
of blocks that will fit on a single disk 
track (Blks/Track). In Figure 14, column 1 
contains the number of blocks that will fit 
on a track if the block length is no great
er than the corresponding value in column 
2. (Figure 14 should not be used for 
input/output file considerations.) For 
example, 5 blocks will fit on a track if 
the Bytes/Blk ~ 649. 

Chart the number of Blks/Trk. 

Next, calculate the number of bytes per 
tracks (Bytes/Trk) based upon the Blks/Trk 
just determined. Use the following rela
tion. 

Bytes/Trk = Blks/Trk *Bytes/Blk = 
Blks/Trk * Recs/Blk * L1. 

Chart the number of Bytes/Track. 

It may be possible to improve the utiliza
tion of available disk storage by decreas
ing the number of Recs/Blk sufficiently to 
increase the number of Blks/Trk by 1. 
Refer to Figure 14 to determine the maximum 
number of Bytes/Blk if the value Blks/Trk 
is increased by 1. Chart the increased 
Blks/ Trk value as Alt Blks/Trk, and on the 
basis of this figure, calculate a decreased 
number of Recs/Blk (Alt Recs/Blk) and per
form the following checks. If Alt Recs/Blk 
is ~ Ph1B2, chart it as the Alt Recs/Blk. 
If Alt Recs/Blk is > Ph1B2 and > BI also, 
make Alt Recs/Blk a multiple of BI with the 
following formula: 

lAlt R~~S/BlkJ • BI 

Chart the multiple as Alt Recs/Blk. If 
BI is > Alt Recs/Blk, make Alt Recs/Blk a 
submultiple of BI and chart the submultiple 
as Alt Recs/Trk. 
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Column 2 
Column 1 Maximum 
Blocks/T rack Block Length 

1 3624 
2 1738 
3 1129 
4 829 
5 649 
6 530 
7 445 
8 382 
9 333 

10 293 
11 261 
12 234 
13 211 
14 192 
15 175 
16 160 
17 147 
18 136 
19 126 
20 116 
21 108 
22 100 
23 93 
24 87 
25 81 
26 76 
27 71 
28 66 
29 62 
30 58 
31 54 
32 50 
33 47 
34 44 
35 41 
36 38 
37 35 
38 33 
39 31 
40 28 
41 26 
42 24 
43 22 
44 20 
45 19 
46 17 
47 15 
48 14 
49 12 
50 11 

Figure 14. BLK/TRK WITH Maximum Block 
Length 



Calculate 1the decreased Bytes/Blk (Alt 
Bytes/Blk) with the following equation: 

Alt Bytes/Blk = Alt Recs/Blk * L1 

Chart the Alt Bytes/Blk. 

Next, ca.lculatE~ the total number of 
by·tes (Alt BytE~s/']~rk) that can be contained 
on a track i.f t~he alternat.e blocking con
figuration is used. Use this equation for 
the calculation: 

Alt Bytes/Trk= 
Alt Blks/Trk * Alt Recs/Blk * L1 

NOW, compare the value of Bytes/Trk to 
the value of Alt Bytes/Trk. If Alt Bytes/ 
Trk is .s; the initi.al Bytes/Trk, use of the 
alternate blocking configuration will not 
improve the uti.lization of available disk 
storage. Howe~rer, if Alt Bytes/Trk is > 
the initial Bytes/Trk, use of the alternate 
configuration ~'il]: improve disk utiliza
t.ion. 

The calculations required for a single 
order of mE~rge have been completed. This 
process (st~eps 2 through 6) should be 
repeated for each possible order of merge. 

After the values for each order of merge 
have been determined, the maximum and mini
mum work areas can be calculated. From the 
Bytes/Trk column of the chart just com
~iled, sel€!ct the smallest number of 
Bytes/Trk. This value is the minimum num
ber of BytE!S/ Trk (Min Bytes/Trk) that will 
be calculat.ed by the sort assignment phase. 
It can be used in the following equation to 
determine t~he maximum number of disk tracks 
(Amax) that. can be used advantageously for 
the work area: 

Ama x = 2 * r-N I R * Ll- 1 
Min Bytes/Trk + 4 

Next, select the largest of the values 
that appears in the Bytes/Trk column and 
the Alt Bytes/Trk column. This value is 
·the maximum number of Bytes/Trk (Max 
Bytes/Trk) that will be calculated by the 
sort assignment phase. It can be used in 
the followi.ng equation to determine the 
minimum number of disk tracks (Amin) that 
can be used for the work area: 

Amin = 2* rN I R *L..1--l 
~~x Bytes/Trk + 4 

SYMBOL DEFINITION 

* multiplied by ( 2*3=6 ). 

r 1 
L .J 

B 

BI 

BIL 

BOL 

CF 

M 

rounded high (fl.21 =2). 
rounded low (Ll. 2J =1) . 

The number of records that can 
be processed as a single block 
by the sort program. 

The number of records in each 
block of input. 

The length (or maximum length) 
in bytes, of a single block of 
input. 

The length in bytes, of a single 
block of output. 

The total length of all control 
fields. 

The length in bytes, of a single 
input record. 

= The length in bytes, of a 
single output record. 

The order of merge. 

Max BL = The maximum number of bytes 
that can be contained in a ::;in
gle block of records in phase 3. 

NIR The number of records in the 
input file. 

Phl the phase-l program size. USe ant 
of the following: 

1. For fixed-length records: 1848 + 10N + 
6M1 + Data Conversion Routine +Q 

Note: See Symbols following Ph3 
formulas. 

2. For fixed-length records if ADDROUT is 
specified: 
1898 + 10N + 6M1 + Data Conversion 
Routine +Q 

3. For variable-length records: 
1998 + 10N + Data Conversion Routine 

4. For variable-lenqth records if ADDROUT 
is specified: 1898 + 10N + Data Conver
sion Routine + Q 

Ph2 = the phase-2 program size. Use one 
of the following for a 2-, 3-, or 4-way 
Inerge on systems with up to 16,384 positions 
of main storage specified: 

1. For fixed-length records with or with
out disk-address output: 
910 + lON + 6M1 

2. For variable-length records: 
1100 + lON 

3. For variable-length records if ADDROUT 
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is specified: 
910 + 10N + 6M1 

Use one of the following for a 5- g 6-, 
or 7-way merge on systems with 16,384 or 
more positions of main storage specified: 

1. For fixed-length records with or with
out disk-address output: 
1900 + 10N + 6M1 

2. For variable-length records: 
2100 + 10N 

3. For variable-length records if ADDROUT 
is specified: 
1900 + 10 N + 6M1 

Ph3 = the phase-3 program size. Use one 
of the following for a 2-, 3-, or 4-way 
merge on systems with up to 16,384 positions 
of main storage specified: 

1. For fixed-length records with or with
out disk-address output: 
800 + 10N + 6M1 + Data Reconversion 
Routine 

2. For variable-length records: 
900 + 10N + Data Reconversion Routine 

3. For variable-length records if ADDROUT 
is specified: 
800 + 10N + 6M1 + Data Reconversion 
Routine 

Use one of the following for a 5-, 6-, 
or 7-way merge on systems with 16,384 or 
more positions of main storage specified: 

1. For fixed-length records with or with
out disk-address output: 
1650 + 10N + 6M1 + Data Reconversion 
Routine 

2. For variable-length records: 
1800 + 10N + Data Reconversion Routine 

3. For variable-length records if ADDROUT 
is specified: 
1650 + 10N + 6M1 + Data Reconversion 
Routine 

Ph4 = the phase-4 program size. 

1. 1250 + 10N + 6M1 + Data Conversion and 
Reconversion Routines 

Symbols 

N = The number of control fields. For Ph2, 
Ph3, and Ph4 calculation, add 74 to the 
total if N > 1. 

M1 =r2~~ l 
Q 186bytes, which must be added to the 
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program size of Phase 1 if user rou
tines and/or data conversion is speci
fied. 

Data Conversion Routine (Phase 1)= 

76 bytes for fixed-point data 

120 bytes for floating-point data 

136 bytes for unpacked-decimal data 

lS0 bytes for packed-decimal data 

Data Reconversion Routine (Phase 3) = 

76 bytes for fixed-point data 

120 bytes for floating-point data 

136 bytes for unpacked-decimal data 

180 bytes for packed-decimal data 

Data Conversion and Reconversion 

(Phase 4)= 

68 bytes for fixed-point data 

128 bytes for floating-point data 

198 bytes for unpacked-decimal data 

304 bytes for packed-decimal data 

ST = The amount of main storage specified. 
This value should correspond to the 
value specified in the STORAGE entry of 
the OPTION statement. If i t~ is not 
specified, this value should be equal 
to the machine size specified in the 
CONFG card (see Control Statements: 
OPTION Statement). 

Sup = The number of bytes of main storage 
required by the Supervisor and IOCS 
(see IBM Basic opgrati~§~tem/360, 
Programmer's Guide (SK Disk), C24-3372.) 

UAl = Total size, in bytes, of the phase-l 
user routines. 

UA3 = Total size, in bytes, of the phase-3 
user routines. 

UA4 = Total size, in bytes, of the phase-4 
user routines. 

INPUT OR OUTPUT AREA 

Calculate, using the following procedure, 
the number of tracks required to contain 
the input or output file. 

To determine the number of Blks/Trk, set: 



the Systems Re:Eerence Library publication, 
IBM 2311 Di§k storage Drive, A26-5860. 

Next, calculate the number of Recs/Trk 
Recs/Trk = (Blks/Trk)(BlOCk Length) 

Record Length 

The numb4~r of ·tracks required for the 
input or output file can then be deter
mined. 

Area in Tracks =rNumber of Recordsl 
Recs/Trk 

The output area can overlap the first 
half of the work area, but the 4 tracks 
required by the sort program for phase-to
phase information and checkpoint 
information must be deducted from the work 
area before the number of tracks overlapped 
is determined. The allocation of tracks in 
the work a.rea is completely dependent upon 
the extent sequence number in the extent 
cards defining the work area. For example, 
if the work arl~a extent card with the 
extent sequenc(~ number 001 specifies a disk 
area of 10 tracks and the extent card with 
extent sequence number 002 specifies an 
area of 74 t:racks~ then the first half of 
the work area ,~ould consist of the 10 
tracks specified in the first extent card 
and the first 30 tracks specified in the 
second exbent card. The second half of the 
work area consists of the next 40 tracks 
specified in the second extent card. The 
last four ·tracks specified in the second 
extent card are for sort purposes. This 
equation can be used to determine the 
amount of overlap:: 

Number of ·tracks overlapped= 

r Work Are;~ in Track- 41 
If the output area will overlap the work 

area, an accurate file size must be speci
fied in thl9 SIZE «~ntry of the SORT state
ment (see !30rt/Merge Control Statements: 
SORT Statement). 

MAXIMUM FILE SIZE 

The following procedure can be used to 
calculate t.he maximum number of records 
tha t can be sOl:ted under two 
conditions: if the maximum amount of disk 
storage is available, or if the minimum 
amount'of disk storage is available. Cal
culate these maximums with the following 
formula: 

MFS =lAvailablE~ Disk-SA 
1 + 1 

·InpU1t Recs/Trk Z 

This formula assumes that the output 
area overlaps approximately the first half 
of the work area. 

MFS = Maximum File Size - the maximum num
ber of records that can be sorted. 

Available Disk = The total number of disk 
tracks available for use during the 
sorting process for input, work, and 
output areas. 

SA = 4 Tracks - The number of tracks 
required by the sort program to store 
phase-to-phase information and checkpo
int inforrna tion. 

Input Recs/Trk = The number of input 
records that can be contained on a 
single disk track as calculated in the 
section entitled Input or Output Area. 

Z The number of Recs/Trk in the work 
area. This number is based upon either 
the Max Bytes/Trk used to calculate 
Amin or the Min Bytes/Trk used to cal
culate Amax (see Step 7 in Work Area). 

Calculate Z with one of the following 
equations: 

1.Z Recs/Trk 
Max Bytes/Trk 
Record Length 

Min Bytes/Trk 
2.Z = Recs/Trk = Record Length 

Equation 1 will produce the maximum 
number of records per work-area track if 
the minimum number of tracks is specified. 
Equation 2 will produce the maximum number 
of records per work-area track if the maxi
mum number of tracks is specified. The 
record length in equation 1 and 2 above is 
either the input record length or CF+8 if 
ADDROUT is specified. 

Y = The smaller of a or b below: 

a = The number of output records per 
track (Recs/Trk) calculated in the 
section entitled Input or Output 
Area. 

b The value substituted for Z (Recs/ 
Trk) above. 

PLACEMENT OF DISK-STORAGE AREAS 

This section describes the suggested rela
tive locations for disk input, output, and 
work areas. 

Although they are not discussed in this 
section, the system-residence requirements 
must betaken into account when disk areas 
are.allocated. For information on the 
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system-residence requirements, see IBM 
Basic Operating system/360, programmer's 
Guide (8K Disk), C24-3372. 

If the system has one disk drive availa
ble for sorting, the areas should be 
arranged as shown in Figure 15 or as shown 
in Figure 16. 

1/2 (WA-SA) JJ - Output Area-

Input Area 
1/2 (WA-SA) 

Figure 15. Area Allocation for One Disk 
Drive 

- Output Area-

1/2 (WA-SA) 1/2 (WA-SA) SA 
Input 
Area 

Figure 16. Area Allocation for One Disk 
Drive 

If the output area and the work area 
will overlap, an accurate file size must be 
specified in the SIZE entry of the SORT 
statement. 

If the system has two disk drives avai
lable for sorting, the output area should 
be placed on the first drive, overlapping 
the first half of the work area. The sec
ond half of the work area should be placed 
at the beginning of the second drive. The 
input area should be placed at the begin
ning of the first drive or at the end of 
the second drive (Figure 17). 

First Drive 

Input Area 

Output Area.-/ 

1/2(WA~ 

Second Drive L----L-IASL_ I _~ (WA-SA) _ _ ~ 

Figure 17. Area Allocation for Two Disk 
Drives 

The output area on the first drive can 
overlap the work area on the first drive. 
To do this, an accurate file size must be 
specified in the SIZE entry of the SORT 

38 

statement, and the extent card that defines 
the work area on the first drive must have 
a lower extent-sequence number than the 
extent card that defines the work area on 
the second drive. 

If the system has three disk drives 
available for sorting, the input area 
should be placed at the beginning of the 
first drive. The first half of the work 
area should be placed on the second drive, 
and the second half of the work area should 
be placed on the third drive. The output 
area should immediately follow the input 
area on the first drive, and if necessary, 
it should overlap into the work area on the 
second drive (Figure 18). 

First Drive 

Second Drive 

Third Drive 

Input Area 
Output 

Area 

Output Area ---I 
1/2 (Work Area - SA) ---.J 

'--___ 1/_2_(W_or_k_A_re_a_-_SA_)_~ 
Figure 18. Area Allocation for Three Disk 

Drives 

If the output area overlaps the work 
area on the second drive, an accurate file 
size must be specified in the SIZE entry of 
the SORT statement. Also, the extent card 
that defines the work area on the second 
drive must have a lower extent-sequence 
number than the extent card that defines 
the work area on the third drive. 

If the system has four disk drives avai
lable for sorting, the input area should be 
placed at the beginning of the first drive. 
The output area should be placed at the 
beginning of the second drive, or immedi
ately following the end of the input area 
if the input area exceeds the limit of the 
first drive. The output area can overlap 
the work area specified on the third drive. 
The first half of the work area should be 
placed on the third drive, and the second 
half of the work area should be placed on 
the fourth drive (Figure 19). 

If the output area overlaps the work 
area on the third drive, an accurate file 
size must be specified in the SIZE entry of 



the SORT s1:atf~ment. Also, the extent card 
that definE~s 1the work area on the third 
drive must have a lower extent-sequence 
number than the extent card that defines 
the work area on the fourth drive. 

H", D,;ve L Input Area 

Second D,;ve L Output Area 

t-------Output Area· 
Third Drive 

1/2 (Work Area - SA) 

Fou.,h 0.1ve L 
1/2 (Work Area - SA) 

Figure 19. ru~ea Allocation for Four Disk 
Dri VE~S 
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APPENDIX A: CALCULATION OF THE WORK AREA FOR VARIABLE-LENGTH RECORDS 

To calculate the work area for variable
length records, first, calculate three 
values (MaxBL1, MaxBL2, and MaxBL3) using 
the following formulas: 

MaxBLl = LBLl J * Lmax 
Lmax 

Solving these two equations will produce 
the maximum acceptable phase-l block size 
(MaxBL1). Retain this value for further 
consideration. For an explanation of the 
symbols, see Symbol Definition. Lmin (L4) 
equals the length in bytes of the smallest 
input record; Lmax (Ll) equals the length 
in bytes of the largest input record; and 
MaxBIL equals the length, in bytes, of the 
largest input block. MaxBLl must be a 
multiple of Lmax, but it must not exceed 
3624. 

BL2 =1$T-SUp-Ph2-(Lmax) 
L M+l 

MaxBL2 = LBL2 J * Lmax 
Lmax 

M 

M 

2-3 if less than 16,384 bytes of main 
storage are specified. 

2-6 if 16,384 or more bytes of main 
storage are specified. 

Solving these two equations will produce 
the maximum acceptable phase-2 block size 
(MaxBL2). Retain this value for further 
consideration. MaxBL2 must be a multiple 
of Lrnax, but it must not exceed 3624. 

BL3 =tST-SUP-Ph3-UA3~(LmaX) (M)-BOL-8J 

MaxBL3 = I ~L3 J * Lmax 
LLmax 

MaxBL3 is the maximum acceptable phase-3 
block size. It must be a multiple of Lmax, 
but it must not exceed 3624. 
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Compare MaxBL1, MaxBL2, and MaxBL3. The 
smallest of these three values is the 
Bytes/Blk value. Next, determine the 
number of Blks/Trk by consulting Figur~ 14. 
Calculate Bytes/Trk with the formula: 

Blks/Trk * Bytes/Blk 

An alternate Bytes/Blk must be deter
mined next. Begin by increasing the number 
of Blks/Trk by one (Blks/Trk + 1 = Alt 
Blks/Trk). Refer to Figure 14 to determine 
an alternate Bytes/Blk. Round the Alt 
Bytes/Blk with the following formula: 

I~lt Bytes/BlkJ * Lmax 
L.: Lmax 

This Alt Bytes/Blk value is valid only 
when it is greater than Lmax. 

Calculate Alt Bytes/Trk with the follow
ing formula: 

Alt Bytes/Trk 
Blks/Trk 

Alt Bytes/Blk * Alt 

Compare Bytes/Trk with Alt Bytes/Trk. 
If the Alt Bytes/Trk is ~ the initial 
Bytes/Trk, use of the alternate will not 
improve the utilization of the available 
disk area. However, if Alt Bytes/Trk is > 
the initial Bytes/Trk, use of the alternatf: 
will improve utilization. 

The number of bytes in a single phase-1 
sequence must be calculated. First, deter
mine the amount of storage available durincj 
phase 1. Use this equation: 

Avail Phl Storage = 
ST-Sup-Phl-UA1-MaxBIL-Bytes/Blk-7 

Note: From this point on, substitute Alt 
Bytes/Blk for Bytes/Blk if improved 
utilization will result. 

Garea = Bytes/Blk ~Avail Phl Stora e ~ 
Bytes/Blk + ~y~es+Blk)(8) 

Lm~n 

This total procedure should be followed 
for each order of merge to produce a maxi
mum and a minimum work area. For utiliza
tion of the maximum and minimum, see the 
introduction in the section Work Area. 

Then calculate the number of blocks in a 
phase-l sequence. 



Blks/Seq :: I~area J 
~yt;es/Blk 

Finally, dE~termine the number of bytes 
in a phase-'l sequence. 

ByteS/Seq =: Blks/Seq * Bytes/Blk 

The required work area can then be cal
culated: 

WA = 4 + 21NIR (Lmax) l * (Blks/seq ) I aytes/seq I Blks/Trk 
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APPENDIX B: CALCULATION OF THE WORK AREA FJR DISK-ADDRESS OUTPUT 

To calculate the work area for disk-address 
output, first, calculate three values 
(Ph1B1, MaxB2, and MaxB3) using the follow
ing formulas: 

Ph1B1 =IST-SUp=Ph1-UA1-BIL-11 
L 2 (CF + 8) +8 :J 

Ph1B1 =1.3624J 
LCF+8 

The smaller of the two resultant values 
is the effective PhlB1 and should be 
retained. Ph1B1 must not exceed 3624. BIL 
equals the input block length for fixed
length records or the maximum input block 
length for blocked or unblocked variable
length records. For an explanation of the 
other symbols, see Symbol Definition. 

BL2 =1~t-SuP-Ph2J L M+1 

MaxBL2 =LBL2 J 
CF+8 

MaxBL2 is the maximum acceptable phase-2 
number of records/block. Retain it for 
comparison purposes. 

BL3 =lST-SUP-Ph3~UA3-BOL-8-CFJ 

MaxBL3 = I ~L3 J 
LCF+8 

MaxBL3 is the maximum acceptable phase-3 
number of records/block. 

Compare MaxBL2 and MaxBL3. The smaller 
of these two values is the maximum number 
of records per block (Max Recs/Blk). Com
pare Max Recs/Blk with Ph1B1. The smaller 
of these two values is the actual Recs/Blk 
value. 

Calculate the number of Bytes/Blk using 
the value Recs/Blk just calculated. 

Bytes/Blk = Recs/Blk * (CF + 8) 

Consult Figure 14 to determine the num
ber of blocks that will fit on a single 
disk track (Blks/Trk). Next, calculate the 
number of Bytes/Trk based upon the Blks/Trk 
just determined. 

Bytes/Trk = Blks/Trk * Recs/Blk * (CF +8) 
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It may be possible to improve the utili
zation of available disk storage by 
decreasing the number of Recs/Blk suffi
ciently to increase the number of Blks/Trk 
by 1. Refer to Figure 14 to determine the 
maximum number of Bytes/Blk if the value 
Blks/Trk is increased by 1. Using the 
increased Blks/Trk, calculate a decreased 
number of Recs/Blk (Alt Recs/Blk). 

Calculate the decreased Bytes/Blk (Alt 
Bytes/Blk) with the following equation: 

Alt Bytes/Blk = Alt Recs/Blk * (CF + 8) 

Next, calculate the total number of 
bytes (Alt Bytes/Trk) that can be contained 
on a track if the alternate blocking con
figuration is used. Use this equation for 
the calculation: 

Alt ByteS/Trk 
* (CF+8) 

Alt Blks/Trk * Alt Recs/Blk 

NOw, compare the value Bytes/Trk to the 
value Alt Bytes/Trk. If Alt Bytes/Trk is $ 

the initial Bytes/Trk, use of the alternate 
blocking configuration will not improve the 
utilization. However, if Alt Bytes/Trk is 
> the initial Bytes/Trk, use of the alter
nate configuration wil1 improve disk utili
zation. 

This process should be repeated for each 
possible order of merge. 

After the values for each order of merge 
have been determined, the maximum and mini
mum work areas can be calculated. Using 
the smallest number of Bytes/Trk that 
resulted from among the orders of merge 
considered, determine the maximum number of 
disk tracks (Amax) that can be used advan
tageously for the work area. 

Amax = 2*INIR*(CF+8) l+4 I Min Bytes/Trk 

Next, select the largest number of 
Bytes/Trk that resulted from among the 
Bytes/Trk values and the Alt Bytes/Trk 
values, and determine the minimum number of 
disk tracks (Amin) that can be used for the 
work area. 

Amin = 2*fNIR*(CF+8) l+4 
Max Bytes/Trk 



APPENDIX C: MAXIMUM INPUT/OUTPUT BLOCK AND RECORD LENGTH:j 

Use the formulas in this appendix to calcu
late the maximum input/output block/record 
lengths for operations that involve: fixed
length records (t~h~se excluded by the 
assumptions st.ated 1n the section Record 
Lengths aI!2~Input./Output Block Lengths): 
variable-length records; and fixed- or 
variable-length records with disk-address 
output. 

FIXED-LENGTH F~CORDS (SORT) 

To determine the maximum input/output 
record length, compare the results of the 
following t.hr€!e E!qua tions. The smallest 
result is the maximum acceptable record 
length. This maximum record length must 
not exceed 3624 bytes. 

!!ote: FOl:" an explanation of the symbols, 
except OM, see §ymbol Definition. OM 
4 if less than 16,384 bytes of main 
storage are specified. OM = 7 if 

1. 

2. 

3. 

16, 38L~ or more bytes of main storage 
are specified. 

A =l~I-'SUP- ;hi-UAi-SJ 

B =L§~~:~~)-Pt!l J 
OM + 1 

C = ls~r:~~)- P!t3 - UA3- sJ 
OM+i 

To determine t~he maximum input/output 
block length, compare the results of the 
following three equations. The smallest 
result is the maximum acceptable block 
length. This block length must not exceed 
3624 bytes. 

4. X = LS1::..§!!I'-Phl-UAlj 2 + 8 
Ll. 

5. Y = ls~r:.sup-Ph2J 
or''!+i 

6. Z = ls~r:sup-pr~3-UA3-8-Ll +LaJ 
OM + 1 

For fixed-length records in variable
length blocks substitute the following 
formula for equat:ion 4 (X) above. 

X = 

For disk-address output, substitute the 
following formula for equation 4 (X) above: 

X =~ST-SUP-Phi - UA1 - 7J 
3 + 8 

(CF-+8) 

VARIABLE-LENGTH RECORDS (SORT) 

To determine the maximum input/output 
record length, compare the results of the 
following three equations. The smallest 
result is the maximum acceptable record 
length and must not exceed 3624 bytes. 

Not~: For an explanation of thE.: syn;
boIs, except OM, Lmin, and Lmax, see ~il1b21 
Definition. OM = 3 if less than 16,384 
bytes of main storage are specif ied. CJt'" = 
6 if 16,384 or more bytes of main storage 
are specified. Lmin = the smallest record 
length; Lmax = the largest record length. 

1. A = ls T- S u 2::.~h 1 :'!L~1-15J 

2. B = lST-SUE.::fh~ 
2(OM)+1 

3. C = lST-SUP-Ph3-UA3- 8 J 
2(OM)+1 

To determine the maximum input/output 
block length, compare the results of the 
following three equations. The smallest 
result is the maximum acceptable block 
length and must not exceed 3624 bytes. 

4. 

5. 

6. 

X = lST-S~£:fhi-~~1-7j 
3 + 8 

L min 

y =1 ST-Sup-Ph2- (Lmax) (OUi) I 
L OM + 1 j 

Z =IST-§up-Phl-u~l.::J.Lmax)~Qi1l..::.!!1 
l OM + 1 ] 

MERGE-ONLY INPUT/OUTPUT LOCK SIZE~ 

The merge-only input/output block sizes 
must conform to this equation: 

ST~Sup + Ph4 + UA4 + Output Blocksize + 

OM (Input Block Length) + L~ - L3 

Note: For an explanation of the symbols, 
except OM, see Symbol Definition. 
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OM = 1, 2, 3, or 4, depending upon the 
number of input files to be merged. 

The maximum block length must not exceed 
3,624 bytes. 
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This appendix contains sample times derived 
from estimates produced with the timing 
program (program number 1401-LM-079) des
cribed in the Systems Reference Library 
publication IBM 1401/1460 Timing Program 
for IBM Basic Operating System/360 
~ort/Me~~Program (SK Disk), C24-3377. 
These sample times are based upon the fol
lowing assumptions: 

1. The main storage capacity specified is 
the number of bytes of main storage 
available for sorting. 

2. A physical IOCS and supervisor size of 
3,500 bytes. 

3. Disk input and output. 

4. The number of disk units specified 
refers to the number of units actually 
available for sorting (2,000 tracks are 
assumed to be available on each unit). 
This area includes the input, work, and 
output areas. 

5. The input/output block lengths are 
normally the maximums for the specified 

APPENDIX D: SAMPLE SORT TIMES 

file and system configuration (see 
Record Lengths and In£ut/Output flock 
~engths). However, to produce esti
mates for some of the larger file sizes 
run on 8K or 16K machines, the input 
and output blocking must be assumed to 
have a value that will allow the IlIdxi
mum number of records per track in the 
input and output files. If the speci
fied record length is not a submultiple 
of the maximum block length, the 
assumed block length is: 

These times are rounded to the nearest 
minute. If the estimated time is less than 
one minute, the charted time is shown as 
one minute. 

If no time is charted, the specified 
file size exceeds the maximum file size for 
the specified system configuration. 

Note: The timing estimates in this appen
--dix do not include the VERIFY option. 
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-0 TIMES IN MINUTES FOR IBM SYS TEIol/360 MOLJEL 40 BAS[C OPERt\TI\jG S Y S T E ~~ DISK SOH 
C 
1'1 
ro 
N CPU CORE S TOR AGE C<\PACITY 
0 

8192 BYTES 16384 I:3VTES 3276 b t.lYTf,) 65536 ",n~') 

NO DISK NO 
en UNITS RECORDS 
SlJ REC LENGTH IN BYTES RE:: LENGTH IN ~YTES 'UC LEN:;rH IN V(TFS R EC LENGTH F~ "YT t ') 
:3 
"0 50 100 200 50 100 200 50 lOr' 200 50 lCO 200 
..... 
ro 

5000 2 4 R 1 4 1 2 4 

1-3 10000 4 8 ?C 2 5 q 2 4 7 
1-'. 20000 g 19 ') 9 4 7 
El 
1-'. 30000 15 7 6 

::l 40000 19 10 7 
-0 50000 
txJ 60000 
C/) 

rt 2 3 5 1 2 ~ 1 ? 3 1-'. '5000 
El 10000 3 5 10 2 3 n 2 '3 5 
SlJ 20000 '5 10 31 3 h 14 "3 ') 11 
rt 
ro 2 30000 8 16 5 9 4 9 

t-n 
40000 10 27 6 14 <j 13 

0 50000 13 8 R 

1'1 60000 15 9 q 

s: 5000 2 3 5 1 2 1 ? "3 
0 
0. 10000 3 5 10 2 3 6 7 3 5 
ro 20000 5 10 19 3 6 I? 3 ') 1 I 
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5000 2 3 '5 1 2 "3 I ? 

LOOOO 3 5 LO 2 3 6 2 5 
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50000 1 '3 24 8 1'5 H trt 
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5000 2 3 5 1 ? 1 2 3 

10000 3 5 LO 2 (, 2 3 5 
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5 30000 R 15 30 5 C) 17 4 q 17 
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50000 13 24 58 13 15 31 A 14 2H 

60000 15 29 9 18 9 1 7 

5000 2 3 5 L 2 3 1 2 3 

10000 '3 5 10 2 3 6 2 3 '5 

20000 5 10 1q "3 6 L2 3 ') 1 1 

6 30000 8 15 30 '5 q 1 7 4 9 17 

40000 10 19 43 6 12 15 '5 12 23 

50000 13 74 54 11 15 31 d 14 2H 

60000 15 29 70 q 18 39 9 17 35 
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..... 
w 5000 3 5 9 2 3 5 1 '2 1 ? 
0 10000 5 9 21 3 5 11 2 3 6 2 3 5 
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5000 3 5 9 2 3 5 1 2 3 1 ? 
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20000 9 21 45 5 11 21 4 A 12 3 6 1 2 
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'" 

18 5 10 18 
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tJj 

0 5000 3 5 9 2 3 5 1 2 .3 1 '2 3 
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0 
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rt 
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Ii 20000 9 21 45 5 11 21 4 6 12 6 12 
lQ 

CD 6 30000 14 32 68 9 16 32 5 9 18 '5 10 lR 
40000 21 42 92 U 21 46 7 13 27 6 H 24 

50000 26 53 115 14 27 58 9 17 'H 9 16 31 

~ 
60000 31 72 153 1 7 32 74 II 2[; 42 I 1 19 38 
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READER'S COMMENT FORM 

IBM BOS/360 Sort/Merge Program Specifications C24-3321-3 

• Your comments, accompanied by answers to the following questions, help us produce better 
publications for your use. If your answer to a question is "No" or requires qualification, 
please explain in the space provided below. All comments will be handled on a non-confi
dential basis. Copies of this and other IBM publications can be obtained through IBM 
Branch Offices. 

Yes No 

• Does this publication meet your needs? [=:J CJ 

• Did you find the material: 
Easy to read and understand? [=:J CJ 
Organized for convenient use? [=:J C=:J 
Complete? c:::J C=:J 
Well illustrated? [=:J C=:J 
Written for your technical level? [=:J C=:J 

• Wh~isyouroccupation?~~~~~~~~~~~~~~~~~~~~~~~~~~~~_ 
• How do you use this publication? 

As an introduction to the subject? c::::J As an instructor in a class? c::::J 
For advanced knowledge of the subject? c:::J As a student in a class? c:::J 
For information about operating procedures? CJ As a reference manual? c::::J 

Other 
• Please give specific page and line references with your comments when appropriate. 

If you wish a reply, be sure to include your name and address. 

COMMENTS: 

• Thank you for your cooperation. No postage necessary if mailed in the U. S. A. 
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