
TITLE OF THE INVENTION 

DISK ARRAY DEVICE 

BACKGROUND OF THE INVENTION 

Field of the Invention 

This invention relates to disk array devices and more 

specifically, to a disk array device in which multiple disks 

(typically, magnetic disks or optical disks) constructs a disk 

array, capable of storing a large volume of data, transferring 

data at high speed, and further providing higher system 

reliability. 

Description of the Background Art 

Typical disk array devices include a RAID (Redundant Array 

of Inexpensive Disks).   The RAID is discussed in detail in "A Case 

for Redundant Arrays of Inexpensive Disks" , by David A. Patterson, 

Garth Gibson, Randy H. Katz, University of California Berkeley, 

December 1987, and others.   Six basic architectures of the RAID 

from levels 0 to 5 have been defined.   Described below is how a 

RAID adopting the level 3 architecture (hereinafter referred to 

as RAID-3) controls input/output of data.    FIG.  69 is a block 

diagram showing the typical structure of the RAID-3.   in FIG. 69, 

the RAID includes a controller 6901, and five disk drives 6902A, 

6902B, 6902C, 6902D, and 6902P.   A host device is connected to 

the controller 6901, making a read/write request of data to the 



RAID. When receiving data to be written, the controller 6901 

divides the data into data blocks. The controller 6901 generates 

redundant data using these data blocks. After creation of the 

redundant data, each data block is written into the disk drives 

6902A to 6903D. The redundant data is written into the disk drive 

6902P. 

Described next is the procedure of creating redundant data 

with reference to FIGS. 70a and 70b. Data to be written arrives 

at the controller 6901 by unit of a predetermined size (2048 bytes , 

in this description). Here, as shown in FIG. 70a, currently- 

arrived data is called D-1. The data D-I is divided into four 

by the controller 6901, and thereby four data blocks D-Al, D- 

Bl, D-Cl, and D-Dl are created. Each data block has a data length 

of 512 bytes. 

The controller 6901 then creates redundant data D-Pl using 

the data blocks D-Al, D-Bl, D-Cl, and D-Dl by executing 

calculation given by 

D-Pli = D-Ali xor D-Bli xor D-Cli xor D-Dli ...(1). 

Here, since each of the data blocks D-Al, D-Bl, D-Cl, D-Dl, 

and D-Pl has a data length of 512 bytes, i takes on natural numbers 

from 1 to 512. For example, when i=l, the controller 6901 

calculates the redundant data D-Pll using each first byte CD- 

All, D-Bll, D-Cll, andD-Dll) of the data blocks D-Al, D-Bl, D-Cl, 

and D-Dl. Here, D-Pll is a first byte of the redundant data. When 

i=2, the controller 6901 calculates the redundant data D-P12 using 



each second byte (D-A12, D-B12, D-C12, and D-D12) of the data 

blocks D-Al, D-Bl, D-Cl, and D-Dl. Thereafter, the controller 

6901 repeats the calculation given by the equation (1) until the 

last byte (512nd byte) of the data blocks D-Al, D-Bl, D-Cl, and 

D-Dl to calculate redundant data D-Pll, D-P12, D-P1512. The 

controller 6901 sequentially arranges the calculated redundant 

data D-Pll, D-P12, . . • D-P1512 to generate the redundant data D-Pl. 

As clear from the above, the redundant data D-Pl is parity of the 

data blocks D-Al, D-Bl, D-Cl, and D--D1, 

The controller 6901 stores the created data blocks D-Al, 

D-Bl, D-Cl, and D-Dl in the disk drives 6902A, 6902B, 6902C, and 

6902D, respectively. The controller 6901 also stores the 

generated redundant data D-Pl in the disk drive 6902P. The 

controller 6901 stores the data blocks D-Al, D-Bl, D-Cl, D-Dl, 

and D-Pl in the disk drives 6902A, 6902B, 6902C, 6902D and 6902P, 

respectively, as shown in FIG. 70b. 

The controller 6901 further controls reading of data. Here, 

assume that the controller 6901 is requested to read the data D-1 

by the host device. In this case, when each of the disk drives 

6902A, 6902B, 6902C, and 6902D operates normally, the controller 

6901 reads the data blocks D-Al, D-Bl, D-Cl, and D-Dl from the 

disk drives 6902A, 6902B, 6902C, and 6902D, respectively. The 

controller 6901 assembles the read data blocks D-Al, D-Bl, D- 

Cl, and D-Dl to compose the data D-1 of 2048 bytes . The controller 

6901 transmits the composed data D-1 to the host device. 



There is a possibility that a failure or fault may occur 

in any disk drives. Here, assume that the disk drive 6902C is 

failed and the host device sends a read request for the data D-1. 

In this case, the controller 6901 first tries to read the data 

blocks D-Al, D-Bl, D-Cl, and D-Dl from the disk drives 6902A, 6902B, 

6902C, and 6902D, respectively. However, since the disk drive 

6902C is eventually failed, the data block D-Cl is not read 

therefrom. Assume herein, however, that the data blocks D-Al, 

D-Bl, and D-Dl are read from the disk drives 6902A, 6902B, and 

6902D normally. When recognizing that the data block D-Cl cannot 

be read, the controller 6901 reads the redundant data D-Pl from 

the disk drive 6902P. 

The controller 6901 then recovers the data block D-Cl by 

executing calculation given by the following equation (2) using 

the data blocks D-Al, D-Bl, and D-Dl and the redundant data D-Pl, 

D-Cli = D-Ali xor D-Bli xor D-Dli xor D-Pli    ... (2). 

Here, since each of the data blocks D-Al, D-Bl,, and D-Dl, 

and the redundant data D-Pl has a data length of 512 bytes, i takes 

on natural numbers from 1 to 512.   The controller 6901 calculates 

the  redundant  data D-Cll,   D-C12,   ...   D-C1512  by repeatedly 

executing the calculation given by the equation (2) from the first 

byte to 512nd byte.   The controller 6901 recovers the data block 

D-Cl based on these calculation results.   Therefore, all of the 

data blocks D-Al to D-Dl are stored in the controller 6901. The 

controller 6901 assembles the stored data blocks D-Al to D-Dl to 



compose the data D-1 of 2048 bytes. The controller 6901 transmits 

the composed data D-1 to the host device. 

As described above, there Is a possibility that the RAID 

In FIG, 69 cannot read the requested data block from a faulty disk 

drive (any one of the disk drives 6902A to 6902D). The RAID, 

however, operates calculation of parity given by the equation (2) 

using the data blocks read from the other four normal disk drives 

and the redundant data. The calculation of parity allows the RAID 

to recover the data block stored In the faulty disk drive. 

In recent years, the RAID architecture, as an example of 

a disk array. Is often Implemented also In video servers which 

provides video on a user's request. In video servers, data to 

be stored In the disk drives 6902A to 6902D of the RAID Includes 

two types: video data and computer data (typically, video title 

and total playing time) . Since video data and computer data have 

different characteristics, requirements of the RAID system are 

different In reading video data and computer data. 

More specifically, computer data Is required to be reliably 

transmitted to the host device. That Is, when a data block of 

computer data cannot be read, the RAID has to recover the data 

block by operating calculation of parity. For this purpose, the 

RAID may take some time to transmit the computer data to the host 

device. On the other hand, video data Is replayed as video at 

the host device. When part of video data arrives late at the host 

device, the video being replayed at the host device Is Interrupted. 



More specifically, video data in general is far larger in size 

than 2048 bytes, which are read at one time. The video data is 

composed of several niimbers of data of 2048 bytes. Therefore, 

when requesting the video data to be replayed, the host device 

has to make a read request of data of 2048 bytes several times. 

On the other hand, the RAID has to read the video data from the 

disk drives 6902A to 6902D within a predetermined time from the 

arrival of each read request. If reading of the data of 2048 bytes 

is delayed even once, the video being replayed at the host device 

is interrupted. Therefore, the RAID is required to sequentially 

transmit the data of 2048 bytes composing the video data to the 

host device. Described below are RAID systems disclosed in 

Japanese Patent Laying-Open No. 2-81123 and No. 9-69027, which 

satisfy such requirements. 

A first RAID disclosed in Japanese Patent Laying-Open No. 

2-81123 is now described. The first RAID includes a disk drive 

group composed of a plurality of disk drives. The disk drive group 

includes a plurality of disk drives for storing data (hereinafter 

referred to as data-drives) and a disk drive for storing redundant 

data created from the data (hereinafter referred to as 

parity-drive) . When reading data from the plurality of data- 

drives, the first RAID checks whether reading from one of the 

data-drives is delayed for more than a predetermined time after 

the reading from the other data-drives starts. The first RAID 

determines that the data-drive in which reading is delayed for 



more than the predetermined time is a faulty drive. After 

detecting the faulty drive, the first RAID recovers the data to 

be read from the faulty drive, using data in the other data-drives 

and redundant data in the parity-drive. 

As shown in FIG. 71a, the first RAID determines that the 

data-drive D is failed when the data -drive D does not start reading 

after the lapse of the predetermined time from the start of a fourth 

reading   (data-drive  B) .     To  recover  the  data  block  of the 

data-drive D, the first RAID operates calculation of parity. In 

general disk drives, however, the time from start to end of reading 

is not constant.   Some disks may complete reading in a short period 

of time, while others may take a long time to complete reading 

after several failures.   Therefore, in the first RAID, as shown 

in FIG. 71b, even though the parity-drive P starts reading earlier 

than the data-drive B which starts reading fourth, the data-drive 

B may complete its reading earlier than the parity-drive P. In 

this case, even after the lapse of the predetermined time after 

the data-drive B   starts reading, the redundant data has not been 

read from the parity-drive P.    Therefore, the first RAID cannot 

recover  the  data-block  of   the  data-drive  D.     As  a result, 

transmission of the data composing the video data being read is 

delayed, and the video being replayed at the host device might 

be interrupted. 

A second RAID disclosed in Japanese Patent Laying-Open No. 

9-69027  is  now described.     The  second RAID  also  includes a 



plurality of data-drives for storing data, and a parity-drive for 

storing redundant data created from the data. The second RAID 

does not read the redundant data from the parity-drive under 

normal conditions. That is, when a read request arrives, the 

5 second RAID tries to read the data blocks from the plurality of 

data-drives. The second RAID previously stores time 

(hereinafter referred to as predetermined time) by which the 

plurality of data-drives have to have completed reading. In some 

cases, the second RAID detects the data-drive which has not 

10 completed reading after the lapse of the predetermined time from 

the time of transmission a read request to each data-drive. In 

this case, the second RAID reads the redundant data from the 

parity-drive to recover the data block which has not yet been 

completely read. 

15 However, the redundant data is started to be read after the 

lapse of the predetermined time (after timeout) from the time of 

transmission of the read request for the data block. Therefore, 

as shown in FIG. 72a, it disadvantageously takes much time to 

recover the unread data block.   Furthermore, in some cases, the 

20     second RAID successfully reads a data block immediately after 

timeout as shown in FIG. 72b.    In this case, the second RAID may 

transmit the data faster with the data block read immediately 

after the timeout.   Once the redundant data is started to be read, 

however,   the  second RAID  does  not  use  the  data block read 

25     immediately after the timeout, and as a result, data transmission 



to the host device may be delayed. This delay may cause 

interruption of video being replayed at the host device. 

In most cases, in the disk drive where reading of the data 

block is delayed, read requests subsequent to the read request 

currently being processed wait for read operation. Therefore, 

when the disk drive fails to read the data block and retries reading 

of the data block, processing of the subsequent read requests is 

delayed. As evident from above, in the conventional disk array 

device including the above first and second RAID, a read failure 

may affect subsequent reading. 

Referring back to FIG. 69, the controller 6901 stores the 

four data blocks D-Al to D-Dl and the redundant data D-Pl in the 

disk drives 6902A to 6902D and 6902P, respectively. The four data 

blocks D-Al to D-Dl and the redundant data D-Pl are generated from 

the same data D-1 of 2048 bytes. Thus, a set of data blocks and 

redundant data generated based on the same data received from a 

host device is herein called a parity group. Also, a set of a 

plurality of disk drives in which data blocks and redundant data 

of the same parity group are written is herein called a disk group. 

In the disk array device such as RAID, a failure may occur 

in any disk drive therein. The disk array device, however can 

recover the data block of the faulty disk drive by operating 

calculation of parity using the other data blocks and the 

redundant data of the Scune parity group. In the above description, 

the disk array device assembles data to be transmitted to the host 



device using the recovered data block. If the faulty disk drive 

is left as it is, calculation of parity is executed whenever the 

data block is tried to be read from the faulty disk drive, which 

takes much time. As a result, data transmission to the host device 

is delayed, and video being replayed at the host device is 

interrupted. Therefore, some disk array devices executes 

reconstruction processing. In the reconstruction processing, 

the data block or the redundant data in the faulty disk drive is 

recovered, and the recovered data block or redundant data is 

rewritten in another disk drive or a normal area in the faulty 

disk drive. 

However, when another failure occurs in another disk drive 

of the same parity group while the defective disk drive is left 

as it is, reconstruction cannot be executed. Therefore, 

reconstruction is required to be executed as early as possible. 

An example of such reconstruction is disclosed in Japanese Patent 

Laying-Open No. 5-127839. A disk array device disclosed in this 

publication (hereinafter referred to as first disk array device) 

includes a disk array composing a plurality of disk drives, and 

a disk controller for controlling the disk array. The disk 

controller monitors states of operation of the disk array. When 

reconstruction is required, the disk controller selects and 

executes one of three types of reconstruction methods according 

to the state of operation of the disk array. In one method, 

reconstruction occurs during idle time of the array. In a second 

10 



method reconstruction is interleaved between current data area 

accessing operations of the array at a rate which is inversely 

proportional to activity level of the array. In a third method, 

the data are reconstructed when a data area being accessed is a 

data area needing reconstruction. 

As described above, in some cases, both computer data and 

video data are written in each disk drive of the disk array device. 

Therefore, both read requests for reading the computer data and 

those for reading the video data arrive at the disk array device 

from the host device. When a large number of read requests for 

the computer data arrive, the disk array device has to execute 

reading of the computer data repeatedly, and as a result, reading 

of the video data may be delayed. This delay may cause 

interruption of the video being replayed at the host device. 

The first disk array device executes reconstruction on the 

faulty disk drive while processing read requests being 

transmitted from the host device. Such reconstruction is 

executed on the entire disk drives of the same disk group with 

one operation. That is, reconstruction cannot be executed unless 

the entire disk drives of the same disk group are in an idle state. 

In RAID-4 or RAID-5, each disk drive operates independently, 

and therefore if any one of the disk drives is in an idle state, 

the other disk drives of the same disk group may be under load 

conditions. As a result, the first disk array device cannot take 

sufficient time to execute reconstruction, and thus efficient 



reconstruction cannot be made. 

Further^ the conventional disk array device may execute 

reassignment • The structure of a disk array device of executing 

reassigning Is similar to that shown In FIG. 69. Reassignment 

processing Is now described In detail. Each disk drive composing 

a disk array has recording areas, In which a defect may occur due 

to various reasons • Since the disk drive cannot read/write a data 

block or redundant data from/In a defective area, an alternate 

recording area Is reassigned to the defective recording area. In 

the alternate recording area, the data block or redundant data 

stored In the defective recording area or to be written In the 

defective area Is stored. Two types of such reassignment have 

been known. 

One reassignment Is so-called auto-reasslgn, executed by 

each disk drive composing the disk array. Each disk drive 

previously reserves part of Its recording areas as alternate areas. 

When the data block or redundant data cannot be read/written 

from/In the recording area specified by the controller, the disk 

drive assumes that the specified area Is defective. When 

detecting the defective area, the disk drive selects one of the 

reserved alternate areas, and assigns the selected alternate area 

to the detected defective area. 

The other reassignment Is executed by the controller. The 

controller previously reserves part of Its recording areas as 

alternate areas,   and manages  Information for specifying the 

12 



alternate areas. When the disk drive cannot access the recording 

area specified by the controller, the disk drive notifies the 

controller that the recording area is defective. When receiving 

the notification of the defective area, the controller selects 

one of the alternate areas from the managed information, and 

reassigns the selected alternate area to the defective area* 

In some recording areas, reading or writing may be 

eventually successful if the disk drive repeats access to these 

recording areas (that is, if the disk drive takes much time to 

access thereto). In the above two types of reassignment, however, 

the alternate area cannot be assigned to the recording area to 

which the disk drive takes much time to access, because 

reading/writing will eventually succeed even though much time is 

required. When the data block composing the video data is stored 

in such recording area, however, it takes much time to read the 

data block. As a result, video being replayed at the host device 

may be interrupted. 

SUMMARY OF THE INVENTION 

Therefore, an object of the present invention is to provide 

a disk array device capable of reading data (data block or 

redundant data) from a disk array to transmit the same to a host 

device and writing data from the host device in the disk array 

in a short period of time. 

The present invention has the following features to solve 



the problem above. 

A first aspect of the present invention is directed to a 

disk array device executing read operation for reading data 

recorded therein in response to a first read request transmitted 

thereto, the disk array device with data blocks generated by 

dividing the data and redundant data generated from the data 

blocks recorded therein, comprising: 

m disk drives across which the data blocks and the redundant 

data are distributed; and 

a control part controlling the read operation; 

the control part 

issuing second read requests to read the data blocks 

and the redundant data from the m disk drives in response to the 

first read request sent thereto; 

detecting the disk drive reading from which of the 

data block or the redundant data is no longer necessary from among 

the m disk drives; and 

issuing a read termination command to terminate the 

detected disk drive. 

As described above, in the first aspect, when it is 

determined that reading of one of the data blocks or the redundant 

data is not necessary, this reading is terminated. Therefore, 

the disk drive which terminated this reading can advance the next 

reading. Thus, it is possible to provide the disk array device 

in which, if reading of one disk drive is delayed, this delay does 

14 



not affect other reading. 

According to a second aspect, in the first aspect, 

when (m-1) of the disk drives complete reading, 

the control part 

determines that reading being executed in one remaining 

disk drive is no longer necessary; and 

Issues a read termination command to the remaining disk drive. 

As described above, in the second aspect, also when reading 

of one disk drive takes too much time, this reading is terminated. 

Therefore, Thus, it is possible to provide the disk array device 

in which,   if reading of one disk drive is delayed, this delay 

does not affect other reading. 

According to a third aspect, in the first aspect 

when detecting that two or more of the disk drives cannot 

complete reading, 

the control part 

determines that reading being executed in other disk drives 

is no longer necessary; and 

issues a read termination command to the determined disk drive. 

In the third aspect, when calculation of parity cannot be 

executed, reading presently being executed can be terminated. 

Therefore, since unnecessary reading is not continued, it is 

possible to provide the disk array device in which unnecessary 

reading does not affect other reading. 

According to a fourth aspect,  in the first aspect. 



when the (m-l) the disk drives.complete reading, 

the control part 

determines that reading not yet being executed in one 

remaining disk drive is no longer necessary; and 

issues a read termination command to the remaining disk 

drive. 

In the fourth aspect, unnecessary reading is not continued, 

it is possible to provide the disk array device in which 

unnecessary reading does not affect other reading. 

A fifth aspect of the present invention is directed to a 

disk array device executing read operation for reading data 

recorded therein in response to a first read request from a host 

device, the disk array device with data blocks generated by 

dividing the data and redundant data generated from the data 

blocks recorded therein, comprising: 

m disk drives across which the data blocks and the redundant 

data are distributed; 

a parity calculation part operating calculation of parity 

from (m-2) of the data blocks and the redundant data to recover 

one remaining data block; and 

a control part controlling the read operation; 

the control part 

issuing second read requests to read the data blocks 

and the redundant data from the m disk drives in response to the 

first read request sent thereto; 



when (m-1) of tlie disk drives complete reading, 

detecting whether a set of the data blocks and the redundant data 

has been read from the (m-1) disk drives; 

when detecting that the set of the data blocks and 

the redundant data has been read. Issuing a recovery Instruction 

to the parity calculation part to recover the data block not read 

from the one remaining disk drive after waiting for a 

predetermined time period from a time of detection; and 

when the one remaining data block Is recovered by the 

calculation of parity In the parity calculation part, executing 

operation for transmitting the data to the host device; wherein 

the predetermined time period Is selected so as to ensure 

data transmission to the host device without delay. 

In the fifth aspect, after a set of the data blocks and 

redundant data Is read from (m-1) disk drives, the controller 

waits for a predetermined time until this remaining one data block 

Is read. If the remaining one data block has been read by the 

predetermined time, calculation of parity Is not required. Thus, 

It Is possible to reduce the number of operation of calculation 

of parity. 

According to a sixth aspect.  In the fifth aspect, 

when detecting that the set of the data blocks and the 

redundant data has not been read, the control part transmits the 

data to the host device without waiting for the predetermined time 

period from the a time of detecting. 



In the sixth aspect, if only the data blocks are read from 

the (m-l) disk drives, the controller does not wait for a 

predetermined but transmits the data to the host device. 

Therefore, it is possible to achieve the disk array device capable 

of reading a larger volume of data per unit of time. 

According to a seventh aspect,  in the fifth aspect, 

the predetermined time period is selected based on a start 

of reading in each of the disk drives and a probability of 

completing the reading. 

In the seventh aspect, in most cases, the remaining one data 

block is read. Therefore, it is possible to reduce the number 

of operation of calculation of parity. 

An eighth aspect of the present invention is directed to 

a disk array device executing read operation for reading data 

recorded therein in response to a first read request from a host 

device, the disk array device with data blocks generated by 

dividing the data and redundant data generated from the data 

blocks recorded therein, comprising: 

m disk drives across which the data blocks and the redundant 

data are distributed; 

a parity calculation part operating calculation of parity 

from (m-2) of the data blocks and the redundant data to recover 

one remaining data block; and 

a control part controlling the read operation; 

the control part 
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Issuing second read requests to read the data blocks 

and the redundant data from the m disk drives In response to the 

first read request sent thereto; 

when (m-1) of the disk drives complete reading, 

detecting whether a set of the data blocks and the redundant data 

has been read from the (m-1) disk drives; 

when detecting that the set of the data blocks and 

the redundant data has been read. Issuing a recovery Instruction 

to the parity calculation part to recover the data block not read 

from the one remaining disk drive after waiting for a 

predetermined time period from a time of detection; and 

when the one remaining block Is recovered by the 

calculation of parity In the parity calculation part, executing 

operation for transmitting the data to the host device; wherein 

the recovery Instruction Is Issued while the parity calculation 

part Is not operating calculation of parity. 

In the eighth aspect, the controller reliably Issues a 

recovery instruction only when calculation of parity Is not 

executed. This prevents a needless load on the parity calculator, 

achieving effective use of the parity calculator. 

According to a ninth aspect, in the eighth aspect, the disk 

array device further comprises: 

a table Including a time period during which the parity 

calculation part can operate calculation of parity, wherein 

the control part further issues the recovery instruction 



when the parity calculation part does not operate calculation of 

parity by referring to the time period included in the table. 

In the ninth aspect, the controller can recognize timing 

of issuing a recovery instruction only by referring to the time 

period in the table. 

A tenth aspect of the present invention is directed to A 

disk array device executing read operation for reading data 

recorded therein in response to a first read request from a host 

device, the disk array device with data blocks generated by 

dividing the data and redundant data generated from the data 

blocks recorded therein, comprising: 

m disk drives across which the data blocks and the redundant 

data are distributed; 

a parity calculation part operating calculation of parity 

from (m-2) of the data blocks and the redundant data to recover 

one remaining data block; and 

a control part controlling the read operation; 

the control part 

in response to the first read request received 

thereto, determining whether (m-1) of the disk drives have 

previouisly failed to read each data block or not; 

when determining that the (m-1) disk drives have not 

previously failed to read each of the data block, issuing second 

read requests to the (m-1) disk drives to read only each the data 

blocks; and 
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when the data blocks are read from the (m-1) disk 

drives, executing operation for transmitting the data to the host 

device. 

In the tenth aspect, in some cases, a second read request 

may not be issued for the redundant data* That is, when the 

redundant data is not required, such unnecessary redundant data 

is not read. As a result, it is possible to increase a volume 

of data which can be read per unit of time. 

According to an eleventh aspect, in the tenth aspect, 

the control part 

when determining that the (m-1) disk drives have previously 

failed to read each the data block, issues second read requests 

to the m disk drives to read (m-1) of the data blocks and the 

redundant data; 

when the (m-1) disk drives complete reading, detects 

whether a set of the data blocks and the redundant data has been 

read from the (m-1) disk drives or not; 

when detecting that the set of the data blocks and the 

redundant data has been read, issues a recovery instruction to 

the parity calculation part to recover the data block not read 

from one remaining disk drive; and 

when the one remaining data block is recovered by the 

calculation of parity in the parity calculation part, executes 

operation for executing operation for transmitting the data to 

the host device. 



In the eleventh aspect, a second read request is Issued for 

reading the redundant data when required. Therefore, It Is 

possible to Immediately operate calculation of parity. 

According to a twelfth aspect. In the eleventh aspect, the 

disk array device further comprises: 

a table registering therein recording areas of the data 

blocks which have previously been failed to be read by the disk 

drives, wherein 

the control part determines whether to Issue the second read 

requests to the (m-1) disk drives or to the m disk drives. 

In the twelfth aspect, the controller can easily determine 

whether to Issue a second read request for reading the redundant 

data only by referring to the table. 

According to a thirteenth aspect, in the twelfth aspect, 

the disk array device further comprises: 

a reassignment part, when a defect occurs in a recording 

area of the data block or redundant data in the m disk drives, 

executing reassign processing for assigning an alternate 

recording area to the defective recording area, wherein 

when the reassignment part assigns the alternate recording 

area to the defective recording area of the data block registered 

in the table by the reassignment part, the control part deletes 

the defective recording area of the data block from the table. 

In the thirteenth aspect, an alternate recording area is 

assigned to the defective recording area, and the data block or 



redundant data Is rewritten in this alternate area. Therefore, 

in the table, the number of data blocks which require long time 

in read operation can be reduced. Therefore, it is possible to 

provide the disk array device capable of reading a larger volume 

of data per unit of time. 

According to a fourteenth aspect, in the thirteenth aspect, 

the disk array device further comprises: 

a first table storage part storing a first table in which 

an address of the alternate recording area previously reserved 

in each of the m disk drives can be registered as alternate 

recording area information; and 

a second table storage part storing a second table in which 

address information of the alternate recording area assigned to 

the defective recording area can be registered, wherein 

the reassignment part 

when the second read requests are transmitted from 

the control part to the m disk drives, measures a delay time in 

each of the disk drives; 

determines whether each of the recording area of the 

data blocks or the redundant data to be read by each second read 

request is defective or not based on the measured delay time; 

when determining that the recording area is defective, 

assigns the alternate recording area to the defective recording 

area based on the alternate recording area information registered 

in the first table of the first table storage part; and 
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registers the address information of the assigned 

alternate recording area in the second table of the second table 

storage part, 

the control part issues the second read requests based on 

the address information registered in the second table of the 

second table storage part, and 

the delay time is a time period calculated from a 

predetermined process start time. 

In the fourteenth aspect, the reassignment part determines 

whether the recording area is defective or not based on an elapsed 

time calculated from a predetermined process start time. When 

a delay in the response returned from the disk drive is large, 

the reassignment part determines that the recording area being 

accessed for reading is defective, assigning an alternate 

recording area. This allows the disk array device to read and 

transmit the data to the host device, while suppressing occurrence 

of a delay in response. 

According to a fifteenth aspect, in the first aspect, the 

disk array device further comprises: 

a reassignment part, when a defect occurs in a recording 

area of the data block or redundant data in the m disk drives, 

executing reassign processing for assigning an alternate 

recording area to the defective recording area. 

According to a sixteenth aspect, in the fifteenth aspect, 

the disk array device further comprises: 
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a first table storage part storing a first table in 

which an address of the alternate recording area previously- 

reserved in each of the m disk drives can be registered as alternate 

recording area information; and 

a second table storage part storing a second table in which 

address information of the alternate recording area assigned to 

the defective recording area can be registered, wherein 

the reassignment part 

when the second read requests are transmitted from 

the control part to the m disk drives, measures a delay time in 

each of the disk drives; 

determines whether each of the recording area of the 

data blocks or the redundant data to be read by each second read 

request is defective or not based on the measured delay time; 

when determining that the recording area is defective, 

assigns the alternate recording area to the defective recording 

area based on the alternate recording area information registered 

in the first table of the first table storage part; and 

registers the address information of the assigned 

alternate recording area in the second table of the second table 

storage part, 

the control part issues the second read requests based on 

the address information registered in the second table of the 

second table storage part, and 

the   delay   time   is   a   time   period   calculated   from a 



predetermined process start time. 

According to a seventeenth aspect. In the sixteenth aspect, 

the reassignment part assigns the alternate recording area 

to    the    defective    recording    area    only   when determining 

successively a predetermined number of times that the recording 

area Is defective. 

In the seventeenth aspect, when determining successively 

determines for a predetermined number of times that the recording 

area may possibly be defective, the reassignment part assigns an 

alternate recording area to that recording area. Therefore, If 

the reassignment part sporadically and wrongly determines that 

the recording area Is defective, the alternate recording area Is 

not assigned to that recording area. Therefore, It Is possible 

to provide the disk array device which assigns an alternate 

recording area only to a truly defective area. 

According to an eighteenth aspect. In the sixteenth aspect, 

the predetermined process start time Is a time when each 

of the second read requests Is transmitted to each of the m disk 

drives. 

According to a nineteenth aspect. In the sixteenth aspect, 

the predetermined process start time Is a time when the m 

disk drives start reading based on the second read requests. 

In the eighteenth or nineteenth aspect, the reassignment 

part can recognize the delay time correctly. 

A twentieth aspect of the present Invention Is directed to 
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a data input/output method used for disk array device comprising 

a disk array constructed of recording mediums for recording 

redundant data and an array controller for controlling the disk 

array according to an access request transmitted from a host 

device, the method comprising the steps of: 

generating by the array controller a read or write request 

to the disk array with predetermined priority based on the 

received access request; 

enqueuing by the array controller the generated read or 

write request to a queue included therein according to the 

predetermined priority; 

selecting by the array controller the read or write request 

to be processed by the disk array from among the read or write 

requests enqueued to the queue according to the predetermined 

priority; and 

processing by the disk array the selected read or write 

request. 

In the twentieth aspect, the array controller converts the 

received access request to a read or write request with 

predetermined priority. The disk array processes the read or 

write request selected by the array controller according to 

priority. Therefore, in the disk array device including the disk 

array in which redundant data is recorded, it is possible to 

generate a read or write request with relatively high priority 

for the access request required to be processed in real time, while 
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a read or write request with relatively low priority for the access 

request not required to be processed in real time. Thus, the disk 

array device can distinguish the access request from the host 

device according to the requirement of real-time processing. 

Consequently, the access request required to be processed in real 

time is processed in the disk array device without being affected 

by the access request not required to be processed in real time. 

According to a twenty-first aspect, in the twentieth 

aspect, 

the array controller includes queues therein corresponding 

to the priority; and 

the generated read request or write request is enqueued 

to the queue corresponding to the predetermined priority. 

In the twenty-first aspect, since the queue is provided for 

each level of priority, it is possible to distinguish the access 

request from the host device according to the requirement of 

real-time processing, and various processing in the disk array 

device is effectively processed. 

According to a twenty-second aspect, in the twentieth 

aspect, 

the array controller includes queues therein corresponding 

to the predetermined priority for each of the recording mediums, 

the array controller generates the read or write request 

with the predetermined priority for each of the recording mediums 

based on the received access request, and 
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the array controller enqueues the read or write request 

generated for each of the recording mediums to the queue In the 

corresponding recording medium according to the predetermined 

priority. 

In the twenty-second aspect, since the queue Is proylded 

for each recording medium and each level of priority. It Is 

possible to distinguish the access request from the host device 

for each recording medium according to the requirement of 

real-time processing, and various processing In the disk array 

device Is further effectively processed. 

According to a twenty-third aspect. In the twentieth 

aspect, 

the predetermined priority Is set based on whether 

processing In the disk array Is executed In real time or not. 

In the twenty-third aspect, the predetermined priority Is 

set based on the requirement of real-time processing. 

Consequently, the access request required to be processed In real 

time Is processed In the disk array device without being affected 

by the access request not required to be processed In real time. 

According to a twenty-fourth aspect. In the twentieth 

aspect, 

when an I/O Interface Is between the Information recording 

device and the host device conforms to SCSI, 

the predetermined priority Is previously set In a LUN or 

LBA field of the access request. 
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In the twenty-fourth aspect, the predetermined priority is 

previously set in the access request. Therefore, the host device 

can notify the disk array device of the level of priority of the 

read or write request, that is, with how much priority the read 

or write request is required to be processed. 

A twenty-fifth aspect of the present invention is directed 

to a disk array device including a disk array constructed of 

recording mediums for recording redundant data and controlling 

the disk array according to an access request transmitted from 

a host device, comprising: 

a control part generating a read or write request to the 

disk array with predetermined priority based on the received 

access request; 

a queue managing part enqueuing the read request or write 

request generated by the control part to a queue included therein 

according to the predetermined priority; and 

a selection part selecting the read or write request to be 

processed by the disk array from among the read or write requests 

enqueued to the queue, wherein 

the disk array processes the read request or write request 

selected by the selection part. 

In the twenty-fifth aspect, the received access request is 

converted into a read or write request with predetermined priority. 

The disk array processes the read or write request selected by 

the selection part according to the level of priority. Therefore, 
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in the disk array device including the disk array in which 

redundant data is recorded^ it is possible to generate a read or 

write request with relatively high priority for the access request 

required to be processed in real time, while a read or write request 

with relatively low priority for the access request not required 

to be processed in real time. Thus^ the disk array device can 

distinguish the access request from the host device according to 

the requirement of real-time processing* Consequently, the 

access request required to be processed in real time is processed 

in the disk array device without being affected by the access 

request not required to be processed in real time. 

According to a twenty-sixth aspect, in the twenty-fifth 

aspect, 

the queue managing part includes queues therein 

corresponding to the priority, and 

the read or write request generated by the control part is 

enqueued to the queue corresponding to the predetermined 

priority. 

In the twenty-sixth aspect, since the queue is provided for 

each level of priority, it is possible to distinguish the access 

request from the host device according to the requirement of 

real-time processing, and various processing in the disk array 

device is effectively processed. 

According to a twenty-seventh aspect, in the twenty-fifth 

aspect, 
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the queue managing part Includes queues therein 

corresponding to the predetermined priority for each of the 

recording mediums. 

the queue managing part generates the read or write request 

with the predetermined priority for each of the recording mediums 

based on the received access request; and 

the queue managing part enqueues the read or write request 

generated for each of the recording mediums to the queue In the 

corresponding recording medium according to the predetermined 

priority. 

In the twenty-seventh aspect, since the queue Is provided 

for each recording medium and each level of priority. It Is 

possible to distinguish the access request from the host device 

for each recording medium according to the requirement of 

real-time processing, and various processing In the disk array 

device Is further effectively processed. 

A twenty-eighth aspect of the present Invention Is directed 

to. In an Information recording device comprising a disk array 

constructed of recording mediums for recording redundant data and 

an array controller for controlling the disk array according to 

an access request transmitted from a host device, a data 

reconstruction method for recovering data recorded on a faulty 

recording medium In the disk array and reconstructing the data, 

the method comprising the steps of: 

generating by the array controller a read or write request 
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required for data reconstruction to the disk array with 

predetermined priority; 

enqueuing by the array controller the generated read or 

write request to a queue Included therein according to the 

predetermined priority; 

selecting by the array controller the read or write request 

to be processed from among the read or write requests enqueued 

to the queue according to the predetermined priority; 

processing by the disk array the selected read or write 

request; and 

executing by the array controller data reconstruction based 

pn processing results of the read or write request by the disk 

array• 

In the twenty-eighth aspect, the array controller generates 

a read or write request for data reconstruction. The generated 

read or write request has predetermined priority. The disk array 

processes the read or write request selected by the array 

controller according to the level of priority. Therefore, when 

the disk array device which executes reconstruction processing 

provides relatively low priority for the read or write request 

for data reconstruction, the read or write request Is processed 

without affecting other real-time processing. On the other hand, 

when the disk array device provides relatively high priority, the 

read or write request Is processed with priority, ensuring the 

end time of data reconstruction. 
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According to a twenty-ninth aspect, in the twenty-eighth 

aspect, 

the array controller includes queues therein corresponding 

to the predetermined priority for each of the recording mediums, 

the array controller generates the read or write request 

required for data reconstruction with the predetermined priority 

for each recording medium, and 

the array controller enqueues the generated read or write 

request to the queue in the corresponding recording medium 

according to the predetermined priority. 

In the twenty-ninth aspect, since the queue is provided for 

each recording medium and each level of priority, and further, 

since the array controller generates a read or write request with 

predetermined priority for each recording medium, it is possible 

to distinguish the access request from the host device for each 

recording medium according to the requirement of real-time 

processing, and various processing in the disk array device is 

further effectively processed. 

According to a thirtieth aspect, in the twenty-eighth 

aspect, 

the read and write requests generated by the array 

controller are given lower priority to be processed in the disk 

array. 

In the thirtieth aspect, since having relative lower 

priority, the read or write request is processed without affecting 
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other real-time processing. 

According to a thirty-first aspect, in the twenty-eighth 

aspect, 

the read and write requests generated by the array 

controller are given higher priority to be processed in the disk 

array. 

In the thirty-first aspect, since having relatively higher 

priority, the read or write request is processed with priority, 

ensuring the end time of data reconstruction. 

A thirty-second aspect of the present invention is directed 

to a data input/output method used in an information recording 

device comprising a disk array constructed of recording mediums 

for recording redundant data and an array controller for 

controlling the disk array according to an access request 

transmitted from a host device, recovering the data recorded on 

the recording medium which has a failure in the disk array, and 

reconstructing the data in a spare recording medium; 

when the access request for data to be reconstructed in 

the spare recording medium is transmitted from the host device 

to the information storage device, the method comprising the steps 

of: 

the array controller 

reading data for recovery required for recovering the 

data recorded in the failed recording medium from the disk array, 

recovering data recorded in the failed recording 



medium by executing predetermined calculation with the data for 

recover read from the disk array 

generating a write request with predetermined 

priority to write the recovered data In the spare recording 

medium; 

enqueuing the generated write request to a queue therein according 

to the predetermined priority; and 

selecting the generated write request as the write 

request to be processed by the disk array according to the 

predetermined priority, and 

the disk array 

processing the write request selected by the array 

controller, and writing the recovered data In the spare recording 

medium, wherein 

the write request Is given relatively lower priority. 

In the thirty-second aspect, when the host device transmits 

an access request for data to be reconstructed In the spare 

recording medium, the array controller recovers the data to write 

In the spare recording medium. Therefore, next time the disk 

array device executes data reconstruction. It Is not required to 

recover the data requested to be accessed. The time required for 

data reconstruction Is thus shortened. 

A thirty-third aspect of the present Invention Is directed 

to a disk array device which reassigns an alternate recording area 

to a defective recording area of data, comprising: 
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a read/write control part for specifying a recording area 

of data, and producing an I/O request to request read or write 

operation; 

a disk drive, when receiving the I/O request transmitted 

from the read/write control part, accessing to the recording area 

specified by the I/O request to read or write the data; and 

a reassignment part when receiving the I/O request 

transmitted from the read/write control part, calculating an 

elapsed time from a predetermined process start time as a delay 

time and determining whether the recording area specified by the 

I/O request is defective or not based on the delay time; wherein 

when determining that the recording area of the data is 

defective, the reassignment part instructs the disk drive to 

assign the alternate recording area to the defective recording 

area. 

In the thirty-third aspect, the reassignment part 

determines whether the recording area of the data specified by 

the received I/O request is defective or not based on a delay time 

calculated from a predetermined process start time. The 

reassignment part can determine the length of a delay in response 

from the disk drive based on the delay time. When determining 

that the recording area is defective, the reassignment part 

instructs the disk drive to assign an alternate recording area. 

That is, when the process time for one recording area in the disk 

drive   is   long,   the   reassignment   part   determines   that that 



recording area is defective, instructing the disk drive to perform 

reassign processing. The disk array device thus suppress 

occurrence of a long delay in response, allowing data input/out 

in real time. 

5 According to a thirty-fourth aspect, in the thirty-third 

aspect, 

the reassignment part assigns the alternate recording area 

to    the    defective    recording    area    only   when determining 

successively a predetermined number of times that the recording 

10    area is defective. 

In the thirty-fourth aspect, when the reassignment part 

determines successively for a predetermined number of times that 

one recording area is defective, an alternate recording area is 

assigned to that recording area. Therefore, the reassignment 

15 part can suppress a sporadic determination error due to thermal 

aspiration in the disk drive and the like. Therefore, the 

reassignment part can instruct the disk drive to assign an 

alternate recording area only to a truly defective area. 

According to a thirty-fifth aspect, in the thirty-third 

20    aspect, 

the predetermined process start time is a time when the I/O 

request is transmitted from the read/write control part. 

According to a thirty-sixth aspect, in the thirty-third 

aspect, 

25 the predetermined process start time is a time when the I/O 



request transmitted from the read/write control part Is started 

to be processed In the disk drive. 

In the thirty-fifth or thirty-sixth aspect, the 

predetermined process time Is the time when the I/O request Is 

transmitted to the disk drive or the time when the I/O request 

Is started to be processed. Therefore, the reassignment part can 

recognize the delay time correctly. 

According to a thirty-seventh aspect. In the thirty-third 

aspect, 

the reassignment part further Instructs the disk drive to 

terminate the read or write operation requested by the I/O request 

when the recording area of the data Is defective. 

In the thirty-seventh aspect, the reassignment part 

Instructs the disk drive to terminate processing of the I/O 

request specifying the recording area which is now determined to 

be defective. When the reassignment part determines that the 

recording area is defective, the disk drive can terminate 

processing the I/O request for that defective area, suppressing 

occurrence of an additional delay in response. 

A thirty-eighth aspect of the present invention is directed 

to A disk array device which reassigns an alternate recording area 

to a defective recording area of data, comprising: 

a read/write control part specifying a recording area of 

the data, and producing an I/O request to request read or write 

operation; 

39 



a disk drive, when receiving the I/O request from the 

read/write control part, accessing to the recording area 

specified by the I/O request to read or write the data; and 

a reassignment part, when the recording area specified by 

the I/O request from the read/write control part is defective, 

instructing the disk drive to reassign the alternate recording 

area to the defective recording area, wherein 

when instructed to reassign by the reassignment part, the 

disk drive assigns a recording area in which time required for 

the read or write operation is within a predetermined range, as 

the alternate recording area. 

In the thirty-eighth aspect, the disk drive takes the 

recording area in which the time required for read or write 

operation is within a predetermined range as the alternate 

recording area. Therefore, the disk array device can suppress 

occurrence of a large delay in response, allowing input/output 

of data in real time. 

According to a thirty-ninth aspect, in the thirty-eighth 

aspect, 

the predetermined range is selected based on overhead in 

the disk array device. 

In the thirty-ninth aspect, the predetermined range is 

easily selected based on overhead, which is a known parameter. 

Therefore, the design of the disk array device can be more 

simplified. 
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According to a fortieth aspect^ in the thirty-eighth 

aspect, 

when part or all of the recording areas of the data are 

defective, the reassignment part assumes that the whole recording 

areas are defective• 

In the fortieth aspect, in the disk array device, the 

alternate recording area is assigned hot by fixed-block unit, 

which is a managing unit in the disk drive • Therefore, the disk 

array device can prevent data fragmentation, suppressing 

occurrence of a large delay in response more. 

According to a forty-first aspect, in the thirty-eighth 

aspect, 

the reassignment part transmits a reassign block specifying 

a logical address block of the defective recording area to the 

disk drive for reassignment; and 

the disk drive assigns a physical address with which the 

time required for read or write operation is within the 

predetermined range to a logical address specified by the reassign 

block transmitted from the reassignment part as the alternate 

recording area. 

In the forty-first aspect, the disk drive assigns a physical 

address in which the time required for read or write operation 

is within a predetermined range as the alternate recording area 

to the physical address on which reassign processing is to be 

performed.     Therefore,   the   disk   array   device   can suppress 



occurrence of a large delay in response, allowing input/output 

of data in real time. 

According to a forty-second aspect, in the thirty-eighth 

aspect, 

when the read/write control part requests the disk drive to read 

the data, and the recording area of the data is defective, 

the data recorded in the defective recording area is 

recovered based on predetermined parity and other data; and 

the read/write control part specifies the assigned 

alternate recording area, and requests the disk drive to write 

the recovered data. 

According to a forty-third aspect, in the thirty-eighth 

aspect, 

when the read/write control part requests the disk drive 

to write data and the recording area of the data is defective, 

the read/write control part specifies the assigned 

alternate recording area, and the requests again the disk drive 

to write the data. 

When the disk drive assigns an alternate recording area to 

one recording area, the data recorded thereon might be impaired. 

Therefore, in the forty-second or forty-third aspect, the 

read/write control part requests the disk array to write the data 

recovered based on the parity or other data, or specifies the 

alternate recording area to request again the disk array to write 

the   data.      Therefore,   the   disk   array   device   can maintain 



consistency before and after assignment of the alternate 

recording area. 

A forty-fourth aspect of the present Invention Is directed 

to a reassignment method of assigning an alternate area to a 

defective recording area of data; comprising the steps of: 

transmitting an I/O request for requesting the disk drive 

to read or write operation by specifying a recording area of the 

data according to a request from outside; and 

when the I/O request Is transmitted In the transmission step, 

calculating an elapsed time from a predetermined time as a delay 

time and determining whether the recording area specified by the 

I/O request is defective or not based on the delay time; wherein 

when the recording area is defective in the determination 

step, the disk drive is instructed to assign the alternate 

recording area to the defective recording area. 

A forty-fifth aspect of the present invention is directed 

to A reassignment method of assigning an alternate recording area 

to a defective recording area of data, comprising the steps of: 

transmitting an I/O request for requesting the disk drive 

to read or write operation by specifying a recording area of the 

data according to a request from outside; and 

when the recording area specified by the I/O request 

transmitted in the transmission step is defective, instructing 

the disk drive to assign the alternate recording area to the 

defective recording area, wherein 
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in the instructing step, the disk drive is instructed to 

assign the recording area with which time required for read or 

write operation is within a predetermined range as the alternate 

recording area. 

A forty-sixth aspect of the present invention is directed 

to a disk array device which assigns an alternate recording area 

to a defective recording area of data; comprising: 

a read/write control part for transmitting an I/O request 

for requesting read or write operation by specifying a recording 

area of the data according to a request from outside; 

a disk drive, when receiving the I/O request from the 

read/write control part, accessing to the recording area 

specified by the I/O request and reading or writing the data; 

a reassignment part, when receiving the I/O request from 

the read/write control part, calculating an elapsed time from a 

predetermined process start time as a delay time, and determining 

whether the recording area specified by the I/O request is 

defective or not based on the delay time; 

a first storage part storing an address of the alternate 

recording area previously reserved in the disk drive as alternate 

recording area information; and 

a second storage part storing address information of the 

alternate recording area assigned to the defective recording 

area; wherein 

when determining  that  the  specified recording area is 



defective, the reassignment part assigns the alternate recording 

area to the defective recording area based on the alternate 

recording area information stored in the first storage part, and 

stores the address information on the assigned alternate 

recording area in the second storage part, and 

the read/write control part generates the I/O request based 

on the address information stored in the second storage part. 

In the forty-sixth aspect, the reassignment part determines 

whether the recording area is defective or not based on the delay 

time calculated from a predetermined process start time. 

Therefore, when a delay in the response returned from the disk 

drive is large, the reassignment part determines that the 

recording area being accessed for reading is defective, assigning 

an alternate recording area. This allows the disk array device 

to input and output data in real time, while suppressing 

occurrence of a large delay in response* 

According to a forty-^seventh aspect, in the forty-sixth 

aspect, 

the reassignment part assigns the alternate recording area 

to the defective recording area only when determining 

successively a predetermined number of times that the recording 

area is defective. 

According to a forty-eighth aspect, in the forty-sixth 

aspect, 

the predetermined process start time is a time when the I/O 



request is transmitted from the read/write control part. 

According to a forty-ninth aspect, in the forty-sixth 

aspect, 

the predetermined process start time is a time when the I/O 

request transmitted from the read/write control part is started 

to be processed in the disk drive. 

According to a fiftieth aspect, in the forty-sixth aspect, 

the reassignment part further instructs the disk drive to 

terminate the read or write operation requested by the I/O request 

when detecting that the recording area of the data is defective. 

According to a fifty-first aspect, in the forty-sixth 

aspect, 

the first storage part stores a recording area with which 

overhead in the disk drive is within a predetermined range as the 

alternate recording area. 

In the fifty-first aspect, the first storage part manages 

the alternate recording areas in which the time required for read 

or write operation in the disk drive is within a predetermined 

range. Therefore, the data recorded on the alternate recording 

area assigned by the reassignment part is inputted/outputted 

always with a short delay in response. The disk array device thus 

can input and output data in real time, while suppressing 

occurrence of a large delay in response. Furthermore, the 

predetermined range is easily selected based on overhead, which 

is a known parameter.   Therefore, the design of the disk array 

46 



device can be more simplified. 

According to a fifty-second aspect, in the fifty-first 

aspect, 

the first storage part further stores the alternate 

recording area by a unit of a size of the data requested by the 

I/O request. 

In the fifty-second aspect, since the first storage part 

manages the alternate recording areas in a unit of the requested 

data, the alternate recording area to be assigned is equal to the 

requested data in size. Therefore, the reassignment part can 

instruct reassignment with simple processing of selecting an 

alternate recording area from the first storage part. 

According to a fifty-third aspect, in the fifty-second 

aspect, 

whether the overhead is within the predetermined range or 

not is determined for the recording areas other than the alternate 

recording area by the unit, and 

the reassignment part assigns the alternate area to the 

recording area in which the overhead is not within the 

predetermined range. 

In the fifty-third aspect, the reassignment part instructs 

assignment of an alternate recording area to the defective 

recording area at the timing other than that determined based on 

the delay time. The disk array device thus can input and output 

data more effectively in real time, while suppressing occurrence 
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of a large delay in response. Furthermore, the predetermined 

range is easily selected based on overhead, which is a known 

parameter. Therefore, the design of the disk array device can 

be more simplified. 

According to a fifty-fourth aspect,  in the forty-sixth 

aspect, 

the address information stored in the second storage pctrt 

is recorded in the disk drive. 

In the fifty-fourth aspect, with the address managing 

information recorded on the disk drive, the second storage part 

is not required to manage the address information when the power 

to the disk array device is off. That is, the second storage part 

is not required to be constructed by a non-volatile storage device, 

which is expensive, but can be constructed by a volatile storage 

device at a low cost. 

According to a fifty-fifth aspect, in the fifty-fourth 

aspect,  the disk array device further comprises: 

a non-volatile storage device storing an address of a 

recording area of the address information in the disk drive. 

In the fifty-fifth aspect, since the non-volatile storage 

device stores the address information, even when a defect occurs 

the storage area of the address information in the disk drive, 

the address information is secured. It is thus possible to 

provide a disk array device with a high level of security. 

According  to  a fifty-sixth aspect,   in  the forty-sixth 
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aspect, the disk array device further comprises: 

a plurality of disk drives Including data recording disks 

device and a spare disk drive; and 

a count part counting a used amount or remaining amount of 

alternate recording area, wherein 

the reassignment part determines whether to copy the data 

recorded In the data recording disk drives to the spare disk drive 

based on a count value In a count part, thereby allowing the spare 

disk drive to be used Instead of the data recording disk drive • 

In the fifty-sixth aspect, when there are shortages of 

alternate recording areas In the disk drive for recording data, 

a spare disk drive Is used. Therefore, there occurs no shortage 

of alternate recording areas for reassignment at any time. The 

disk array device thus can input and output data more effectively 

in real time, while suppressing occurrence of a large delay in 

response. 

A fifty-seventh aspect of the present invention is directed 

to a reassignment method of assigning an alternate recording area 

to a defective recording area of data, comprising the steps of: 

transmitting an I/O request for requesting read or write 

operation by specifying a recording area of the data; and 

when the recording area specified by the I/O request 

transmitted in the transmission step is defective, assigning the 

alternate recording area to the defective recording area, wherein 

in the assign step. 



when the specified recording area is defective, the 

alternate recording area is selected for the defective recording 

area by referring to alternate recording area information for 

managing an address of the alternate recording area previously 

reserved in the disk drive, the selected alternate recording area 

is assigned to the defective recording area, and further address 

information for managing an address of the assigned alternate 

recording area is created; and 

in the transmission step, the I/O request is generated based 

on the address information created in the assign step. 

According to a fifty-eighth aspect, in the fifty-seventh 

aspect, 

in the assign step, when the I/O request is trcuismitted, 

an elapsed time from a predetermined process start time is 

calculated as a delay time, and it is determined whether the 

recording area specified by the I/O request is defective or not 

based on the delay time. 

These and other objects, features, aspects and advantages 

of the present invention will become more apparent from the 

following detailed description of the present invention when 

taken in conjunction with the accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagreun showing the structure of a disk 

array device according to a first embodiment  of  the present 
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invention; 

FIG. 2 is a diagram showing the detailed structure of buffer 

memories 3A to 3D,  3P and 3R shown in FIG. 1; 

FIGS. 3a and 3b are conceptual diagrams showing parity 

groups; 

FIGS. 4a and 4b are flow charts showing the procedure 

executed by a controller 7 according to the first embodiment; 

FIGS. 5a and 5b are diagrams illustrating one technical 

effect of the disk array device shown in FIG. 1; 

FIGS. 6a and 6b are diagrams illustrating change in reading 

order in disk drives 5A to 5D and 5P shown in FIG. 1; 

FIGS. 7a and 7b are diagrams illustrating another technical 

effect of the disk array device shown in FIG. 1; 

FIGS. 8a and 8b are flow charts illustrating the procedure 

of the controller 7 according to a second embodiment of the present 

invention; 

FIG. 9 is a diagram showing an issue time table 71 in the 

controller 7; 

FIGS. 10a and 10b are diagrams illustrating one technical 

effect of the second embodiment; 

FIG. 11 is a block diagram showing the structure of a disk 

array device according to a third embodiment of the present 

invention; 

FIGS. 12a and 12b are flow charts showing the procedure of 

the controller 7 shown in FIG. 11; 



FIGS. 13a and 13b are diagrams illustrating a probability 

distribution curve f(t) and a time margin t„^GiN? 

FIG. 14a is a diagrcun illustrating a case in which four data 

blocks are stored in step S44 of FIG. 12; 

FIG. 14b is a diagram illustrating a case in which a first 

timer 72 is timed-out in step S45 of FIG. 12; 

FIG. 15 is a block diagram showing the structure of a disk 

array device according to a fourth embodiment of the present 

invention; 

FIG. 16 is a flow chart to be executed by the controller 

7 shown in FIG.  15 at reading processing; 

FIG. 17 is a reservation table 73 to be created by the 

controller 7 shown in FIG. 15 in a recording area therein; 

FIG. 18 is a diagram illustrating a specific example of 

reading processing in the disk array device shown in FIG. 15; 

FIG. 19 is a block diagram showing the structure of a disk 

array device according to a fifth embodiment of the present 

invention; 

FIG. 20 a conceptual diagram showing data blocks and 

redundant data distributed across the disk drives 5A to 5D and 

5P shown in FIG- 19; 

FIG. 21 is a flow chart showing the procedure of the 

controller 7 shown in FIG. 19; 

FIG. 22 is a diagram showing a faulty block table 75 to be 

created by the controller 7 shown in FIG. 19 in a recording area 
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therein; 

FIGS. 23a and 23b are diagrams illustrating one technical 

effect of the fifth embodiment; 

FIG. 24 is a block diagram showing the structure of a disk 

5 array device according to a sixth embodiment of the present 

invention; 

FIG. 25 is a diagram showing a first table 91 being managed 

by a first table storage part 9 shown in FIG. 24; 

FIG. 26 is a flow chart illustrating the procedure of the 

10    controller 7 after the arrival of a first read request; 

FIG. 27 is a diagram showing a second table 10 being managed 

by a second table storage part 10 shown in FIG. 24; 

FIG.   28  is  ;a flow chart  showing the procedure of the 

controller 7 after the arrival of one read response; 

15 FIG. 29 is a block diagram showing the detailed structure 

of SCSI interfaces 4A to 4D and 4P shown in FIG. 24 and a 

reassignment part 8; 

FIG.   30  is  a flow chart  showing the procedure of the 

reassignment   part   8   after   the   arrival   of   a transmission 

20 notification; 

FIG. 31 is a diagram illustrating a first list 82 and a second 

list 83 shown in FIG. 29; 

FIG.    32   is   a   flow   chart   showing   the   procedure of 

reassignment to be executed by the reassignment part 8 shown in 

25     FIG. 24; 



FIG. 33 Is a flow chart showing the procedure of the 

reassignment part 8 after the arrival of a receive notification; 

FIG. 34 Is a flow chart showing the procedure of the 

reassignment part 8 after the arrival of a read termination 

5    request; 

FIG. 35 Is a block diagram showing the structure of a disk 

array device according to a seventh embodiment of the present 

Invention; 

FIG. 36 Is a flow chart showing the procedure of the 

10    controller 7 after the arrival of a first read request; 

FIG. 37 Is a flow chart showing the procedure of the 

controller 7 after a REASSIGN-COMPLETED notification; 

FIG. 38 Is a flow chart showing the procedure of the 

controller 7 after the arrival of a REASSIGN-COMPLETED 

15 notification; 

FIG. 39 Is a block diagram showing the structure of a disk 

array device according to an eighth embodiment of the present 

Invention; 

FIG. 40   Is a block diagram showing the detailed structure 

20    of a queue managing part 34, a request selection part 35, and a 

disk Interface 36 shown In FIG. 39; 

FIG. 41 is a diagram showing the detailed structure of a 

buffer managing part 37 shown In FIG. 39; 

FIG.  42a shows a data format of Identify; 

25 FIG.  43b shows a data format of Slmple_Queue_Tag; 



FIG.  43a shows a data format of Read_10; 

FIG.  43b shows a data format of Write_10 

FIG. 44 is a flow chart showing operation of the disk array 

device when a host device requests writing; 

FIG. 45 is a diagram showing a format of a first process 

request to be generated by a host interface 31; 

FIG. 46 is a diagram showing a format of a first read request 

to be generated by a controller 33; 

FIG. 47 is a flow chart showing the operation of the disk 

array device when the host device requests reading; 

FIG. 48 is a flow chart showing the detailed procedure of 

step S1713 shown in FIG. 47; 

FIG. 49 is a diagram showing management tables 39A to 39D 

stored in a table storage part 39; 

FIG. 50 is a diagram showing types of status to be set in 

the management tables 39A to 39D; 

FIG. 51 is a flow chart showing the overall procedure of 

first reconstruction processing; 

FIG. 52 is a flow chart showing the detailed procedure of 

step S194 shown in FIG. 51; 

FIG. 53 is a flow chart showing the overall procedure of 

second reconstruction processing; 

FIG. 54 is a flow chart showing the detailed procedure of 

step S212 shown in FIG. 53; 

FIG. 55 is a block diagram showing the structure of a disk 
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array device 51 according to a ninth embodiment of the present 

invention; 

FIG. 56 is a flow chart of operation of a read/write 

controller 73; 

FIG. 57 is a flow chart showing operation of a reassignment 

part 75 when receiving a transmission notification; 

FIG. 58 is a flow chart showing the procedure to be steadily 

executed by the reassignment part 75; 

FIG. 59 is a flow chart showing operation of the 

reassignment part 75 when receiving a receive notification; 

FIG. 60 is a diagram illustrating a first list 751 and a 

second list 752; 

FIG. 61 is a diagram showing formats of REASSIGN BLOCKS; 

FIG. 62 is a block diagram showing the structure of a disk 

array device 91 according to a tenth embodiment of the present 

invention; 

FIG. 63 is a diagram illustrating alternate area 

information 1109 stored in a first storage part 1104; 

FIG. 64 is a flow chart showing the procedure to be executed 

by a read/write controller 1102; 

FIG. 65 is a diagram illustrating address information 11110 

stored in a second storage part 1106; 

FIG. 66 is a diagram illustrating the procedure to be 

steadily executed by a reassignment part 1103; 

FIG. 67 is a flow chart showing the procedure after step 



S2713 shown In FIG. 66; 

FIG. 68 is a diagram showing a counter Included In a count 

part 1105; 

FIG. 69 Is a diagram showing a conventional disk array 

5    device adopting the RAID-3 architecture; 

FIGS. 70a and 70b are diagrams Illustrating a method of 

creating redundant data In the conventional disk array device; 

FIGS. 71a and 71b are diagrams Illustrating the problems 

In a first disk array device disclosed In Japanese Patent 

10   . Laylng-Open No.  2-81123; and 

FIGS. 72a and 72b are diagrams Illustrating the problems 

In a second disk array device disclosed In Japanese Patent Laying 

-Open No. 9-69027. 

15     DESCRIPTION OF THE PREFERRED EMBODIMENTS 

(First Embodiment) 

FIG. 1 is a block dlagrcun showing the structure of a disk 

array device according to a first embodiment of the present 

Invention.    In FIG.  1,  the disk array device Includes a host 

20 Interface 1, a selector 2, six buffer memories 3A to 3D, 3P, and 

3R, five SCSI Interfaces 4A to 4D and 4P, five disk drives 5A to 

5D and 5P, a parity calculator 6, and a controller 7. Note that 

the controller 7 Includes an Issue time table 71, which Is not 

used In the first embodiment but required In a second embodiment 

25     and thus described later. 
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FIG. 2 shows a detailed structure of the buffer memories 

3A to 3D, 3P, and 3R In FIG. 1. In FIG. 2, the storage area of 

the buffer memory 3A Is divided Into a plurality of buffer areas 

3Ai, 3A2, 3A3. . . Each of the buffer areas 3A^, 3A^, 3A3. . . has a 

storage capacity (512 bytes. In the first embodiment) for being 

able to store single data block or redundant data. Further, an 

Identifier (generally, a top address of each buffer area) for 

specifying each buffer area Is allocated to each buffer area. 

Each storage area of the other buffer memories 3B to 3D, 

3P, and 3R Is also divided Into a plurality of buffer areas. The 

Identifier Is also allocated to each buffer area as In the same 

manner described for the buffer area 3Ai. 

Referring back to FIG. 1, a host device (not shown) Is placed 

outside the disk array device.   The host device Is connected so 

as to bl-directlonally communicate with the disk array device. 

To write data Into the disk array device, the host device transmits 

a write request and data of 2048 bytes to the disk array device. 

For easy understanding of the first embodiment, assume that the 

data to be transmitted from the host device is 2048 bytes in size. 

The transmission data from the host device is generated, typically, 

by dividing video data by 2048 bytes. 

In response to the write request and data, the RAID starts 

write operation. Since described in detail in Background Art 

section, this write operation is briefly described herein for the 

first embodiment with reference to FIGS. 3a and 3b.   Assume that 
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transmission data D-1 (refer to FIG. 3a) Is Inputted from the host 

device through the host interface 1 to the selector 2 of the disk 

array device. The selector 2 divides the data D-1 Into four, 

generating data blocks D-Al, D-Bl, D-Cl, and D-Dl of 512 bytes 

each. The selector 2 transfers the data block D-Al to the buffer 

memory 3A, the data block D-Bl to the buffer memory 3B, the data 

block D-Cl to the buffer memory 3C, and the data block D-Dl to 

the buffer memory 3D. The buffer memories 3A to 3D store the 

transferred data blocks D-Al to D-Dl, respectively. 

The data blocks D-Al to D-Dl are also sent to the parity 

calculator 6. The parity calculator 6 performs calculation of 

parity described In Background Art section, generating redundant 

data D-Pl of 512 bytes from the data blocks D-Al to D-Dl. The 

redundant data D-Pl Is transferred to the buffer memory 3P, and 

stored therein. 

Now, the buffer memories 3A to 3D store the data blocks D-Al 

to D-Dl, respectively, and the buffer memory 3P stores the 

redundant data D-Pl. These data blocks D-Al to D-Dl and redundant 

data D-Pl are generated based on the same data D-1 of 2048 bytes, 

and therefore belong to the same parity group. As described in 

Background Art section, the parity group is a set of data blocks 

and redundant data generated based on the same data (2048 bytes) 

from the host device. Assume herein that the data blocks D-Al 

to D-Dl and redundant data D-Pl belong to a parity group n. 

A write request is inputted through the host interface 1 
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to the controller 7. In response to the write request, the 

controller 7 assigns storage locations for the currently-created 

parity group n. The storage locations for the data blocks are 

selected from the storage areas in the disk drives 5A to 5D, while 

the storage location for the redundant data is selected from the 

storage areas in the disk drive 5P. The controller 7 notifies 

the SCSI interface 4A of the storage location selected from the 

storage areas in the disk drive 5A. Similarly, the controller 

7 notifies the SCSI interfaces 4B to 4D, and 4P of the storage 

locations selected from the storage areas in the disk drives 5B 

to 5D and 5P, respectively- 

In response to the notification from the controller 7, the 

SCSI Interface 4A fetches the data block D-Al from the buffer 

memory 3A connected thereto, and stores the data block D~A1 in 

the selected storage area (location) in the disk drive 5A. 

Similarly, the other SCSI interfaces 4B to 4D store the data blocks 

D-Bl to D-Dl of the buffer memories 3A to 3D in the selected storage 

areas (locations) in the disk drives 5B to 5D, respectively. The 

SCSI interface 4P stores the redundant data D-Pl of the buffer 

memory 3P in the selected storage area (location) in the disk drive 

5P. 

In the disk array device, the above write operation is 

performed whenever transmission data arrives from the host device. 

As a result, as shown in FIG. 3b, the data blocks and redundant 

data of the same parity group are stored in the disk drives 5A 
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to 5D and 5P. For excunple, for the parity group n (dotted part) , 

the data blocks D-Al, D-Bl, D-Cl, and D-Dl and the redundant data 

D-Pl are generated* The data blocks D-Al, D-Bl, D-Cl, and D- 

Dl are stored in the disk drives 5A to 5D, while the redundant 

data is stored in the disk drive 5P. Also for other parity groups, 

data blocks and redundant data are stored in the disk drives 5A, 

5B,  5C,  5D,  and 5P,  as the parity group n. 

In the above write operation, the redundant data is stored 

only in the disk drive 5P, which is a fixed disk drive. As clear 

from above, the write operation is described based on the RAID-3 

architecture. However, the disk array device according to the 

first embodiment is not restricted to RAID-3, but may be 

constructed according to the RAID-5 architecture. RAID-5 is 

different from RAID-3 in that redundant data is not stored in a 

fixed disk drive, but distributed across disk drives included in 

the disk array device. 

To read data from the disk array device, the host device 

transmits a first read request to the disk array device. The first 

read request includes information specifying storage locations 

of the data. 

In response to the first read request, the disk array device 

starts read operation that is distinctive of the present 

embodiment, which is now described in detail with reference to 

flow charts in FIGS.  4a and 4b. 

The procedure to be executed by the controller 7 when the 
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first read request arrives is now described with reference to FIG. 

4a. The first read request arrives through the host interface 

1 at the controller 7 (step SI). The controller 7 extracts the 

storage locations of the data from the first read request. The 

controller 7 then specifies the storage location of the parity 

group generated based on the storage locations of the data (four 

data blocks and its redundant data). Note that the operation of 

specifying the storage location of the parity group from those 

of the data is known art^ and is defined according to the RAID 

architecture. 

The controller 7 then issues a set of second read requests 

to read the parity group (step S2). Since the parity group is 

distributed over the disk drives 5A to 5D and 5P in the first 

embodiment, the controller 7 issues five second read requests. 

The second read requests are respectively transmitted to the 

corresponding SCSI interfaces 4A to 4D and 4P. 

The second read request to the SCSI interface 4A specifies 

the storage location of the data block in the disk drive 5A, and 

similarly, the second read requests to the SCSI interfaces 4B to 

4D specify the storage locations of the data blocks in the disk 

drive 5B to 5D, respectively. Further, the second read request 

to the SCSI interface 5P specifies the storage location of the 

redundant data in the disk drive 5P. 

The disk drive 5A receives the second read request through 

the SCSI interface 4A,  and then reads the data block from the 



storage location specified by the second read request. The read 

data block is transmitted to the SCSI interface 4A. The second 

read request specifies not only the storage location of the disk 

drive 5A but that of the buffer memory 3A. More specifically, 

the second read request specifies the buffer memory area (refer 

to FIG. 2) included in the buffer memory 3A in which the read data 

block is to be stored. The SCSI interface 4A stores the data block 

read from the disk drive 5A in any one of the buffer areas SA^, 

3A2, 3A3. . .specified by the second read request. After the data 

block of 512 bytes is stored in the buffer area 3Ai (i is a natural 

number), the buffer memory 3A sends a first READ-COMPLETED' to 

the controller 7 to notify that the read operation from the disk 

drive 5A has been completed. 

Similarly, the disk drives 5B to 5D each start reading the 

data block in response to the second request sent through the 

corresponding SCSI interfaces 4B to 4D. The data blocks read from 

the disk drives 5B to 5D are stored through the SCSI interfaces 

43 to 4D in the buffer areas 33^ to 3D^, respectively. Then, the 

buffer memories 33 to 3D each transmit a first READ-COMPLETED to 

the controller 7 to notify that the read operation from the disk 

drives 53 to 5D has been completed. 

Also, the disk drive 5P starts reading the redundant data 

after receiving the second read request from the SCSI interface 

4P. The read redundant data is stored through the SCSI interface 

4P in the buffer area 3Pi.   After the redundant data is stored 



in the buffer area SP^, the buffer memory 3P transmits a first 

READ-COMPLETED to the controller 7 to notify that the read 

operation from the disk drive 5P is completed. 

Note that, in most cases, the first READ-COMPLETED's from 

the buffer memories 3A to 3D and 3P arrive at the controller 7 

at different times. For example, when reading from the disk drive 

5A takes a long time, the first .READ-COMPLETED arrives at the 

controller 7 later than the signals from the other disk drives. 

As clear from the above, the first READ - COMPLETED' s arrive at the 

controller 7 in the order in which the reading from the disk drives 

5A to 5D and 5P has been completed. 

Referring to FIG. 4b, described next is the procedure to 

be executed by the controller 7 after four first READ-COMPLETED's 

arrive. When receiving four first READ-COMPLETED's (step Sll), 

the controller 7 advances to step S12 without waiting for the 

remaining first READ-COMPLETED. That is, the controller 7 

determines that reading from any four of the disk drives 5A to 

5D has been completed, and that reading from the remaining disk 

drive is delayed. 

The controller 7 then specifies the buffer memory (any one 

of the buffer memories 3A to 3D and 3P) which has not yet sent 

a first READ-COMPLETED to distinguish the disk drive (any one of 

the disk drives 5A to 5D and 5P) in which reading has not yet been 

completed. The controller 7 issues a read-termination command 

to forcefully terminate the reading being executed from the disk 



drive (step S12). The read-termination command is sent to the 

disk drive which has not completed reading through the SCSI 

interface connected thereto, thereby terminating the reading. 

After step S12, the controller 7 determines whether 

calculation of parity is required or not (step S13). At this time, 

the controller 7 has received the first READ-COMPLETED' s from four 

of the buffer memories 3A to 3D, and 3P. Here, assume that the 

controller 7 has received the first READ-COMPLETED's from the 

buffer memories 3A to 3D. In this case, four data blocks are 

stored in the buffer memories 3A to 3D, and therefore the 

controller 7 determines that the data requested from the host 

device can be transmitted. Therefore, the controller 7 

determines that calculation of parity is not required, and the 

procedure directly advances from step S13 to step S16. 

Consider next a case where the controller 7 receives the 

first READ-COMPLETED from the buffer memory 3P. In this case, 

the redundant data and three data blocks are stored in the disk 

drive 5P and three of the disk drive, but one data block has not 

yet been read. The controller 7 therefore determines that the 

data required by the host device cannot be transmitted until the 

unread data block is recovered. The controller 7 then advances 

from step S13 to step S14, producing an recovery instruction to 

request the parity calculator 6 to operate calculation of parity 

(step S14). 

In   response   to   the   recovery   instruction,   the parity 



calculator 6 fetches the redundant data and three data blocks from 

the buffer memory area SP^ and three buffer memory areas (any of 

three buffer areas SAj to 30^) which store these data blocks. The 

parity calculator 6 operates calculation of parity as described 

in Background Art section to recover the unread data block from 

the redundant data and three data blocks. The recovered data 

block is stored in 

a buffer memory area SR^ in the buffer memory 3R. When the 

calculation of parity ends, the parity calculator 6 issues a 

recovery-completed signal indicating end of calculation of patrity, 

and transmits the to the controller 7. When receiving the 

recovery-complete signal (step S15) , the controller 7 determines 

that four data blocks are stored in the buffer memory areas and 

that the data requested from the host device can be transmitted. 

The procedure then advances to step S16. 

In step S16, the controller 7 generates a "second READ- 

COMPLETED", and transmits the same to the selector 2. The second 

READ-COMPLETED specifies four buffer memory areas storing the 

data blocks. In response to the second READ-COMPLETED, the 

selector 2 sequentially selects the specified buffer memory areas, 

and sequentially reads the four data blocks therefrom. The 

selector 2 further assembles data of 2048 bytes out of the read 

four data blocks. The assembled data is transmitted through the 

host interface 1 to the host device. 

Described next is a specific excunple of the above described 



read processing of the disk array device of the present Invention. 

Here, assume that the host device requests reading of data from 

the parity group n and then a parity group (n+1) as shown In FIG. 

3b. FIG. 5a Is a schematic dlagreun showing read timing of the 

parity groups n and (n+l) In a time axis. 

The controller 7 first Issues a set of second read requests 

to read the parity group n, and then another set of second read 

requests to read the parity group (n+l) (step S2 In FIG. 4a) . As 

shown In FIG. 5a, as shown by dotted parts, the disk drive 5D first 

starts reading of the data block. Then the disk drives 5C, 5A, 

5P, and then 5B, In this order, start reading the data block or 

redundant data. Before the lapse of a time t^, the disk drives 

5C, 5A, and 5P have completed the reading. The disk drive 53 Is 

the fourth which completes reading, at the time t^. However, 

reading by the disk drive 5D Is delayed, and being continued after 

the time t^. 

Therefore, Immediately after the time t^, four first 

READ-COMPLETED's from the buffer memories 3A, 3B, 3C, and 3P 

arrive at the controller 7 (step Sll In FIG. 4b) . The controller 

7 Issues a read-termination command to the disk drive 5D which 

does not complete reading (step S12). In response to the 

read-termination command, the disk drive 5D terminates the 

reading, as shown In FIG.  5a by X in solid lines. 

The controller 7 then executes steps S13 to S16 of FIG. 4b, 

as described above. 
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Referring back to FIG. 5a, at a time tj after the time tj, 

the disk drive 5D starts reading the data block of the parity group 

(n+1) (refer to a vertically-lined part). Before the time t^, 

the disk drives 5A, 5C, and 5P have already started reading. The 

disk drive 5B starts reading slightly after the time tj. By a 

time t3 after the time tj, the disk drives 5C, 5D, 5A, and 5P have 

completed reading. Therefore, this time, the reading of the disk 

5B is forcefully terminated by a read-termination command from 

the controller 7,  as shown by X in broken lines. 

As evident from the above specific example, in the disk 

array device of the present invention, when four data blocks are 

stored in the buffer memory areas, the redundant data is not 

required. When three data blocks and redundant data are stored, 

the remaining one data block is not required. The disk array 

device issues a read-termination command to the disk drive which 

is reading the unnecessary data block to forcefully terminate the 

reading (step S12 of FIG. 46) , which is distinctive of the present 

disk array device. 

To highlight the distinctive characteristics of the present 

disk array device, described next is read operation by a disk array 

device which does not execute step S12 of FIG. 4b (hereinafter 

referred to as no-termination disk array device), with reference 

to FIG. 5b. FIG. 5b is a schematic diagram showing read timing 

of the parity groups n and (n+1) in a time axis in the no- 

termination array disk device.   The conditions in FIG. 5b are the 
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scune as those in FIG. 5a except that the no-termination disk array- 

device does not execute step S12 of FIG.  4b.   The host device 

requests data reading from the parity group n, and then the parity 

group (n+1), under the same conditions as described above. 

5 The controller 7 issues a set of second read requests in 

the order in which the first read requests arrive to read data 

from the parity groups n and (n+1). As shown in FIG. 5b, like 

in FIG. 5a, reading of the data blocks or redundant data starts 

in the order as the disk drives 5D, 5C, 5A, 5P, and 5B.    The disk 

10 drives 5C, 5A, 5P, and 5B have completed reading by the time t^, 

as is the s€une in the FIG. 5a, while the disk drive 5D continues 

reading. Without read-termination command, reading of the disk 

drive 5D is not forcefully terminated immediately after the time 

ti , ending at a time t^ long after the time t^.   Note that the data 

15 of the parity group n can be transmitted to the host device at 

the time t^, as in FIG. 5a. 

By the time t^, the disk drives 5A, 5B, 5C, and 5P have already 

started reading of the data blocks and redundant data of the parity 

group (n+l).   The disk drive 5D, however, starts reading of the 

20 data block of the parity group (n+l) at a time tg after the time 

t4. The disk drives 5C, 5A, 5P have completed reading by the time 

tg, and the disk drive 5B completes reading at time t^. Thus, the 

data of the parity group (n+l) is transmitted immediately after 

the time t^. 

25 In FIG.   5a and FIG.   5b, with three data blocks and the 



redundant data at the time t^, the data block stored in the disk 

drive 5D can be recovered, and thus the data of the parity group 

n can be transmitted to the host device without requiring reading 

from the disk drive 5D. 

Therefore, as shown in FIG. 5a, the disk array device of 

the present invention forcefully terminates reading from the disk 

drive 5D immediately after the time ti, allowing the disk drive 

5D to read the data block of the parity group (n+1) in short order. 

On the other hand, as shown in FIG. 5b, the no-termination disk 

array device does not terminate unnecessary reading from the disk 

drive 5D after the time t^ until the time t4. Due to this time 

for unnecessary reading, as shown in FIG. 5b, reading data of the 

parity group (n+1) is delayed. 

As described above, the disk array device of the present 

invention terminates incomplete reading of the disk drive, 

allowing the disk drive to start another reading in short order 

without continuing unnecessary reading. A reading delay does not 

affect subsequent reading. 

Further, in FIG. 5a, since the disk drive 5D starts reading 

the data block at time tj, the disk array device can transmit the 

data of the parity group (n+1) to the host device immediately after 

the time t3. Therefore, the disk array device can transmit the 

required two pieces of data (parity groups n and (n+1)) to the 

host device immediately after the time tj. On the other hand, 

in FIG. 5b, the disk drive 5D starts reading as late as at the 
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time tg. This delayed reading affects subsequent reading such 

that the no-termination disk array device cannot transmit the data 

of the parity group (n+1) at the time tj, and thus cannot transmit 

the required two pieces of data (parity groups n and (n+1)) to 

the host device at the time tj. 

As clear from above, according to the disk array device of 

the present invention, the volume of data read from the whole the 

disk drives 5A to 5P (so-called disk array) per unit of time 

increases. Therefore, the present disk array device can 

continuously transmit data to the host device. As a result, video 

data being replayed at the host device less tends to be 

interrupted. 

In some cases, a disk drive of a type shown in FIGS. 6a and 

6b are used for the disk drives 5A to 5D and 5P of the first 

embodiment. FIG. 6a shows physical recording positions of the 

data blocks or redundant data of the parity group n to (n+4) in 

any one of the disk drives . In FIG. 6a, the data block or redundant 

data of the parity group n is recorded on a track at the most inner 

radius of the disk. Further, the data block or redundant data 

of the parity group (n+2) is recorded on a track, then the parity 

groups (n+4), (n+1), and (n+3), in the direction of the outer 

radius of the disk. 

Consider that the controller 7 issues second read requests 

for reading the data block or redundant data to the disk drive 

of FIG. 6a in the order as the parity groups n, (n+1), (n+2), (n+3). 



and (n+4). The disk drive of FIG. 6a executes reading so as to 

shorten a seek distance of a read head without reading in the order 

in which the second read requests arrive. For example, the disk 

drive changes the order of reading so that the read head moves 

linearly from the inner to outer radius of the disk. As a result, 

the data blocks and redundant are read in the order as the parity 

groups n, (n+2), (n+4), (n+1), and (n+3). The disk drive thus 

can efficiently read more data blocks and redundant data per unit 

of time. 

Described next is reading processing of the present disk 

array device when the above disk drive which changes the order 

of reading is used for all or part of the disk drives 5A to 5D 

and 5P shown in FIG. 1. Here, assume that the host device requests 

data reading in the order as the parity groups n, (n+1), (n+2), 

{n+3), and (n+4) shown in FIG. 3b. FIG. 7 is a schematic diagram 

showing read timing of the parity groups n to (n+4) in a time eixis 

in the disk array device of the present invention. 

First, the controller 7 issues second read requests as in 

the requested order. Therefore, the second read requests arrive 

in each of the disk drives 5A to 5D and 5P in the order as the 

parity groups n, (n+1), (n+2) , (n+3), and (n+4). The disk drives 

5A to 5D and 5P, however, determine the order of reading 

independently, and thus the actual reading order in each disk 

drive is not necessarily be equal to the requested order and may 

be different from one another.   Furthermore, in FIG. 7a, the disk 



drives 5A, 5B, and 5P have completed reading the data blocks and 

redundant data of the parity group (n+2) by a time t^ and the disk 

drive 5D completes reading the data block of the same parity group 

at the time t^ (refer to hatched parts), while the disk drive 5C 

completes reading the data block of the parity group (n+4) at the 

time t, (refer to a horizontally-lined part). In this case, the 

controller 7 receives the fourth first READ-COMPLETED for the 

parity group (n+2) immediately after the time t^ (step Sll of FIG. 

4b). Therefore, a read termination command is sent to the disk 

drive 5C (step S12), which therefore does not read the data block 

of the parity group (n+2). 

Similarly, the disk drives 5A, 5B, 5C and 5P have completed 

reading of the data blocks and redundant data of the parity group 

(n+4) by a time tg (refer to vertically-lined parts). In this 

case, the controller 7 issues a read termination command for the 

parity group (n+4) immediately after the time t^ to the disk drive 

5D. The disk drive 5D therefore does not read the data block of 

the parity group (n+4). 

To highlight the distinctive characteristics of the present 

disk array device, described next is read operation by a disk array 

device which does not execute step S12 of FIG. 4b, with reference 

to FIG. 7b. FIG. 7b is a schematic diagram showing read timing 

of the parity groups n to (n+4) in a time axis in the disk array 

device. The conditions in FIG. 7b is the same as those in FIG. 

7a except that the disk array device does not execute step S12 



of FIG. 4b. The host device requests data reading from the parity 

groups n, (n+1), (n+2). (n+3) and then (n+4) sequentially in this 

order under the seune conditions as described above. 

The disk drives 5A to 5D and 5P determine the reading order 

independently from one another. In FIG. 7(b). as in FIG. 7(a), 

the disk drive 5A, 5B, 5D and 5P have completed reading the data 

blocks and redundant data of the parity group (n+2) by the time 

t^. The disk drive 5C, however, has not yet started reading the 

data block of the parity group (n+2) by the time t,. In the 

no-termination disk array device as shown in FIG. 7b, the disk 

drive 5C is not provided with a read termination command, and 

therefore will start reading the data block of the parity group 

(n+2) in the course of time. This reading, however, is not 

necessary and a waste of time because the data block of the parity 

group (n+2) recorded in the disk drive 5C can be recovered at the 

time t,. 

Similarly, the disk drives 5A, 5B, 5C and 5P have completed 

reading the data blocks and redundant data of the parity group 

(n+4) by the time tg. The disk drive 5D, however, has not yet 

started reading the data block of the parity group (n+4) , and will 

start the reading in the course of time. This reading is also 

unnecessary and a waste of time. 

As clear from the above, when a data block becomes in a state 

of being recoverable, the disk array device of the present 

invention sends a read termination command to the disk drive which 
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has not yet started reading the data block. In response to the 

read termination cbnimand, the disk device will not start 

unnecessary reading, and but starts only necessary reading. 

Therefore, the present disk array device can quickly transmit the 

requested data to the host device. In FIG. 7a, four pieces of 

data of the parity groups n, (n+2), (n+4), and (n+1) can be 

transmitted to the host device at a time t,. On the other hand. 

In FIG. 7b, with unnecessary reading by the disk drives 5C and 

5D, only three pieces of data n, (n+2 ) , and ( n+4) can be transmitted 

at the time t^. 

As clear from above, according to the disk array device of 

the present Invention, the volume of data to be read per unit of 

time Increases, and data can be continuously transmitted to the 

host device. As a result, video data being replayed at the host 

device   less tends to be Interrupted. 

The disk drive shown In FIG. 6a and 6b does not process the 

second read requests In the arrival order but changes the reading 

order. In the disk drive, therefore, a plurality of second read 

requests may wait to be processed. Further, as evident from above, 

the controller 7 may cancel the second read request which waits 

to be processed, but cannot terminate a specific second read 

request waiting to be processed in some cases. In this case, the 

controller 7 once terminates the entire processing of the second 

read requests In the disk drives, and then Issues new second read 

requests except the request to be terminated.   The controller 7 



thus can cancel the specific second read request.. 

(Second Embodiment) 

Described next Is a disk array device according to a second 

5 embodiment of the present Invention, The configuration of the 

disk array device Is the same as that shown In FIG. 1. For clear 

understanding of technical effects of the second embodiment, any 

of the disk drives 5A to 5D and 5P does not execute reading In 

the arrival order but changes the reading order so as to shorten 

10 the seek distance (the distance required for seeking) of the read 

head as In FIG. 6b. 

The disk array device of the second embodiment performs 

write operation as described In the first embodiment whenever 

transmission data from the host device arrives.   To read data from 

15 the disk array device, the host device transmits a first read 

request specifying storage locations of the data to the disk array 

device. 

In response to the first read request, the disk array device 

starts   read   operation   that   Is   distinctive   of   the present 

20 embodiment, which Is now described In detail with reference to 

flow charts In FIGS. 8a and 8b. Since the flow chart In FIG. 8a 

partially Includes the same steps as those In FIG. 4a, the steps 

In FIG. 8a are provided with the same step numbers as those In 

FIG.  4a and their description Is simplified herein. 

25 In response to the first read request, the controller 7 
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issues a set of second read requests (steps SI and S2). The 

controller 7 then creates an Issue time table 71 as shown in FIG. 

9 in its storage area (step S21). As described in the first 

embodiment, the second read requests sent to the SCSI interfaces 

4A to 4D and 4P indicate the buffer memory areas SA^ to 30^ and 

(refer to FIG. 2) in which the data blocks or redundant data 

from the disk drives 5A to 5D and 5P are to be stored, respectively. 

The issue time table 71 includes the buffer memory areas SA^ to 

3Di and SP^ in which the data blocks and redundant data of the parity 

group to be read are stored, and also an issue time tj^sim when 

the controller 7 issued the second read requests. 

The controller 7 executes processing as described in the 

first embodiment (refer to FIG. 4b) to transmit the data requested 

by the host device. Since the processing when four first 

READ-COMPLETED's arrive does not directly relate to the subject 

of the second embodiment, its description is omitted herein. 

The controller 7 previously stores a limit time T^IMIT by which 

four first READ-COMPLETED's have to have arrived from the issue 

time tjssuE- By the limit time T^IMIT, at least four disk drives are 

supposed to have completed reading after the second read requests 

are Issued. If any two of the disk drives 5A to 5D and 5P have 

not completed reading by the limit time T^IMIT* transmission of the 

data requested by the host device is delayed, causing interruption 

of the video being replayed at the host device. 

As described in the first embodiment, the disk array device 



tries to read the data blocks and redundant data'from the five 

disk drives 5A to 5D and 5P. The disk array device^ however, can 

transmit the data requested to be read to the host device when 

four data blocks, or three data blocks and the redundant data are 

stored in the buffer memories. Therefore, the data transmission 

to the host device is not delayed if at least four disk drives 

have completed reading before the limit time T^IMIT elapses. 

On the contrary, if two disk drives have not completed 

reading by the limit time TH„XT* the data transmission to the host 

device is totally delayed, and reading by the other three disk 

drives goes to waste. To avoid such waste of reading, the 

controller 7 executes processing according to a flow chart shown 

in FIG. 8b. 

The controller 7 first determines whether four first 

READ-COMPLETED's have arrived by the limit time T^IMIT (step S31) . 

In step 31, the controller 7 obtains a present time tp^E from a 

time-of-day clock therein at predetermined timing, and selects 

the issue time t^gg^ in the issue time table 71 shown in FIG. 9. 

The controller 7 previously stores the limit time TI^I„IT as 

described above. When (tp^E - t^ssxm) > Ti.i„„ is satisfied, the 

controller 7 fetches the information on the buffer memory areas 

3Ai to 3Di and 3Pi corresponding to the selected issue time tissuE 

from the issue tdime table 71 (refer to FIG. 9) . As described above, 

each first READ-COMPLETED includes information on the buffer 

memory area in which the data block or redundant data is stored. 
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When a first READ-COMPLETED arrives, the controller 7 extracts 

the information on the buffer memory areas included in the first 

READ-COMPLETED, and stores the same therein. 

The controller 7 then compares the information on the buffer 

memory areas fetched from the issue time table 71 with the 

information on the buffer memory area extracted from the first 

READ-COMPLETED which has arrived at the controller 7. The 

comparison results allow the controller 7 to determine whether 

four first READ - COMPLETED' s have arrived by the limit time T^IMIT 

or not. 

In step S31, if four first READ - COMPLETED' s have arrived 

by the limit time TI.I„IT* the controller 7 deletes the 

currently-selected issue time table 71 (step S33), and ends the 

processing of FIG. 8b. If four READ-COMPLETED's have not yet 

arrived, the controller 7 specifies one or more disk drives which 

have not completed reading (any of the disk drives 5A to 5D and 

5P) according to the comparison results. The controller 7 issues 

a read termination command to terminate reading of the specified 

disk drives (step S32). In response to the read termination 

command, the specified disk drives terminate the reading 

currently being executed or reading not yet executed. The 

controller 7 then deletes the selected issue time table 71 (step 

S33), and ends the processing. 

Described next is a specific example of read operation of 

the present disk array device with reference to FIG. 10a. Assume 



that the host device requests data reading of the parity groups 

n, (n+1), and then (n-i-2) as shown in FIG. 2b. FIG. 10a is a 

schematic diagreun showing read timing of the parity groups n to 

(n+2) in a time axis in the present array disk device. 

In response to a request from the host device, the 

controller 7 issues a set of second read requests for reading data 

of the parity group n at time a time t^o (refer to FIG. 10a). The 

controller 7 then creates one issue time table 71 of FIG. 9 for 

read operation of the parity group n (step S21 in FIG. 8a) . This 

issue time table 71 is hereinafter referred to as an issue time 

table 71„, for convenience in description. The issue time table 

71„ includes information on the buffer memory areas 3A^, 33^, 30^, 

3Di, and 3?^, and also includes the time t^o as the issue time tjssuE- 

Similarly, second read requests for reading data of the parity 

group (n+1) , and then for the parity group (n+2) are issued after 

the time t^o- The issue time table 71 is created for each of the 

read operations of the parity groups (n+1) and (n+2). 

The second read requests for the parity groups n, (n+1), 

and {n+2) are sent to each of the disk drives 5A to 5D and 5P. 

Each disk drive determines its reading order independently. For 

example, the disk drive 5A tries to read in the order as the parity 

groups n, (n+2), and then (n+1); the disk drive 5B as (n+2), n, 

and then (n+1); the disk drive 5C as (n+2), (n+1), and then n; 

the disk drive 5D as n, (n+2), and then (n+1); and the disk drive 

5P as n, (n+1), arid then (n+2) .   According to these reading orders, 
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as shown in FIG. 10a, the disk drives 5A, 5D and 5P first start 

reading the data blocks and redundant data of the parity group 

n (refer to dotted parts), while the disk drives 5B and 5C start 

reading the parity group (n+2)  (refer to hatched parts). 

Assume that a time t^^ equals to t^o + T^I„IT and (tp^^ - t^ssuE) 

> is satisfied.   At the time t^^, the controller 7 fetches 

the information on the buffer memory areas SA^ to 30^ and 3Pi written 

with the issue time t^ssuE i^io) from the issue time table 71„ (refer 

to FIG. 9) . By the time t^, only the disk drive 5D has completed 

reading of the data block of the parity group n, and therefore 

the controller 7 has received only the first READ-COMPLETED 

specifying the buffer memory area 3Di from the buffer memory 3D. 

The controller 7 thus recognizes that two or more first READ- 

COMPLETED 's have not arrived by the limit time T^^„^^ and that 

reading of the parity group n in the disk drives 5A to 5C and 5P 

has not yet be completed. The controller 7 thus specifies the 

disk drives (in this case, the disk drives 5A to 5C and 5P) which 

are taking too much time to read the data of the parity group n. 

The controller 7 issues a read termination command to the 

specified disk drives 5A to 5C and 5P (step S32 of FIG. 8b) to 

terminate reading of the parity group n. 

Accordingly, the disk drives 5A and 5P terminate reading 

of the parity group n, as shown by X in FIG. 10a immediately after 

the time tj^. As a result, the disk drive 5A starts reading of 

the parity group (n+2) (refer to a hatched part) , while the disk 
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drive 5P starts reading of the parity group (n+1) (refer to a 

vertically-lined part). In response to the read termination 

commands, the disk drive 5B, which was supposed to read the parity 

groups (n+2), n, and then (n+1), does not start reading the parity 

group n, but reading the parity group (n+1) after completing 

reading of the parity group (n+2). Also the disk drive 5C does 

not follow the predetermined reading order, not reading the data 

block of the parity group n. 

As described above, in some cases, the controller 7 of the 

present disk array device detects that two or more data blocks 

of the same parity group, or at least one data block and the 

redundant data of the same parity group are not read within the 

limit time T^IMIT- In this case, the controller 7 specifies the 

disk drives which have not yet completed reading of the parity 

group- The controller 7 then issues a read termination command 

to the specified disk drives to terminate reading. This is the 

characteristic operation of the present disk array device. 

To highlight this distinctive characteristic of the present 

disk array device, described next is read processing by a disk 

array device which does not execute the flow chart of FIG. 8b, 

with reference to FIG. 10b. FIG. 10b is a schematic diagram 

showing read timing of the parity groups n to (n+2) in a time axis 

in the disk array device which does not execute the flow chart 

of FIG. 8b. The conditions in FIG. 10b are the same as those in 

FIG. 10a except that the disk array device does not execute the 
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flow chart of FIG. 8b* The host device requests reading of the 

parity groups n, (n+1), and then (n+2) sequentially In this order 

under the same conditions as described above. 

The controller 7 Issues a set of second read requests for 

reading the parity group n at a time t^o (refer to FIG. 10b). 

Similarly, the controller 7 Issues second read requests for 

reading the parity group (n+1), and then (n+2) after the time t^o- 

The disk drives 5A to 5D and 5P determine their reading order 

Independently. Assume herein that the reading orders are the same 

as described for the disk array device of the second embodiment. 

According to these reading orders, as shown in FIG. 10b, the disk 

drives 5A to 5D and 5P start reading the data blocks and redundant 

data of the parity groups n,  (n+1) and (n+2). 

As described above, the disk array device does not execute 

the processing shown In FIG. 8b. Therefore, the disk drives 5A 

and 5P do not terminate read operation even though they take longer 

time than the limit time t^iMiT to read the parity group n. 

Furthermore, It Is highly possible that the data blocks of the 

parity group n stored in the disk drives 5A and 5P may have a failure. 

Therefore, the disk array device cannot assemble and transmit the 

data of the parity group n. Here, note that, despite that, the 

disk drives 5B and 5C start unnecessary reading of the data block 

of the parity group n. 

As evident from FIGS. 10a and 10b, with execution of the 

processing of FIG. 8b, on realizing that data being read cannot 
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be transmitted to the host device, the disk array device of the 

second embodiment terminates all reading of the parity group. 

Therefore, in the case of FIG. 10a, the disk drives 5A, 5B, 5C, 

and 5P can start reading the next parity group earlier than the 

case of FIG. 10b, thereby terminating unnecessary reading and 

quickly starting the next reading. Further, the disk drives 5B 

and 5C skip reading of the parity group data of which cannot be 

transmitted to the host device, and start reading of the next 

parity group. As a result, the disk array device can read a larger 

volume of data per unit of time, and thus continuously transmit 

data to the host device, allowing video data being replayed at 

the host device to less tend to be interrupted. 

(Third Embodiment) 

In the previous embodiments, the controller 7 immediately 

issues a recovery instruction to the parity calculator 6 after 

three data blocks and the redundant data are stored in the buffer 

memories. However, the calculation of parity requires a large 

amount of arithmetic operation, and the more the number of 

operation of calculation of parity, the more the disk array device 

is loaded. In a disk array device of a third embodiment, the 

controller 7 controls timing of issuing a recovery instruction 

to reduce the number of operation of calculation of parity. 

FIG. 11 is a block diagram showing the disk array device 

according to the third embodiment.   The disk array device of FIG. 
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11 Is different from that of FIG. 1 in that the controller 7 

includes a first timer 72. Since other structures are the same, 

the components in FIG. 11 are provided with the same reference 

numerals as those of FIG. 1 and their description is simplified 

herein. 

The disk array device performs write operation as described 

in the first embodiment whenever transmission data arrives from 

the host device. To read data from the disk array device, the 

host device transmits a first read request specifying storage 

locations of the data to the disk array device. 

In response to the first read request, the disk array device 

starts read operation that is distinctive of the third embodiment, 

which is now described in detail with reference to flow charts 

of FIGS. 12a and 12b. Note that since the flow chart of FIG. 12a 

is equal to that of FIG. 8a, the steps in FIG. 12a are provided 

with the same step numbers as those in FIG. 8a. Through the 

execution of the flow chart of FIG. 12a, the controller 7 issues 

a set of second read requests (requests for reading a parity group) 

(steps SI and S2), and further creates the issue time table 71 

for the issued second read requests (step S21). 

The second read requests issued by the processing of FIG. 

12a are transmitted to the disk drives 5A to 5D and 5P as described 

in the first embodiment. In response to the second read request, 

each disk drive reads the data block or redundant data. The read 

data  block  and  redundant   data  are  stored  through  the SCSI 
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Interfaces 4A to 4D and 4P in the buffer memories 3A to 3D and 

3P. After storing, each buffer memory transmits a first 

READ-COMPLETED to the controller 7 notifying that reading has been 

completed. 

If four first READ-COMPLETED's have arrived (step Sll of 

FIG. 12b) by a time t^^^,, the controller 7 detects and stores the 

time t4ti, (step S41). The controller 7 then determines whether 

reading of the redundant data has been completed or not (step S42) . 

If reading of the redundant data has not yet been completed 

(that is, if the first READ-COMPLETED's from the buffer memories 

3A to 3D have arrived), this reading is not necessary. The 

controller 7 therefore issues a second read termination command 

to terminate the unnecessary reading (step S12), and then issues 

a second READ-COMPLETED (step S16). In response to the second 

READ-COMPLETED, the selector 2 fetches the data blocks from the 

buffer memories 3A to 3D to assemble the data to be transmitted 

to the host device. The selector 2 transmits the assembled data 

through the host interface 1 to the host device. 

In step S42, if the redundant data has been completely read 

(that is, if the first READ-COMPLETED is received from the buffer 

memory 3P), the procedure advances to step S43, wherein the 

controller 7 calculates a timeout value VTOI to which a first timer 

72 is to be set. The timeout value V^i is described in detail 

below. 

Now, assume the following simulation is performed on the 
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disk array device. In this simulation, when second read requests 

are issued many times to one of the disk drives 5A to 5D and 5P 

from the controller 7, the corresponding first READ-COMPLETED's 

arrive at the controller 7 • A time t from issuance of the second 

read request to arrival of the corresponding first READ-COMPLETED 

is measured in the simulation. The time t can be regarded as the 

time required for reading in one disk drive. Since the time t 

measured varies within a certain deviation, a probability 

distribution curve f (t) can be obtained as shown in FIG. 13a. In 

FIG. 13a, the horizontal axis indicates the time t, while the 

vertical axis indicates the probability f (t) that the disk drive 

has completed reading by the time t. 

Therefore, the probability P(t) that the first READ- 

COMPLETED have arrived by the time t after issuance of the second 

read request is given by 

P(t)=(S(t)dt. 
J 0 

Since the present disk array device includes five disk 

drives, the probability Paii(t) that five first READ - COMPLETED' s 

have arrived by the time t after issuance of the second read 

requests of one parity group is given by 

Paii(t) = {P(t)>^ 

Here, assuming that the time t when the probability P^JLI 

becomes predetermined probability PQ is to, Paii(to) = Po- 

Appropriate values are selected for t© and P^ according to the 
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design specification of the disk array device so that the disk 

array device can ensure successive data transmission to the host 

device • In order words, t^ and are values that can ensure that 

video being replayed at the host device is not interrupted. 

As evident from above, in the present disk array device, 

it is expected with the probability Po that reading of one parity 

group has been completed by the time to after issuance of the second 

read request. This time to is hereinafter referred to as a 

completion-expectation value to- The controller 7 previously 

stores the completion-expectation value to for calculating the 

timeout value V^oi* 

When four first READ-COMPLETED's have arrived at the 

controller 7, the progress of reading in the disk drives 5A to 

5D and 5P is as such in FIG. 13b, for example. In FIG. 13b, the 

second read requests issued at the time t^ssvK cause each disk drive 

to start reading. The disk drives 5A, 5B, 5D, and 5P have 

completed reading by a time t^^t,. 

Here, since reading of one parity group is expected to have 

been completed by the completion-expectation value t© with 

reference to the time tissuE with the probability Po, reading of 

the disk drive 5C is expected to have been completed by a time 

(TISSUE + ^o) , as shown in FIGS. 13a and 13b, with the probability 

Po. 

Therefore, the controller 7, in step S43, first fetches the 

time t^th stored in step S41, the tJLme tjssuE in the issue time table 
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71, and the previously-stored completion-expectation value to- 

Then, {to - (t^th - tissue)} is calculated, resulting In a time margin 

^MARGIN as shown In a hollow double-headed arrow In FIG. 13b. The 

controller 7 sets the first timer 72 to the calculated time margin 

tw«GiN as the timeout value VTOI (step S43 In FIG. 12b). This 

activates the first timer 72 to start countdown. 

The controller 7 then determines whether the remaining 

first READ-COMPLETED arrives (step S44). In other words, the 

controller 7 determines whether the remaining reading of the data 

block has been completed and four data blocks have been stored 

in the buffer memories. 

With reference to FIG. 14a, if four data blocks have been 

stored, all data blocks of the disk drives 5A to 5D have been stored 

in the buffer memories before the time margin T„^GIN calculated 

based on the time t^^^, is consumed (that is, by the time (t^ssuE + 

to)). Further, reading of the redundant data has also been 

completed. Therefore, the controller 7 is not required to issue 

a read termination command, and the procedure directly advances 

from step S44 to step S16. In step S16, the controller 7 issues 

a second READ-COMPLETED. In response to the second READ- 

COMPLETED, the selector 2 fetches the data blocks from the buffer 

memories 3A to 3D to assemble the data to be transmitted to the 

host device. The selector then transmits the assembled data 

through the host interface 1 to the host device. The first timer 

72 stops countdown, as required. 
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On the other hand, in step S44, when the remaining first 

READ-COMPLETED has not yet arrived, the controller 7 determines 

whether the first timer 72 is timed-out (step S45).   In other words, 

the controller 7 determines whether the time margin T„^GIN has 

elapsed from the time t^^^,. 

When the first timer 72 is not timed-out, the procedure 

returns to step S44, wherein the controller 7 determines again 

whether the remaining first READ-COMPLETED arrives. 

On the other hand, when the first timer 72 is timed-out, 

the controller 7 recognizes that reading of the remaining one data 

block has not been completed after a lapse of the time margin t^^^^iN 

from the time t^t,,.    In FIG. 14b, the disk drive 5C is still reading 

the data block.    After a lapse of the time mcirgin t„ARGiN' the 

controller 7 determines that the data cannot be continuously 

transmitted if processing of the remaining first read request is 

waited more.   Then, the procedure advances from step iS45 to step 

SI4 of FIG.   12b,  wherein the controller    7 issues a recovery 

instruction to the parity calculator 6 immediately after the time 

(TISSUE + to) to request execution of calculation of parity. After 

ending calculation of parity, the parity calculator 6 issues a 

RECOVERY-COMPLETED indicating that recovery has been completed, 

and transmits the same to the controller 7.   On receiving the 

RECOVERY-COMPLETED (step S15), the controller 7 determines that 

four data blocks have been stored in the buffer memories and that 

the data requested from the host device can be transmitted. The 
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controller 7 then Issues a read termination command to terminate 

unnecessary reading in the remaining disk drive (step S12) . The 

controller 7 then issues a second READ-COMPLETED (step S16). In 

response to the second READ-COMPLETED, the selector 2 fetches the 

data blocks from the buffer memories 3A to 3D to assemble the data 

to be transmitted to the host device. The selector 2 transmits 

the assembled data to through the host interface 1 to the host 

device. 

As described above, the disk array device of the third 

embodiment is different from that of the first embodiment in that 

an unread data block is not recovered immediately after four first 

READ-COMPLETED's arrive. In other words, the disk array device 

of the present embodiment waits until reading of the remaining 

data block has been completed within the time margin T^^j^ after 

four first READ-COMPLETED's arrive. A recovery instruction is 

issued to the parity calculator 6 only after a lapse of the time 

margin T„^GI„. When the remaining data block is read within the 

time margin T^^IN* four data blocks are stored in the buffer 

memories, which allows the disk array device to transmit data to 

the host device without operating calculation of parity• Note 

that the time meurgin T^^.^^ is calculated, as described above with 

reference to FIG. 13a, based on the value to which ensures that 

video being replayed at the host device is not interrupted. 

Furthermore, the time margin TJ^^GJ^ indicates a time period within 

which reading of the remaining data block is expected to have been 



completed. Therefore, in most cases, four data blocks are stored 

In the buffer memories 3A to 3D within the time margin T„^QJ^. The 

present disk array seldom requires ca;iculation of parity, which 

requires a large amount of arithmetic operation, minimizing the 

number of operation of calculation of parity. 

Moreover, since a probability that the redundant data has 

not yet been read by the time when the fourth first READ-COMPLETED 

arrives is 1/5, the present disk array device can quickly transmit 

data to the host device without operating calculation of parity 

with the 1/5 probability. 

(Fourth Embodiment) 

The forgoing embodiments issue a recovery instruction 

without consideration of the present state of the parity 

calculator 6. Therefore, the controller 7 may issue the next 

recovery instruction to the parity calculator 6 while the parity 

calculator 6 is still operating calculation of parity. The parity 

calculator 6, however, can process only one recovery instruction 

within a time period, and cannot receive another one. In a disk 

array device according to a fourth embodiment of the present 

invention, the controller 7 controls timing of issuing recovery 

instructions so as not to issue a new recovery instruction during 

operation of calculation of parity. 

FIG.  15 is a block diagram showing the disk array device 

according to the fourth embodiment of the present invention. The 



disk array device of FIG. 15 Is different from that of FIG. 1 in 

that the controller 7 further includes a reservation table 73 and 

a second timer 74. Since other structures are the same, the 

components in FIG. 15 are provided with the same reference 

numerals as those in FIG. 1 and their description is simplified 

herein. 

The disk array device of the fourth embodiment performs 

write operation as described in the first embodiment whenever 

transmission data from the host device arrives. To read data from 

the disk array device, the host device transmits a first read 

request specifying storage locations of the data to the disk array 

device. 

In response to the first read request, the disk array device 

starts read operation that is distinctive of the present 

embodiment, which is now described in detail with reference to 

the drawings. 

As shown in FIG. 12a, the first read request causes the 

controller 7 to issue a set of second read requests (request for 

reading a parity group) (steps SI and S2). Further, the issue 

time table 71 of FIG. 9 is created for the issued second read 

requests (step S21). 

The second read requests issued by the processing shown in 

FIG. 12a is transmitted to the disk drives 5A to 5D and 5P, as 

described in the first embodiment. In response to the second read 

request, each disk drive reads the data block or redundant data. 



The read data blocks are stored through the SCSI interfaces 4A 

to 4D In the buffer memories 3A to 3D, and the read redundant data 

Is stored through the SCSI Interface 4P In the buffer memory 3P. 

After storing the data block or redundant data, each buffer memory 

transmits a first READ-COMPLETED to the controller 7 to notify 

that reading of the corresponding disk drive Is completed. 

Further, the controller 7 regularly performs procedure 

shown In a flow chart of FIG. 16. Since the flow chart of FIG. 

16 partially Includes the same steps as that of FIG. 12b, the same 

steps In FIG. 16 are provided with the same step numbers as those 

In FIG.  12b, and their description Is omitted herein. 

When four first READ-COMPLETED's arrive (step Sll of FIG. 

16), the controller 7 stores the arrival time t.^^^^ In the storage 

area thereof (step S41) . The controller 7 then determines whether 

the redundant data has been read or not (step S42). 

If the redundant data has not yet been read, as described 

In the fourth embodiment, the controller 7 terminates unnecessary 

reading In the disk drive 5P (step S12), and then Issues a second 

READ-COMPLETED (step S16). As a result, the data assembled by 

the selector 2 Is transmitted through the host Interface 1 to the 

host device. 

Further, If the redundant data has already been read In step 

S42, the parity calculator 6 may operate calculation of parity. 

For this calculation of parity, the controller 7 writes necessary 

Information In the reservation table 73 (step S51).   As shown In 
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FIG. 17, a use time period and buffer memory areas are written 

as the necessary information in the reservation table 73. The 

use time period indicates that the controller 7 uses the parity 

calculator 6 during that period. The buffer memory areas indicate 

the storage locations of the data blocks and redundant data to 

be used by the parity calculator 6. The controller 7 registers 

the information on the buffer memories included in the first 

READ-COMPLETED's obtained in step Sll in the reservation table 

73  (step S51). 

In step S51, the start time and the end time of calculation 

of parity are registered in the reservation table 73. The 

controller 7 then calculates a timeout value VTO2 from a start time 

tg of calculation of parity and the fourth arrival time (present 

time) t^th by ^Atti - tg. The controller 7 then sets the timer 74 

to the calculated timeout value V^oz (step S52). This activates 

the timer 74 to start countdown. When the timer 74 is timed- 

out, the parity calculator 6 completes calculation of parity, 

capable of receiving the next calculation of parity. That is, 

at that timeout, the controller 7 can issue another recovery 

instruction. 

The controller 7 next determines whether the remaining 

first READ-COMPLETED has arrived or not (step S44). 

If the remaining first READ-COMPLETED has arrived, all four 

data blocks have been stored in the buffer memories before the 

timer 74 is timed-out.   Therefore, calculation of parity is not 



required.   The time period for using the parity calculator 6 is, 

however, written in the reservation table 73.   The controller 7 

therefore deletes the information on the use time period and the 

buffer memories registered in step S51 (step S53). 

5 Further, since reading of the redundant data has also been 

completed, the controller 7 is not required to issue a read 

termination command. The controller 7 therefore issues a second 

READ-COMPLETED (step S16). As a result, the data assembled by 

the selector 2 is transmitted through the host interface 1 to the 

10    host device.   The timer 74 terminates countdown as required. 

If the remaining first READ-COMPLETED has not yet arrived 

in step S44, the controller 7 determines whether the timer 74 is 

timed-out or not (step S54). In other words, the controller 7 

determines whether the timeout value VTO2 l^as elapsed from the time 

15    t4th or not. 

When the timer 74 is not timed-out, the procedure returns 

back to step S44, wherein the controller 7 determines again 

whether the remaining first READ-COMPLETED has arrived or not. 

On the other hand, when the timer 74 is timed-out, the 

20 controller 7 realizes that reading of the remaining data block 

has not been completed before the timeout value VTO2 has elapsed 

from the time t^^^^ and that the parity calculator 6 is now available. 

The procedure advances from step S54 to step S12, wherein the 

controller 7 terminates unnecessary reading in the remaining disk 

25    drive.   Further, the controller 7 issues a recovery instruction 



to request the parity calculator 6 to operate calculation of 

parity (step S14). After calculation of parity ends, the parity 

calculator 6 issues a RECOVERY-COMPLETED indicative of ending of 

calculation of parity, and transmits the scune to the controller 

7. When receiving the RECOVERY-COMPLETED (step S15), the 

controller 7 realizes that the information on the use time period 

and the buffer memory areas registered in step S51 is no longer 

necessary* The controller 7 therefore deletes the unnecessary 

information from the reservation table   73 (step S53). 

Moreover, on receiving the RECOVERY-COMPLETED, the 

controller 7 determines that four data blocks have been stored 

in the buffer memories and that the data requested from the host 

device can be now transmitted. The controller 7 then issues a 

second READ-COMPLETED ( step S16) . As a result, the data assembled 

by the selector 2 is transmitted through the host interface 1 to 

the host device- 

The general read operation of the present disk array device 

has been described in the forgoing. Now described is a specific 

excunple of the read operation of the present disk array device 

with reference to FIGS. 16 and 18. Assume that the host device 

requests data reading in the order as the parity groups n^ (n+2), 

and then (n+4) of FIG. 3b. FIG. 18 is a schematic diagram showing 

timing of reading the parity groups n, (n+2), €uid (n+4), and a 

reservation state of the parity calculator 6 in a time axis in 

the present disk array device. 



The second read requests of the parity groups n, (n+2), and 

(n+4) are sent to each of the disk drives 5A to 5D and 5P. For 

simplifying description, assume that each disk drive reads the 

parity group In the order In which the second read requests arrive. 

Also assume that the reservation table 73 Includes Information 

that currently-operated calculation of parity will end at a time 

ti2 (refer to a lower-leftward hatched part). 

Under the above conditions. each disk drive first executes 

reading of the parity group n. In FIG. 18, the disk drive 5B 

completes reading at the time tij* and therefore the fourth first 

READ-COMPLETED arrives at the controller 7 at the time t^a (step 

Sll of FIG. 16). The controller 7 stores the time t^j as the 

arrival time t^^h (step S41). Further, since the disk drive 5P 

has already completed reading of the redundant data, the 

controller 7 executes step S51 to register a time period t^a to 

ti4 as the use time period In the reservation table 73 shown In 

FIG. 17. The controller 7 also registers SA^, 33^, 30^, and 3?^ 

as the buffer memory areas (step S51). The controller 7 

calculates a timeout value V^oz (Ti = ti3 - tij) . and sets the second 

timer 74 to the timeout value VTO2 (step S52), 

At the time ti2^ the disk drive 5D Is still reading the data 

block. However, assume that this reading will not have been 

completed by the time t^^. In this case, when the timer 74 is 

tlmed-out, the controller 7 terminates the reading of the disk 

drive   5D,   and  Issues   a  recovery  Instruction  to  the parity 
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calculator 6 (steps S12 and S14), The parity calculator 6 

recovers the data block recorded in the disk drive 5D between the 

time ti3 to ti4. Since a RECOVERY-COMPLETED from the parity 

calculator 6 arrives at the controller 7 at the time t^^ (step 

S15), the controller 7 deletes the information on the use time 

period t^j to ti^ and the buffer memory areas 3A^, 3B^, 30^, and 

3Pi from the reservation table 73 (step S53) The controller 7 

then issues a second READ-COMPLETED (step S16). 

After completing reading of the parity group n, each disk 

drive starts reading of the parity group (n+2). In FIG. 18, since 

a first READ-COMPLETED from the disk drive 5D arrives at the 

controller 7 at a time t^s, the controller 7 stores the time t^g 

as the arrive time t^^^, (steps Sll and S41). Furthermore, since 

the redundant data has already been read by the time tig, the 

controller 7 writes the use time period t^g to t^g and the 

identifiers of the buffer memory areas 3A^, 30^, 3D^, and 3Pi (step 

S51) . Note that the time t^g is after the time ti4, and the parity 

calculator 6 is not performing calculation of parity at that time 

ti5. The timeout value V^oz is therefore "0" (step S52). The 

controller 7 immediately terminates currently-executing reading 

in the disk drive 5B, and then issues a recovery instruction to 

the parity calculator 6 (steps S12 and S14). The following 

operation is evident from the above description and therefore its 

description is omitted herein. 

After completing reading of the parity group (n+2), each 



disk drive starts reading of the parity group (n+4). A first 

READ-COMPLETED from the disk drive 5D arrives at the controller 

7 at a time ti^ (before the time tig). Since the redundant data 

has already been read by the time t^g, the controller 7 writes 

the time period t^g to t^^ as the use time period in the reservation 

table 73. The controller 7 also writes SA^, 30^, 30^, and 3?^ as 

the identifiers of the buffer memory areas. Further, the 

controller 7 calculates a timeout value VTOZ (T2 = t^^ - t^g), and 

sets the timeout value VTO2 in the second timer 74 (step S52). 

Note that, however, a first READ-COMPLETED from the disk 

drive 5B arrives at a time t^^ (before the time t^g) at the controller 

7. In other words, the first READ-COMPLETED arrives at the 

controller 7 before the timer 74 is timed-out. Therefore, the 

controller 7 does not issue a recovery instruction, and the parity 

calculator 7 does not operate calculation of parity which was 

supposed to be executed between the time t^g and t^g (refer to X 

by dotted lines). The controller 7 then deletes the use time 

period t^^ to tig and the identifiers of the buffer memory areas 

3Ai, 3Ci, 3Di, and 3Pi from the reservation table 73 (step S53), 

and issues a second READ-COMPLETED (step S16). 

As described above, the disk array device of the fourth 

embodiment is different from that of the first embodiment in that 

when four first READ-COMPLETED's arrive, the use time period of 

the parity calculator 6 is written in the reservation table 73. 

As the use time period, the time period after the calculation of 
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parity  being  executed  ends   is  written   therein.     Since the 

controller 7 Issues a recovery instruction during that time period, 

the controller 7 does not issue any recovery Instruction during 

calculation of parity, thereby preventing an overload on the disk 

array device. 

Moreover, when the remaining data block arrives by the time 

the timer 74 is timed-out, the controller 7 does not issue any 

recovery instruction but issues a second READ-COMPLETED to 

assemble the data from the four data blocks and transmit the same 

to the host device. Therefore, the disk array device can minimize 

the number of operation of calculation of parity which requires 

a large amount of arithmetic operation. 

(Fifth Embodiment) 

FIG. 19 is a block diagram showing a disk array device 

according to a fifth embodiment of the present invention. The 

disk array device of FIG. 19 is different from that of FIG. 1 in 

that the controller 7 further includes a faulty block table 75. 

Since other structures are the same, the components in FIG. 19 

are provided with the same reference numerals as those in FIG. 

1 and their description is simplified herein. Note that the 

present disk array device does not always require the issue time 

table 71. 

Also note that the data blocks and redundant data are stored 

in the disk drives 5A to 5D and 5P not in the way as shown in FIGS. 



3a and 3b. The disk array device is constructed based on the level 

5 architecture. In the level-5 disk array device, the redundant 

data is not stored, in a fixed drive (refer to FIGS. 3a and 3b), 

but distributed across the disk drives 5A to 5D and 5P as shown 

5     in FIG. 20. 

To read data from the disk array device, the host device 

transmits a first read request to the disk array device. The first 

read request specifies storage locations of the data. 

In response to the first read request, the disk array device 

10 starts read operation that is distinctive of the present 

embodiment, which is now described in detail with reference to 

a flow chart in FIG. 21. Since FIG. 21 partially includes the 

same steps as those in FIG. 2a, the same steps in FIG. 21 are 

provided with the same step nvimbers as those in FIG. 2a and their 

15    description is simplified herein. 

The first read request is sent to the controller 7 through 

the host interface 1 (step SI). The controller 7 extracts the 

storage locations of the data from the first read request. 

According to the storage locations of the data, the controller 

20 7 Sfpecifies the storage locations of the parity group (four data 

blocks and redundant data) generated based on that data. Note 

that the processing of obtaining the storage locations of the 

parity group from those of the data is known art, and is defined 

according to the RAID architecture. 

25 The controller 7 then determines whether any four of the 
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disk drives 5A to 5D and 5P have previously failed to read four 

data blocks to be read this time (step S61). For determination 

of step S61, the faulty block table 75 is referred to • The storage 

locations of the data blocks failed to be read are listed in the 

faulty block table 75 as shown in FIG. 22. Alternatively^ the 

storage locations of the data blocks which have been retried to 

be read or those which have been successfully read but with more 

than a predetermined time period required may be listed in the 

faulty block table 75. 

If the four disk drives have not failed to read the four 

data blocks, the controller 7 determines that there is a low 

possibility of failing to read the four data blocks this time, 

and issues a set of second read requests to read the parity group 

(step S62). In step S62, note that the second read requests are 

issued only to the four disk drives in which the data blocks are 

recorded, but not to the remaining disk drive in which the 

redundant data is recorded. 

If the four disk drives have failed to read the four data 

blocks, the controller 7 determines that there is a high 

possibility of failing to read the four data blocks also this time, 

and issues a set of second read requests to read the parity group 

(step S63). In step S63, note that the second read requests are 

issued to the four disk drives in which the data blocks are recorded 

and the remaining disk drive in which the redundant data is 

recorded. 
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When first READ-COMPLETED's from the disk drives 5A to 5D 

and 5P arrive, the controller 7 performs operation as shovm in 

FIG. 2b. When any data block is failed to be read during this 

operation, the storage location of that data block is added to 

the faulty block table 75. 

As evident from the above, in the fifth embodiment, the 

number of second read requests to be issued varies depending on 

the determination result in step S61. Such second read requests 

bring technical effects as shown in FIGS. 23a and 23b. FIG. 23a 

shows a case in which, as described in the previous embodiments, 

a set of five second read requests are always issued, while FIG. 

23b shows a case in which a set of four second read requests are 

issued for clarification of the technical effects of the present 

embodiment. 

In FIG. 23a, the redundant data is read every time. 

Therefore, assuming a time required for reading one data block 

(or redundant data) is T, 5XT is required for reading the parity 

groups n to (n+4). In FIG. 23b, however, the redundant data is 

not read. Therefore, while four disk drives are reading one 

parity group, the remaining disk drive can execute reading of 

another parity group. The present disk array device thus may read 

the parity groups n to (n+4) in a shorter period of time than the 

time period 5XT. FIG. 23b shows the fastest case, in which the 

disk array device reads these parity groups in a time period 4 

XT. 
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As described above, in the present disk array device, the 

redundant data Is read only when the data blocks which have been 

failed to be read Is to be read this time. Therefore, as described 

with reference to FIGS. 23a and 23b, the present disk array device 

can read a larger volume of data per unit of time. Furthermore, 

since the redundant data Is read when there Is a high possibility 

of falling to read the data blocks, the present disk array device 

can readily operate calculation of parity when the reading Is 

actually failed, and transmit data to the host device as soon as 

possible. 

(Sixth Embodiment) 

One of the reasons why reading Is delayed In any of the disk 

drives 5A to 5D and 5P Is that a defect occurs In a recording area 

of the disk drive. If the data block or redundant data Is 

continuously stored In such defective area, reading of the data 

block or redundant data will be delayed every time. Therefore, 

In a sixth embodiment, the disk array device for executing 

so-called reassign processing Is realized. Here, the reassign 

processing means that an alternate recording area (hereinafter 

referred to as alternate recording area) Is assigned to a 

defective recording area (hereinafter referred to as defective 

area), and the data block or redundant data stored in the defective 

area is stored again in the newly-assigned alternate area. 

FIG. 24 is a block diagram showing the disk array device 
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according to the sixth embodiment of the present invention. The 

disk array device is different from the disk array device of FIG. 

I in that a reassignment part 8, a first table storage part 9, 

a second table storage part 10, and an address conversion part 

II are further included. By adding the reassignment part 8, 

functions that are different from those in the previous 

embodiments are added to the SCSI interfaces 4A to 4D and 4P. 

These new functions of the SCSI interfaces are not shown in FIG. 

24 as space does not allow detailed illustration, but shown later 

in FIG. 29. Other than that, the disk array device has the same 

structures as those of the first embodiment. Therefore, the 

components in FIG. 24 are provided with the same reference 

numerals as those in FIG. 1 and their description is simplified 

herein. Note that, even though not shown in FIG. 24, the first 

timer 72 as described in the third embodiment is included in the 

controller 7. 

As known, each of the disk drives 5A to 5D and 5P manages 

its own recording area by sector unit of a predetermined size (512 

bytes, in the present embodiment). A number called LBA is 

assigned to each sector. LBA is an acronym for Logical Block 

Address. At initialization of the disk array device, part of the 

sectors in the recording areas of the disk drives are allocated 

for the alternate areas. The first table storage part 9 manages 

a first table 91 shown in FIG. 25 to manage such alternate areas. 

In FIG. 25, the LBA's specifying the allocated alternate areas 
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are registered in the first table 91. 

The host device (not shown) is placed outside the disk array 

device and connected to the host interface 1, requesting the host 

device to write or read data. The RAID device performs the same 

5 write operation as described in the first and other embodiments. 

When the disk array device is configured based on the RAID-3 

architecture as shown in FIG. 3, the redundant data is recorded 

only in the fixed disk drive 5P. When the disk array device is 

configured based on the RAID-5 architecture as shown in FIG. 20, 

10 the redundant data is distributed across the disk drives 5A to 

5D and 5P. Note that the data blocks and redundant data are 

written in the areas other than the alternate areas when 

reassignment is not performed. 

The host device transmits a first read request to the RAID 

15 device to request reading data of a parity group, as described 

in the previous embodiments. To request reading of five parity 

groups n to (n+4) (refer to FIGS. 3a and 3b), the host device has 

to transmit five first read requests to the RAID device. Each 

first read request includes information specifying the storage 

20 locations of the parity group to be read, as described above. In 

the sixth embodiment, the LBA's are used for the information 

specifying the storage locations. 

In response to the first read request, the present disk 

array device starts read operation that is distinctive of the 

25     sixth embodiment, which is now described with reference to FIG. 
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26. FIG. 26 shows a flow chart showing the procedure of the 

controller 7 after the first read request arrives. Since the flow 

chart of FIG. 26 partially includes the same steps as those of 

FIG. 12, the steps of FIG. 26 are provided with the same step 

numbers as those of FIG. 12 and their description is simplified 

herein. 

A first read request arrives at the controller 7 through 

the host interface 1 (step SI in FIG. 26). The controller 7 

extracts the LBA's as information indicating the storage 

locations of the parity group to be read this time from the first 

read request. The controller 7 notifies the address conversion 

part 11 of the extracted LBA's (step S71) . The address conversion 

part 11 executes arithmetic operation defined by RAID-3 or RAID-5, 

drawing original LBA's of the data blocks and redundant data from 

the storage locations (LBA's) of the parity group obtained from 

the controller 7. The original LBA's indicate the storage 

locations on the disk drives 5A to 5D and 5P in which the data 

blocks and redundant data are stored by the disk array device upon 

the write request from the host device. 

Described below is the arithmetic operation executed by the 

address conversion part 11. Since the present disk array device 

executes reassignment, the storage locations of the data block 

and redundant data may change after reassignment. In the 

following description, a current LBA indicates an LBA indicating 

a current storage location of the data block or redundant data. 
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First, when notified of the storage locations of the parity group 

by the controller 7, the address conversion part 11 accesses to 

the second table storage part 10 to specify the original LBA of 

the data block or redundant data. The second table storage part 

10 manages a second table 101 as shown in FIG. 27, In FIG. 27, 

the current LBA of the data block or redundant data is registered 

with its original LBA in the second table 101. Registration 

processing of the current LBA will be described later. 

When the current LBA is registered for the currently-drawn 

original LBA, the address conversion part 11 extracts the current 

LBA from the second table 101. The address conversion part 11 

determines that the data block or redundant data to be read is 

stored in the recording area indicated by the extracted current 

LBA. On the other hand, when no current LBA is registered for 

the currently-drawn original LBA, the address conversion part 11 

determines that the data block or redundant data to be read is 

stored in the recording area indicated by the original LBA. In 

this way, the address conversion part 11 specifies the LBA's 

indicating correct recording areas of the data blocks and 

redundant data to be read. The address conversion part 11 

notifies the controller 7 of the specified LBA's. 

The controller 7 issues a set of second read requests to 

read the parity group (four data blocks and redundant data) using 

the LBA's from the address conversion part 1 (step S2). In the 

present embodiment, since the parity group is distributed across 
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five disk drives 5A to 5D and 5P as shown in FIG. 3 or 20, five 

second read requests are issued. Each second read request 

includes, as described in the first embodiment, the LBA as the 

storage location of the data block or redundant data, and 

information on the buffer area (any of 3A^ to 3D^ and 3F^) for 

storing the read data block or redundant data. The second read 

requests are transmitted to each of SCSI interfaces 4A to 4D and 

4P. 

When transmitting the second read requests to the SCSI 

interfaces 4A to 4D and 4P, the controller 7 creates the issue 

time table 71 as shown in FIG. 9 (step S21) . Since the processing 

of creating the issue time table 71 has been described above, its 

description is omitted herein. 

The SCSI interfaces 4A to 4D and 4P transmit the received 

second read requests to thie disk drives 5A to 5D and 5P, 

respectively. In response to the second read requests, the disk 

drives 5A to 5D and 5P start reading of the data blocks and 

redundant data. However, reading will be successfully completed, 

or eventually failed. 

When reading has been successfully completed, the disk 

drives 5A to 5D and 5P transmit the read data blocks and redundant 

data to the SCSI interfaces 4A to 4D and 4P. Further, each disk 

drive transmits an ACK, a read response indicating that reading 

has been successfully completed, to its corresponding SCSI 

interface.   On receiving the ACK, each SCSI interface identifies 
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which second read request the received ACK corresponds to, and 

stores the read data block or redundant data in the corresponding 

one of the buffer areas 3A^ to 30^ and 3P (refer to FIG. 2) specified 

by the controller 7. Further, each SCSI interface transmits the 

received ACK to the controller 7. 

On the other hand, when reading has been failed, the disk 

drives 5A to 5D and 5P transmit a NAK, a read response indicating 

that reading has been failed, to its corresponding SCSI interface. 

On receiving the NAK, each SCSI interface transmits the received 

NAK to the controller 7. 

As evident from above, either one of the read responses, 

an ACK or a NAK is transmitted from each SCSI interface to the 

controller 7. Note that, in most cases, the read response from 

the SCSI interfaces 4A to 4D and 4P arrive at different times. 

For example, when the disk drive 5A takes much time to read the 

data block, the read response from the SCSI interface 4A arrives 

at the controller 7 later than other read responses. 

The controller 7 executes the procedure as shown in a flow 

chart of FIG. 28 whenever a read response arrives at the controller 

7. When receiving a read response (step S81), the controller 7 

determines whether the signal is an ACK or NAK (step S82). When 

it is a NAK, the procedure advances to step S88, which will be 

described later. On the other hand, when it is an ACK, the 

controller 7 determines whether four data blocks of the same 

parity group have been stored in the buffer areas (step S83) . More 



specifically, in step S83, it is determined whether the data block 

has been successfully read or not in each of the disk drive 5A 

to 5D. In other words, the controller 7 determines whether all 

ACK's from the SCSI interfaces 4A to 4D have been received. 

When determining that four data blocks have been all stored, 

the procedure advances to step S84, which will be described later. 

When determining in step S83 that four data blocks have not been 

yet stored, the controller 7 determines whether the remaining data 

block can be recovered by calculation of parity or not ( step S814 ) . 

More specifically, in step S814, it is determined whether three 

data blocks and redundant data of the same parity group have been 

successfully read or not. In other words^ it is determined 

whether the controller 7 has received three ACK's from any three 

of the SCSI interfaces 4A to 4D and an ACK from the SCSI interface 

4P. 

When determining in step S814 that the remaining data block 

cannot be recovered, that is, four ACK's have not been received 

during execution of step S814, the controller 7 temporarily 

terminates the procedure shown in the flow chart of FIG. 28. The 

controller 7 then waits for a new read response from any of the 

SCSI interfaces 4A to 4D and 4P. 

When the procedure advances from step S83 to step S84, four 

data blocks of the same parity group have been stored in the buffer 

memories, as describe above. The disk array device of the third 

embodiment waits until reading of the remaining data block is 



completed for a lapse of the time margin T^^IN from the time three 

data blocks and the redundant data are stored In the buffer 

memories (the time T^^^) . Similarly, the disk array device 

according to the present embodiment waits until reading of the 

remaining data block Is completed even If three data blocks and 

the redundant data are stored In the buffer memories. Therefore, 

at the execution of step S84, four data blocks of the same parity 

group may be stored In the buffer memories 3A to 3D, or four data 

blocks and the redundant data of the same parity group may be stored 

In the buffer memories 3A to 3D and 3P. The controller 7 therefore 

determines whether reading of the redundant data has been 

completed or not (step S84). In other words, the controller 7 

determines whether It has received an ACK from the SCSI Interface 

4P. 

When determining In step S84 that reading of the redundant 

data has not yet been completed, the controller 7 generates a read 

termination request and transmits the same to the reassignment 

part 8 (step S85) . The read termination request Is now described. 

At the time of step S84, since four data blocks have been stored, 

the data can be assembled without execution of calculation of 

parity. The controller 7 therefore realizes that the redundant 

data being read Is no longer necessary . The read termination 

request transmitted In step S85 Is a signal for requesting the 

reassignment part 8 to terminate reading of such unnecessary 

redundant    data.       This   read   termination   request Includes 



information on the storage location (LBA) of the unnecessary 

redundant data. In response to the read termination request, the 

reassignment part 8 executes processing shown in a flow chart of 

FIG. 34, which will described later. After the controller 7 ends 

the processing of step S85, the procedure advances to step S86. 

On the other hand, when the controller 7 determines in step 

S84 that the redundant data has been read, the procedure advances 

to step S87. To advance to step S87, the procedure satisfies that 

four data blocks and the redundant data have been completely read. 

In other words, reading of the last data block is completed while 

the first timer 72 set in step S815 (described later) is active. 

Therefore, the first timer 72 does not have to count down any more. 

The controller 7 stops the active first timer 72 (step S87), and 

then the procedure advances to step S86. 

In step S86, the controller 7 generates a READ-COMPLETED, 

and transmits the same to the selector 2. The READ-COMPLETED is 

a signal for notifying the selector 2 that four data blocks of 

the same parity group have been stored in the buffer memories 3A 

to 3D to allow data assembling. The READ-COMPLETED includes 

information for specifying four buffer areas 3A^ to 3Di in which 

the four data blocks of the seune parity group are stored. 

According to the received READ-COMPLETED, the selector 2 

sequentially selects the four buffer areas 3A^ to 3D^ to read the 

four data blocks. The selector 2 further assembles the data of 

2048 bytes from the read four data blocks.   The assembled data 



is transmitted through the host interface 1 to the host device. 

When the procedure advances from step S814 to S815, three 

data blocks and redundant data of the same group have been stored 

in the buffer memories, as described above. The disk array device 

according to the present embodiment waits until reading of the 

remaining data block has been completed. Therefore, the 

controller 7 calculates a timeout value VTOI^ and sets the first 

timer 71 to the calculated timeout value VTOI (step S815). This 

activates the first timer 72 to start countdown. The processing 

of step SB 15 is the same as that of S43 of FIG. 12b, and therefore 

its description is omitted herein. 

After the first timer 72 is set in step S815, the controller 

7 waits until a new read response from any of the SCSI interfaces 

4A to 4D and 4P arrives. 

When the procedure advances from step S82 to S88, a NAK has 

arrived at the controller 7. The controller 7 determines in step 

S88 whether the first timer 72 is active or not. When determining 

that the first timer 72 is not active, the procedure advances to 

step S811, which will be described later. On the other hand, when 

determining that the first timer 72 is active, the NAK indicates 

that reading of the remaining data block which had not yet been 

completed in step S814 has been eventually failed thereafter. The 

controller 7 realizes that countdown by the first timer 72 is no 

longer necessary, and stops the countdown (step S89); The 

controller 7 also realizes that reading of the remaining data 



block has been failed and that the data block has to be recovered. 

The controller 7 thus Issues a recovery Instruction to the parity 

calculator 6 for operating calculation of parity (step S810) . The 

parity calculator 6 recovers the remaining unread data block, and 

stores the same in the buffer memory 3P. The parity calculator 

6 then issues a RECOVERY-COMPLETED, a signal indicating that 

recovery of the data block has been successfully completed, to 

the controller 7. In response to the RECOVERY-COMPLETED, the 

controller 7 issues a READ-COMPLETED to the selector 2 (step S86) . 

As a result, the data is transmitted to the host device. 

When the procedure advances from step S88 to S811, three 

read responses at the maximum have arrived. The disk array device 

of the present embodiment distributes the parity group across 

five disk drives 5A to 5D and 5P. When reading of two of these 

disk drives are failed, data block recovery by calculation of 

parity cannot become expected. Therefore, the controller 7 

determines in step S811 whether data block recovery by calculation 

of parity can be expected or not. More specifically, in step S811, 

it is determined whether two of the read responses in the 

controller 7 are NAK's. 

When determining in step S811 that data block recovery by 

calculation of parity can be expected (that is, when determining 

for the first time that one of the read responses is a NAK), the 

controller 7 temporarily ends the procedure shown in FIG. 28 . The 

controller 7 then waits until a new read response from any of the 
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SCSI interfaces 4A to 4D and 4P arrives. 

On the other hand, when the controller 7 determines in step 

S811 that data block recovery by calculation of parity cannot be 

expected (that is, when it determines for a second time that the 

read response is a NAK), the procedure advances to step S812, 

wherein the controller 7 issues a read termination request to the 

reassignment  part  8.     This  read  termination  request  is now 

described.   In step S812, some of the disk drives 5A to 5D and 

5P have not yet completed reading.   For example, when first and 

second read requests are both NAK's, three of the disk drives have 

not completed reading.     Since data block recovery cannot be 

expected  if  two  read  response  are  NAK's,   the  controller 7 

determines that the data blocks or redundant data which have not 

yet   been   completely  read   are   not   necessary   in   step S812. 

Therefore, the controller 7 transmits a read termination request 

in step S812 for requesting the reassignment part 8 to terminate 

reading of such unnecessary data blocks or redundant data. This 

read termination request includes information on the storage 

locations (LBA) of the unnecessary data blocks or redundant data. 

In response to the read termination request from the controller 

7, the reassignment part 8 executes processing shown in a flow 

chart   of   FIG.   34,   which   will   described   later.     After the 

controller 7 ends the processing of step S812,  the procedure 

advances to step S813. 

When the data block cannot be recovered, the data cannot 



be transmitted to the host device, and therefore the controller 

7 generates a READ-FAILED (step S813) . The generated READ-FAILED 

is transmitted to the host device. 

When the first timer 72 is timed-out, the controller 7 

executes the procedure shown in FIG. 12b. Note that, since the 

procedure has been described before, its description is omitted 

herein. 

When issuing a set of second read requests, the controller 

7 subtracts the issue time tissuE from the present time tp^g by 

referring to the issue time table 71. The controller 7 then 

determines whether the calculated value (tpR^ - tjssuE) exceeds the 

limit time TLIJ„,.. When two of the disk drives 5A to 5D and 5P have 

not yet completed reading by the time it is determined that the 

value exceeds the limit time TLI„IT, the controller 7 specifies the 

disk drives in which reading has not yet been completed. The 

controller 7 then issues a read termination command to each of 

the specified disk drives. Note that, since such procedure has 

been described with reference to FIG. 8b, its description is 

omitted herein. 

Described next is operation of the reassignment part 8 with 

reference to FIGS. 29 to 34. As described above, the SCSI 

interfaces 4A to 4D and 4P are additionally provided with new 

structure relating to the reassignment part 8. The new structure 

includes, as shown in FIG. 29, notifying parts 42A to 42D and 42P. 

When the SCSI interfaces 4A to 4D and 4P transmit second read 
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requests to the disk drives 5A to 5D and 5P, respectively, each 

of the notifying parts 42A to 42D and 42P generates a transmission 

notification indicating the transmission of the second read 

request. The generated notifications are transmitted to the 

reassignment part 8. Each notification includes an ID uniquely 

specifying the transmitted second read request, and the LBA 

specified by the second read request. When the SCSI interfaces 

4A to 4D and 4P receive a read response (ACK or NAK) from the disk 

drives 5A to 5D and 5P, respectively, each of the notifying parts 

42A to 42D and 42P further generates a receive notification 

indicating the receiving of the read response. The generated 

receive notifications are transmitted to the reassignment part 

8. Each receive notification includes an ID uniquely specifying 

the second read request corresponding to the received read 

response, and the LBA specified by the second read request. The 

reassignment part 8 can operate correctly, even if the LBA is not 

included in the receive notification. 

Moreover, the reassignment part 8 includes, as shown in FIG. 

29, a third timer 81 indicating the present time of day, a first 

list 82, and a second list 83, executing the procedure for 

reassignment shovm in a flow chart of FIG. 30 whenever the 

reassignment part 8 receives a transmission notification. For 

specific description, assume herein that the reassignment part 

8 receives a transmission notification from the SCSI interface 

4A.   The received transmission notification includes the ID "b" 
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and the LBA "a". 

The reassignment part 8 first detects a receive time when 

receiving the transmission notification based on the present time 

indicated by the third timer 81. The reassignment part 8 uses 

this receive time as the time when the SCSI interface 4A transmits 

a second read request to the disk drive 5A. Now assume that the 

time when the second read request is transmitted is t^i- The 

reassignment part 8 extracts the ID "b" and the LBA "a" from the 

received transmission notification (step S91). 

Now described below are the first list 82 and the second 

list 83. The first list 82 has, as shown in FIG. 31 (a-1) , fields 

in which the ID, LBA, and processing start time are registered. 

The first list 82 is created whenever a second read request is 

transmitted (that is, whenever the reassignment part 8 receives 

a transmission notification). The reassignment part 8 

classifies and manages the created first lists 82 for each 

destination of the second read request. In other words, the first 

lists 82 are classified and managed for each of the disk drives 

5A to 5D and 5P (that is, SCSI interfaces 4A to 4D and 4P). 

Furthermore, the first lists 82 for each disk drive are sorted 

in the transmission order of the second read requests . Now assume 

that the plurality of first lists 82 shown in FIG. 31 (a-1) are 

created in response to the second read requests to be transmitted 

to the disk drive 5A. in FIG. 31 (a-1) , as indicated by an arrow, 

the information on a new (later-transmitted) second read request 
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is registered in the first list 82 located frontward, while the 

information on an old (earlier-transmit ted) second read request 

is registered in the first list 82 located backward. 

The second list 83 has, as shown in FIG. 31 (b-1), fields 

in which the LBA storing the data block or redundant data and a 

counter value N are registered. 

After step S91, the reassignment part 8 determines whether 

plural second read requests are kept in the destination of the 

present second read request (hereinafter referred to as present 

target disk drive) (step S92), which is now more specifically 

described. Here, the present target disk drive is the disk drive 

5A. As described above, the first list 82 is created whenever 

a second read request is transmitted to the disk drives 5A to 5D 

and 5P, and the created first lists 82 are sorted and managed for 

each disk drive. Further, the first list 82 is deleted when the 

corresponding second read request has been completely processed 

or forcefully terminated in the disk drive. Therefore, the 

reassignment part 8 can know the number of second read requests 

kept in the present target disk drive (disk drive 5A) if, for 

example, counting the number of first lists 82 managed therefor. 

Note that, in step S92, the reassignment part 8 determines that 

plural second read requests are kept in the present target disk 

drive (disk drive 5A) if only one first list 82 is managed, for 

the following reason: The first list 82 has not yet been created 

for the present second read request in step S91.   The reassignment 



part 82 manages only the first list(s) 81 for the second read 

request transmitted to the disk drive 5A before step S91. In step 

S92, however, the second read request(s) transmitted before step 

S91 and the present second read request are kept In the present 

target disk drive (disk drive 5A) , and therefore the reassignment 

part 8 determines that plural second read requests are kept. 

When determining In step S92 that plural second read 

requests are not kept, the reassignment part 8 creates a new first 

list 82, and registers the LBA "a" and ID "b" extracted In step 

91 therein. The reassignment part 8 also registers the 

transmission time t^^ detected In step S91 as the process start 

time In that first list 82. Further, having received the 

transmission notification from the SCSI Interface 4A In step S91, 

the reassignment part 8 classifies the created first list 82 as 

for the disk drive 5A and manages the same (step S93) . As a result, 

such Information as shown In FIG. 31 (a-2) Is registered In the 

created first list 82. 

On the other hand, when determining In step S92 that plural 

second read requests are kept, the procedure advances to step S94 . 

The present second read request Is not processed In the present 

target disk drive until other previous read requests have 

completely been processed. In other words, the present second 

read request has to wait for being processed In the present target 

disk drive. If the procedure advances from step S92 to step S93, 

the transmission time t^^ detected In step S91 Is Improperly set 
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as the process start time in the first list 82. Therefore, the 

procedure advances from step S92 not to step S93 but to step S94, 

in which the reassignment part 8 registers only the LBA "a" and 

the ID "b" extracted in step S91 in the first list 82 and manages 

the same. Here, note that the process start time not registered 

in step S94 will be registered later (refer to the following step 

S104 of FIG.  32 for detail). 

In addition to the procedure shown in FIG. 30, the 

reassignment part 8 executes another procedure shown in a flow 

chart of FIG. 32. FIG. 32 shows processing of the reassignment 

part 8 for detecting a defective area. First, the reassignment 

part 8 refers to the first lists 82 presently kept, and measures 

a delay time of each second read request transmitted to each 

of the disk drives 5A to 5D and 5P. The delay time T^ indicates 

the time between a start of processing the second read request 

by each disk drive and the present time. 

Measurement processing of the delay time T^ is now described 

more specifically. As evident from above, one first list 82 is 

created whenever the SCSI interface 4A transmits a second read 

request to the disk drive 5A. This applies to the other disk 

drives 5B to 5D and 5P. Some of the first lists 82 include the 

process start time of the second read request registered therein. 

The reassignment part 8 selects one of the first lists 82 with 

the process start time registered as the first list 82 to be 

processed.   The reassignment part 8 then fetches the process start 

123 



time from the selected first list 82. The reassignment part 8 

also obtains the present time Tp from the timer 81. The 

reassignment part 8 subtracts the extracted process start time 

from the present time Tp. The subtraction result is used as the 

delay time T^ of the second read request corresponding to the first 

list 82 to be processed. 

The reassignment part 8 previously stores the limit time 

TL therein. The limit time T^ is a previously-determined 

Indicator for determining whether each disk drive includes a 

defective area or not. The limit time Tj, is preferably the time 

which ensures data transmission without interruption of video and 

audio at the host device. The reassignment part 8 determines, 

whether the calculated delay time T^ exceeds the limit time Ti. 

or not (step SlOl of FIG. 32). When the delay time Tj, exceeds 

the limit time T^, the reassignment part 8 determines that the 

processing of the second read request specified by the first list 

82 to be processed is delayed, and that there is a possibility 

that the LBA specified by the second read request is defective. 

The processing in step SlOl is now described more 

specifically. Assume that the reassignment part 8 selects the 

first list 82 shown in FIG. 31 (a-2) . This first list 82 includes 

the ID "b", the LBA "a", and process start time "t^i" registered 

therein. Therefore, the delay time T^ of the second read request 

specified by the ID "b" is calculated by Tp - t^^. Further, the 

reassignment part 8 determines whether Tj, > T^ is satisfied . If 



not, the reassignment part 8 selects another first list 82 for 

process, and executes step SlOl. When not being able to select 

another first list 82, the reassignment part 8 ends the procedure 

of FIG.  32• 

On the other hand, when > Is satisfied In step SlOl, 

the reassignment part 8 Instructs the SCSI Interface 4 to 

terminate the processing of the second read request specified by 

the first list 82 to be processed (step S102). In step S102, In 

order to terminate the processing of the second read request, the 

assignment part 8 generates an ABORT_TAG message, one of the SCSI 

messages, and transmits the same to the SCSI Interface 4, The 

SCSI Interface 4 transmits the ABORT_TAG message to the disk drive 

5 connected thereto. In response to the received ABORT_TAG 

message, the disk drive 5 terminates the second read request 

specified by the ID "b". Here, since the second read request 

specified by the ID "b" has been transmitted through the SCSI 

Interface 4A to the disk drive 5A, the reassignment part 8 

transmits the ABORT_TAG message to the disk drive 5A through the 

SCSI Interface 4A, causing the disk drive 5A to terminate the 

processing of the second read request specified by the ID "b". 

After transmitting the ABORT_TAG message, the SCSI 

Interface 4 transmits a NAK Indicating that the processing of the 

second read request specified by the ID/b" has been failed, to 

the controller 7. 

After step S102, the reassignment part 8 determines the disk 
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drive 5 specified by the first list 82 to be processed. The 

reassignment part 8 detezinlnes whether plural second read 

requests are kept In the determined disk drive 5 to be processed 

(step S103). 

When the reassignment part 8 determines In step S103 that 

plural second read requests are kept, that Is, plural first lists 

82 are managed In the reassignment part 8, the procedure advances 

to step S104. Here, plural first lists 82 are managed for the 

disk drive 5A to be processed. Further, In step S108 or S1013 

described later, the selected first list 82 Is deleted. Therefore, 

at this time, as shown In FIG. 31 (a-3), the reassignment part 

8 manages the first list 82 to be processed and the first list 

82 created next (hereinafter referred to as "next first list 82") 

therein. The next first list 82 Is shown as surrounded by a dotted 

line In FIG. 31 (a-3). Note that the next first list 82 does not 

Include the process start time registered, because It was created 

In step S94 of FIG. 30. To register the process start time, the 

reassignment part 8 first obtains the present time Tp from the 

third timer 81, and registers the present time Tp In the next first 

list 82 (step S104).   The procedure then advances to step S105. 

On the.other hand, when the reassignment part 8 determines 

In step S103 that plural second read requests are not kept, the 

procedure skips step S104 to advance to step S105. 

The reassignment part 8 then fetches the registered LBA from 

the first list 82 to be processed.   The fetched LBA Is hereinafter 
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referred to as an LBA to be checked. Here^ the LBA to be checked 

is ''a", and may possibly be defective. The reassignment part 8 

searches the second lists 83 managed therein (refer to FIG. 31 

(b-1)) based on the LBA to be checked to determined whether any 

5 second list 83 with the LBA to be checked registered therein Is 

present  (step S105). 

As described above, the second list 83 Includes the fields 

for registering the LBA and the counter value N therein. The 

counter value N indicates how many times the LBA to be checked 

10 has successively satisfied T^ > T^ in step SlOl. Therefore, if 

any second list 83 with the LBA to be checked registered therein 

is found in step S105, the LBA to be checked is determined to be 

possibly defective also at previous check. That is, the second 

read request for reading the data block or redundant data from 

15 the LBA to be checked has been transmitted successively at least 

twice (at previous time and this time) by now. Moreover, the 

reassignment part 8 has successively determined that the LBA to 

be checked satisfies T^ > Tp twice in step SlOl executed in response 

to each second read request.   On the other hand, when any second 

20 list 83 with the LBA to be checked registered therein cannot be 

found, the LBA to be checked is determined for the first time to 

possibly be defective. 

When the second list 83 with the LBA to be checked registered 

therein can be found in step S105, the procedure advances to step 

25    S109.   Otherwise, the procedure advances to step S106, wherein 



a new second list 83 is created. As shown in FIG. 31 (b-2), the 

reassignment part 8 registers the LBA to be checked ("a", in this 

example) in the LBA field of the created second list 83. The 

reassignment part 8 also registers a default value '"l" in the 

counter field thereof (step S106). 

After step S106, the reassignment part 8 determines whether 

the counter value N in the second list 83 with the LBA to be checked 

registered therein (hereinafter referred to as the second list 

83 to be processed) reaches a limit value or not (step S107). 

The limit value is a predetermined threshold for determining 

whether the LBA to be checked is defective or not. The limit value 

NL is a natural number of 1 or more, determined according to the 

specifications of the present disk array device. In the present 

embodiment, assume that "2" is selected for the limit value Nj,. 

Since the second list 83 to be processed is the newly-created one 

in step S106, the counter value N "1" is registered in the second 

list 83 to be processed (refer to FIG. 31 (b-2) ) . The reassignment 

8 therefore determines that the counter value N does not reach 

the limit value N^,  and the procedure advances to step S108. 

The reassignment part 8 then determines that the first list 

82 to be processed is no longer necessary, and deletes the first 

list 82 (step S108). This processing prevents the first list 82 

from being redundantly selected for process. Here, the 

reassignment part 8 deletes the first list 82 with the ID "b", 

the LBA "a", and the process start time "tti" registered therein. 
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Note that the second list 83 to be processed is not deleted in 

step S108. After step S108, the procedure returns to step SlOl, 

wherein the reassignment part 8 selects another first list 82 to 

be processed to continue the procedure. When the counter value 

N reaches the limit value in step S106, the procedure advances 

to step S109. 

Furthermore, another first read request may arrive at the 

controller 7 from the host device. In response to the other first 

read request, the controller 7 transmits a set of second read 

requests to the SCSI interfaces 4A to 4D and 4P. The SCSI 

interfaces 4A to 4D and 4P transmit the received second read 

requests to the disk drives 5A to 5D and 5P, respectively. Assume 

that the second read request transmitted to the disk drive 5A 

indicates reading the data block from the LBA "a" . In this case, 

the notifying part 42A of the SCSI interface 4A generates a 

transmission notification for the second read request transmitted 

to the disk drive 5A, and transmits the notification to the 

reassignment part 8. Here, assume that this transmission 

notification includes the ID "c" and the LBA "a". 

On receiving the transmission notification, the 

reassignment part 8 starts the procedure as shown in FIG. 30, first 

obtaining the present time Tp from the third timer 81. The present 

time Tp is used, as described above, as the time when the SCSI 

interface 4A transmits the second read request to the disk drive 

5A.   Here, assume that the transmission time of the second read 



request is t^z- The reassignment part 8 extracts ID "c" and the 

LBA "a" from the received transmission notification (step S91). 

The reassignment part 8 then executes steps S92 and then S93, or 

steps S92 and then S94 to create a new first list 82 for the present 

5 second read request, and then ends the procedure of FIG. 30. 

Assuming that the present target disk drive (disk drive 5A) keeps 

only one second read request, the first list 82 Includes the LBA 

"a" , the ID "c" , and the process start time "t^z" registered therein 

(refer to FIG.  31 (a-4)). 

10 The reassignment part 8 further executes the procedure of 

FIG. 32. The reassignment part 8 first selects the first list 

82 to be processed from the first lists 81 stored therein. The 

reassignment part 8 then determines whether the delay time T^ 

calculated by referring to the first list 82 to be processed 

15 exceeds the limit time T^ (step SlOl). Here, assume that the first 

list 82 to be processed is as shown in FIG. 31 (a-4). In this 

case, the delay time T^ can be obtained by Tp - t^a- When Tj, ( = 

Tp - ttz) > TL is satisfied, the reassignment part 8 terminates 

processing of the second read request specified by the first list 

20 82 to be processed (step S102), and then determines whether 

another first list 82 is managed therein for the target disk drive 

(disk drive 5A) (step S103) . Here, since the present target disk 

drive (disk drive 5A) keeps one second read request, the procedure 

directly advances from step S103 to step S105.   The reassignment 

25    part 8 then fetches the LBA in the first list 82 to be processed 
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as the LBA to be checked ('•a" at present). The reassignment part 

8 then searches the managed second lists 83 based on the LBA to 

be checked to determine whether any second list 83 with the LBA 

to be checked registered therein Is present (step S105). 

As described above, since the reassignment part 8 manages 

the second list 83 as shown In FIG. 31 (b-2) , the procedure advances 

to step S109. Here, the second list 83 with the LBA to be checked 

registered therein Is to be processed by the reassignment part 

8, as described above. 

The reassignment part 8 Increments the counter value N 

registered In the second list 83 to be processed by " 1" ( step S109) . 

Here, the counter value N In FIG. 31 (b-2) Is Incremented by "1", 

resulting In ""l" as shown In FIG. 31 (b-3) . After step S109, the 

reassignment part 8 determines whether the counter value N reaches 

the limit value ("2", as described above) or not (step S107). 

Since the counter value N Is "2" , the reassignment part 8 assumes 

that recording area specified by the LBA to be checked (the LBA 

"•a" of the disk drive 5A, at present) Is defective, and the 

procedure advances to step SIOIO. 

The reassignment part 8 accesses to the first table 91 

(refer to FIG. 25) managed by the first table storage part 9, 

selecting one of the LBA's specifying currently available 

alternate areas. The reassignment part 8 thus selects the 

alternate area to be assigned to the defective area (step SlOlO) . 

The size of the selected alternate area Is equal to that of the 
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data block or redundant data (512 bytes, in the present 

embodiment). 

The reassignment part 8 notifies the address conversion 

part 11 of the LBA of the defective area (the LBA "a" of the disk 

5 drive 5A, at present) and the LBA of the selected alternate area 

(step SlOll) . The address conversion part 11 registers the LBA's 

of the defective and alternate areas received from the 

reassignment part 8 in the second table 101 (refer to FIG. 27) 

managed by the second table storage part 10.   Note that, in FIG. 

10 27, the LBA of the defective area specifies the original storage 

location of the data block or redundant data, and is therefore 

described as the original LBA in the second table. Furthermore, 

the LBA of the alternate area specifies the current recording area 

of the data block or redundant data previously recorded in the 

15 defective area, and is therefore described as the current LBA. 

With the address information thus updated, the controller 7 uses 

the current LBA when the controller 7 next generates a second read 

request for reading the reassigned data block or redundant data. 

After step SlOll, the reassignment part 8 updates the first 

20 table 91 in the first table storage part 9 so as not to redundantly 

select the alternate area selected in step SlOlO (step S1012). 

This updating prevents the reassignment part 8 from redundantly 

selecting the present alternate area, and ends the reassign 

processing.   After the reassignment, the first list 82 and second 

25    list 83 to be processed are not necessary any more, and therefore 
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the reassignment part 8 deletes these lists (step S1013). 

Furthermore, the reassignment part 8 generates a REASSIGN- 

COMPLETED notification, a signal Indicating that the reassign 

processing ends, and transmits the same to the controller 7 (step 

S1014). The     REASSIGN-COMPLETED     notification Includes 

Information on the LBA' s of the defective area and alternate area. 

In response to the REASSIGN-COMPLETE notification from the 

reassignment part 8, the controller 7 recovers the unread data 

block or redundant data by reassignment according to the 

architecture of the RAID level adopted In the present embodiment, 

and then writes the recovered data block and redundant data In 

the alternate area of the disk drive (on which the reassignment 

has been executed) of the present target disk drive. Since this 

processing Is known art. Its description Is omitted herein. With 

this writing of the data block and redundant data, the parity group 

recorded over the disk drives 5A to 5D and 5P can maintain 

consistency before and after reassignment. 

As described above. In the disk array device according to 

the present embodiment, reassign processing Is executed when a 

defective area Is detected on any of the disk drives 5A to 5D and 

5P. As a result, an alternate area Is assigned to the defective 

area. The unread data block or redundant data Is stored In the 

alternate area. In other words, the data block or redundant data 

Is not left In the defective area. Therefore, after detection 

of a defective area, the disk array device accesses not to the 
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defective area but to the alternate area, attempting to read the 

data block or redundant data«   Consequently, delay of reading due 

to continuous access to the defective area as described at the 

outset of the present, embodiment can be prevented. 

5 In  the  present   embodiment,   to   clarify  the   timing of 

assigning an alternate area, operation when a read response is 

received by each of the SCSI interfaces 4A to 4D and 4P has been 

described, with part of the operation omitted. When a read 

response is returned to each SCSI interface, the contents of the 

10 first list 82 is changed according to the time when the read 

response returned and the like. Described next is operation of 

updating the first list 82 when a read response is returned. 

The notifying parts 42A to 4 2D and 42P generate a receive 

notification signal whenever the SCSI interfaces 4A to 4D and 4P 

15 receive a read response from the disk drives 5A to 5D and 5P, 

respectively, and transmits the receive notification to the 

reassignment part 8. The receive notification includes the ID 

of the second read request on which the received read response 

is based, and the LBA specified by the second read request. More 

20 specifically, assume that the SCSI interface 4A receives the read 

response including the ID "b" and the LBA *'a". In this case, the 

SCSI interface 4A transmits the receive notification to the 

reassignment part 8. Note that the processing of updating the 

first list 82 is irrespective of whether the read response is an 

25     ACK or NAK. 
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In response to the receive notification, the reassignment 

part 8 executes the procedure shown by a flow chart of FIG. 33. 

The reassignment part 8 first extracts the ID "b" and the LBA "a" 

from the received receive notification. The reassignment part 

8 also search the first lists 82 being managed therein for the 

one in which the ID "b" is registered (hereinafter referred to 

as first list 82 to be deleted) (step Sill) . When the reassignment 

part 8 does not manage the first list 82 with the ID "b" registered 

therein even though the second read request has been transmitted, 

that means such list has been deleted in step S108 or S1013 of 

FIG. 32. In this case, that is, when the reassignment part 8 

cannot find the first list 82 to be deleted in step Sill, execution 

of steps S112 to S115 of FIG. 33 is not required, and the procedure 

directly advances from step Sill to S116. 

On the other hand, when the reassignment part 8 finds the 

first list 82 to be deleted in step Sill, > T^. has not been 

satisfied in step SlOl of FIG. 32 by the time immediately before 

receiving the receive notification (that is, immediately before 

the present read response is returned thereto). Thus, the 

reassignment part 8 determines whether T^ > is satisfied or 

not at this time based on the information registered in the first 

list 82 to be deleted (step S112) . When the delay time T^ exceeds 

the limit time T^, the reassignment part 8 has to determine whether 

the alternate area has to be assigned to the defective area, and 

the procedure therefore advances to steps S103 and thereafter 
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shown in FIG. 32, which are shown by "B" in the flow chart of FIG. 

33. 

On the other hand, when the delay time does not exceed 

the limit time T^^ that means the reading of the disk drive 5A 

6 does not take a long time; the LBA specified by "a" is not defective. 

Therefore, the reassignment part 8 determines whether the 

reassignment part 8 manages the second list 83 in which the scune 

LBA as that in the first list 82 to be deleted is registered (step 

S113).   When managing such second list 83, the reassignment part 

10 8 deletes the second list 83 (step S114), and the procedure 

advances to step S115. Otherwise, the procedure directly 

advances from step S113 to step S115, wherein the reassignment 

part 8 deletes the first list 82 to be deleted. 

The reassignment part 8 determines whether another second 

15 read request is kept in the disk drive 5 (hereinafter referred 

to as present transmitting drive) from which the present read 

response was transmitted, based on the number of first lists 82 

being managed for the present transmitting drive (step S116). 

Vlhen another second read request is kept, the process start time 

20 has not yet been registered in the first list 82 created in response 

to the other second read request (the next first list 82). The 

reassignment part therefore obtains the present time Tp from the 

third timer 81, defining that processing of the other second read 

request is started at Tp in the present transmitting drive. The 

25    reassignment part 8 registers the obtained present time Tp as the 
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process start time for the other second read request in the next 

first table 82 (step S117), and ends the procedure of FIG. 33. 

On the other hand, when another second read request Is not 

kept, the reassignment part 8 does not execute step S117, and ends 

5    the procedure of FIG. 33. 

In step S85 of FIG. 28, the controller 7 transmits the read 

termination request for terminating reading of the redundant data 

to the reassignment part 8. The controller 7 also transmits, in 

step S812 of FIG. 28, the read termination request for terminating 

10 reading of the unnecessary data block or redundant data. As 

described above, each read termination request includes the LBA 

for specifying the storage location of the data block or redundant 

data reading of which is to be terminated. Described next is the 

procedure when the reassignment part 8 receives a read termination 

15    request with reference to FIG. 34. 

The reassignment part 8 extracts the LBA from the received 

read termination request, determining whether reading of the data 

block or redundant data from the LBA has been started (step S121) . 

More specifically,  the reassignment part 8 first searches the 

20 first lists 82 being managed therein for the one with the LBA 

reading of which should be terminated registered therein. The 

reassignment part 8 then determines whether the process start time 

has been registered in the found first list 82 or not. As evident 

from above, the process start time is not necessarily registered 

25    on creation of the first list 82.   Therefore, at start of the 
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procedure of FIG. 34, the reassignment part 8 Includes the first 

lists 82 with and without the process start time registered 

therein. Here, If the process start time has been registered In 

the first list 82, that means reading of the data block or redundant 

5 data from the corresponding LBA has been started. Therefore, 

based on whether the process start time has been registered In 

the found first list 82, the reassignment part 8 determines 

whether processing of the second read request corresponding to 

the first list 82. 

10 When determining in step S121 that reading from the LBA 

extracted from the read termination request has been started, the 

reassignment part 8 ends the procedure of FIG. 34. 

On the other hand, when determining that the reading from 

the LBA has not yet been started, the reassignment part 8 transmits 

15 an ABORT_TAG message, one of the SCSI messages, to the disk drive 

5 including the extracted LBA through the SCSI interface 4, 

terminating the execution of processing of the second read request 

corresponding to the found first list 82 (step S122). The SCSI 

interface 4 also transmits a NAK indicating that the reading for 

20 the corresponding second read request has been failed, to the 

controller 7. 

After step S112, the reassignment part 8 deletes the first 

list 82 found in step S121  (step S123). 

As described above, the reassignment part 8 terminates the 

25    processing of the second read request in response to the read 
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termination request from the controller 7 only when the conditions 

of step Sill are satisfied, allowing correct detection of the 

defective area in the disk drives 5A to 5D and 5P. If the 

reassignment part 8 unconditionally terminates the processing in 

5 response to the read termination request, > is not satisfied 

for most of the second read requests. As a result, the 

reassignment part 8 may not be able to correctly detect the 

defective area. 

10     (Seventh Embodiment) 

In the disk array device according to the fifth embodiment, 

the storage location of the data block requiring much time to be 

read is stored in the faulty block table 75. By referring to such 

faulty block table 75, the controller 7 determines whether to 

15 transmit five or four second read requests , thereby realizing the 

disk array device capable of reading a large voltmie of data per 

unit of time. However, the more faulty data blocks requiring much 

time to be read are written into the faulty block table 75, the 

more often the disk array device transmits  five second read 

20 requests. As a result, the volume of data to be read per unit 

of time become smaller. Therefore, a seventh embodiment is to 

solve the above problem, realizing a disk array device capable 

of reading a larger volume of data per unit of time. 

FIG. 35 is a block diagram showing the structure of the disk 

25    array device according to the seventh embodiment of the present 
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invention. The disk array device of FIG. 35 is different from 

that of FIG. 24 in that the controller 7 includes the Scime faulty 

block table 75 as that shown in FIG. 19. Since other structures 

is the same, the components in FIG. 35 are provided with the same 

5 reference numerals as those in FIG. 24 and their description is 

omitted herein. 

Furthermore, note that, in the present embodiment, the 

redundant data is distributed across the disk drive 5A to 5D and 

5P as shown in FIG. 20. 

10 Like the sixth embodiment, in response to the first read 

request, the present disk array device also starts read operation 

that is distinctive of the present embodiment, which is now 

described in detail with reference to a flow chart in FIG. 36. 

FIG. 36 is the flow chart showing the procedure from the time when 

15 the first read request arrives at the controller 7 to the time 

when a set of second reading requests are transmitted. Since the 

flow chart in FIG. 36 partially includes the same steps as those 

in FIG. 26, the steps in FIG. 36 are provided with the same step 

numbers as those in FIG. 26 and their description is simplified 

20    herein. 

When provided with the first read request (step Si), the 

controller 7 fetches the LBA's specifying the storage locations 

of the parity group to be read from the address conversion part 

11 (step S71) .    In other words, the controller 7 fetches the LBA's 

25    indicative of  the  storage  locations  of  the data blocks and 
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redundant data of the same parity group. 

The controller 7 next determines whether any four of the 

disk drives 5A to 5D and 5P have previously failed to read the 

four data blocks to be read this time (step S131)* For 

5 determination In step S131, the controller 7 refers to the faulty 

block table 75^ In which storage locations of the data block 

reading of which has been previously failed are listed, as shown 

In FIG. 22 (Note that the storage locations are Indicated by the 

LBA's In the present embodiment). Therefore, the controller 7 

10 can easily make determination In step S131 by comparing the LBA 

of each data block fetched from the address conversion part 11 

with the LBA's listed In the faulty block table 75. 

When determining In step SI31 that reading of the four data 

blocks has not been previously failed, the controller 7 determines 

15 that there Is a low possibility of falling to read the four data 

blocks this time, and Issues a set of second read requests to read 

the parity group (step S132) . In step S132, however, the second 

read requests are Issued only to the four disk drives storing the 

data blocks, and not to the remaining disk drive storing the 

20    redundant data. 

When determining In step SI31 that reading of the four data 

blocks ha:s been previously failed, the controller 7 determines 

that there Is a high possibility of falling to read the four data 

blocks this time, and Issues a set of second read requests to read 

25    the parity group (step S133).    In step S133, however, the second 
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read requests are issued to the four disk drives storing the data 

blocks as well as the remaining disk drive storing the redundant 

data« 

The second read requests issued in step S132 are processed 

5 by the four disk drives storing the data blocks of the same parity 

group, while those issued in step S133 are processed by the five 

disk drives storing the data blocks and redundant data of the same 

parity group. In either case, each of the four or five disk drives 

generates a read response indicating reading has been succeeded 

10 or failed. The four or five disk drives transmit the generated 

read responses through the SCSI interfaces connected thereto to 

the controller 7. The controller 7 executes the procedure shown 

in FIG. 37 whenever the read response arrives. The flow chart 

of FIG. 37 includes the same steps as those in the flow chart of 

15 FIG. 23, and further includes step S141. Therefore, the steps 

in FIG. 37 are provided with the scime step numbers as those in 

FIG.  28 and their description is omitted herein. 

When determining that a NAK has arrived (step 382), the 

controller 7 extracts the LBA from the NAK.   The LBA included in 

20 the NAK indicates the storage location of the data block or 

redundant data which has been failed to be read. The controller 

7 registers the LBA extracted from the NAK in the faulty block 

table 75 (step S141). Notie that step S141 may be executed at any 

timing as long as after it is determined in step 882 that the 

25    present read response is a NAK.   That is, the execution timing 



of step S141 is not restricted to the timing inunediately after 

determined in step S82 that the present read response is a NAK. 

The reassignment part 8 executes the procedure described 

above in the sixth embodiment. Description of this procedure is 

therefore omitted herein. The important point here is that, when 

the reassignment ends, the reassignment part 8 transmits a 

REASSIGN-COMPLETED notification indicating the reassignment has 

ended,     to     the    controller    7. This REASSIGN-COMPLETED 

notification includes the LBA indicative of the storage location 

that is determined to be defective by the reassignment part 8. 

Since it takes much time to read from the defective area, the LBA 

indicative of such defective storage area is also written in the 

faulty block table 75. 

When receiving the REASSIGN-COMPLETED notification, the 

controller 7 executes the procedure shown in FIG. 38. First, on 

receiving REASSIGN-COMPLETED notification, the controller 7 

determines that the reassignment part 8 has executed reassignment 

(step S151), and the procedure advances to step S152. In step 

S152, the controller 7 extracts the LBA from the REASSIGN- 

COMPLETED notification. The controller 7 then accesses to the 

faulty block table 75, and deletes the LBA matching the one 

extracted from the REASSIGN-COMPLETED notification from the 

faulty block table 75, thereby updating the faulty block table 

75  (step S152). 

As described above, also in the disk array device according 
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to the seventh embodiment, the storage location requiring much 

time to be read Is assumed to be defective, and an alternate storage 

location Is assigned thereto. That Is, the storage location of 

the data block or redundant data Is changed from the defective 

5 area to the alternate area. In response to such reassignment, 

the controller 7 updates the faulty block table 75, preventing 

the data block or redundant data from being kept stored In the 

defective area for a long time. Furthermore, In the present 

embodiment, the niimber of LBA's written In the faulty block table 

10 75 for every reassignment decreases. Consequently, as 

possibilities that the storage location (LBA) of the data block 

from the address conversion part 11 Is written In the faulty block 

table 75 decreases, the controller 7 can transmit four second read 

requests more often.   As a result. It Is possible to realize the 

15 disk array device capable of reading a larger volume of data per 

unit of time. 

In the above described first to seventh embodiments, the 

disk array device Includes five disk drive. The number of disk 

drives, however, may be changed according to design requirements 

20 of the disk array device such as the data length and the data block 

length, and therefore Is not restricted to five. Note that "m" 

In Claims corresponds to the number of disk drives Included In 

the disk array device. 

Furthermore,   In  the  above  described  first   to seventh 

25    embodiments, the host device transmits data of 2048 bytes to the 
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disk array device of each embodiment, and the disk array device 

divides the received data into data blocks of 512 bytes each. The 

sizes of the data and the data block are, however, just one example 

for simplifying description, and are not restricted to 2048 bytes 

and 512 bytes, respectively. 

(Eighth Embodiment) 

As described in Background Art section, the disk array 

device executes reconstruction processing, in some cases. In an 

eighth embodiment of the present invention, reconstruction is to 

recover the data block or redundant data in a faulty disk drive 

and rewrite the recovered data block or redundant data in a disk 

drive (another disk drive or a recording area without a defect 

in the faulty disk drive). Furthermore, the disk array device 

has to transmit video data so that the video being replayed at 

the host device is not interrupted. To prevent this interruption 

of video, when a read request for video data arrives , the disk 

array device has to process the read request in real time to 

transmit the video data. The eighth embodiment realizes a disk 

array device capable of transmitting video data without 

interruption and executing reconstruction. 

FIG. 39 is a block diagram showing the structure of the disk 

array device according to the eighth embodiment of the present 

Invention. In FIG. 39, the disk array device is constructed of 

a combination of RAID-4 and RAID-5 architectures. Including an 



array controller 21 and a disk array 22. The array controller 

21 Includes a host interface 31, a request rank identifying part 

32, a controller 33, a queue managing part 34, a request selector 

35, a disk interface 36, a buffer managing part 37,  a parity 

5    calculator 38, and a table storage part 39.   The disk array 22 

is constructed of five disk drives 41A to 41D and 41P. 

Illustration of the structure is partly simplified in FIG. 

39 as space does not allow detailed illustration.   With reference 

to FIG. 40, described next in detail is the structure of the queue 

10    managing part 34, the request selector 35, and the disk interface 

36. In FIG. 40, the queue managing part 34 is constructed of queue 

managing units 34A to 34D and 34P, which are assigned to the disk 

drives 41A to 41D and 41P, respectively. The queue managing unit 

34A manages a non-priority queue 341A and a priority queue 342A. 

15 The queue managing unit 34B manages a non-priority queue 341B and 

a priority queue 342B. The queue managing unit 34C manages a 

non-priority queue 341C and a priority queue 342C. The queue 

managing unit 34D manages a non-priority queue 34ID and a priority 

queue 342D.   The queue managing unit 34P manages a non-priority 

20 queue 341P and a priority queue 342P. The request selector 35 

is constructed of request selection units 35A to 35D and 35P, which 

are assigned to the disk drives 41A to 4ID and 4IP, respectively. 

The disk interface 36 is constructed of SCSI interfaces 36A to 

36D and 36P, which are assigned to the disk drives 41A to 41D and 

25     41P, respectively. 
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Described next is the detailed structure of the buffer 

managing part 37 with reference to FIG. 41. In FIG. 41, the buffer 

managing part 37 manages buffer memories 37A to 37D, 37P, and 37R. 

The buffer memory 37A is divided into a plurality of buffer areas 

37Ai, 37A2. . . Each buffer area has a capacity of storing a data 

block or redundant data, which will be described below. Further, 

an identifier (normally, top address of each buffer area) is 

assigned to each buffer area to uniquely identify each buffer area. 

The identifier of each buffer area is hereinafter referred to as 

a pointer. Each of the other buffer memories 37B to 37D, 37P, 

and 37R is also divided into a plurality of buffer areas. A 

pointer is also assigned to each buffer area, like the buffer area 

37Ai. 

Referring back to FIG. 40, the disk group of the disk drives 

41A to 4ID and 4IP is now described. Since the architecture of 

the present disk array device is based on the combination of RAID-3 

and RAID-4, the data blocks and redundant data of the same parity 

group are distributed across the disk drives 41A to 41D and 41P, 

which form one disk group. Here, the parity group is, as described 

in Background Art section, a set of data blocks and redundant data 

generated based on one piece of data transmitted from the host 

device. The disk group is a set of plurality of disk drives into 

which the data blocks and redundant data of the same parity group 

are written. In the present embodiment, the disk group of the 

disk drives 41A to 4ID and 4IP is hereinafter referred to as a 
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disk group "A". Further, a plurality of LUN's (Logical Unit 

Number) are assigned to each disk group. The plurality of LUN's 

are different for each disk group, and the LUN's in one disk group 

are also different each other. Such LUN' s are used for specifying 

a disk group to be accessed and the level of priority of an access 

request. In the present embodiment, "non-priority" and 

-priority" are previously defined as the level of priority of an 

access request. Two LUN's "0" and "1" are assigned to the disk 

group A. The LUN "0" represents that the access request is given 

non-priority", while the LUN "1" represents the access request 

is given "priority". 

Described briefly next is the host device placed outside 

the disk array device. The host device is connected to the host 

interface 31 so as to be able to bi-directionally communicate 

therewith. The I/O interface between the host device and the host 

interface is based on SCSI (Small Computer System Interface) . To 

write or read data, the host device requests access to the disk 

array device. The procedure of access is now described below. 

First, the host device gains control of the SCSI bus through the 

ARBITRATION phase. The host device then specifies a target disk 

array device through the SELECTION phase. The host device then 

transmits an Identify message (refer to FIG. 42a) , one of the SCSI 

messages, to specify the LUN, thereby specifying the disk group 

to be accessed and the level of priority of the access request. 

Further, the host device transmits a Simple_Queue_Tag (refer to 
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FIG. 43b), one of the SCSI messages, to transmit a plurality of 

access requests to the disk array device. To read data, the host 

device sends a Read_10 command of a SCSI command (refer to FIG. 

43a) to the disk array device. The Read_10 command specifies the 

5 LBA specifying the storage location of the data to be read and 

the length of the data. To write data, the host device sends a 

Write^lO command (refer to FIG. 43b) to the disk array device. 

The Write_10 command specifies the LBA specifying the storage 

location of the data to be written and the length of the data. 

10 The host device further transmits the data to be written to the 

disk array device. In this manner, the host device requests 

access to the disk array device. 

The data to be written into the disk array device is now 

described.   The transmission data from the host device includes 

15 two types: real-time data and non-real-time data. The real-time 

data is the data to be processed in the disk array device in real 

time such as video data. The non-real-time data is the data to 

be processed in the disk array device not necessarily in real time 

such as computer data.   The real-time data and non-real-time data 

20 are large in general. A plurality of host devices are connected 

to the disk array device, sharing one SCSI bus. Assuming that 

such large real-time data or non-real-time data is written into 

the disk array device all at once, the SCSI bus is used exclusively 

by a specific host device, and cannot be used by the other host 

25    devices.   To prevent such detriment, the host device divides the 
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large real-time data or non-real-time data Into a predetermined 

size, and transmits the data to the disk array device by that size. 

In other words, the host device sends only part of the data by 

the predetermined size In one request, and executes this sending 

5 operation several times to write the whole data, thereby 

preventing the SCSI bus from being used exclusively by a specific 

host device. 

Described next is how the disk array device operates when 

the host device requests the disk group "A" to write non-real-time 

10 data with reference to a flow chart of FIG. 44. Since the 

non-real-time data is processed in the disk array device not 

necessarily in real time, the LUN composed of a set of "0* and 

"A" is set in the Identify message to be sent during the access 

request.   Further, the host device sends the non-real-time data 

15    to be written and a Write_10 command to the disk array device. 

When receiving the SCSI message, SCSI command and data 

(non-real-time data) to be written from the host device (step 

S161), the host Interface 31 determines that the host device 

requests access, and the procedure advances to step S162. The 

20 host interface 31 then generates a first process request based 

on the access request from the host device. 

FIG. 45 shows a format of the first process request to be 

generated by the host Interface 31. In FIG. 45, the first process 

request includes information on a command type, an identification 

25    number, LUN, control Information, LBA, and data length.     As the 
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command type, the operation code of the Write_10 command is set. 

For convenience In description, assume herein that Is set In 

the command type for the Wrlte_10 command. With this command type, 

the host Interface 31 specifies that the generated first process 

5 request Is for writing. As the Identification number, the number 

Indicative of a queue tag Included In the received 

Slmple_Queue_Tag command Is set. As the LUN, the number 

Indicative of the LUN Included In the received Identify command 

from the host Interface 31 Is set.   When the host device requests 

10 the disk group ''A" to write non-real-time data, a set of "0" 

Indicative of priority of the present access request and "A" 

Indicative of the disk group to be accessed Is set as the present 

LUN's. As the control Information, cache control Information 

such as DPO and FUA Included In the Read_10 or Wrlte_10 received 

15 by the host Interface 31 Is set. As the LBA, the value specifying 

the LBA Included In the Read_10 or Write_10 Is set. As the data 

length, the length of the data to be read by the Read_10 or to 

be written by the Wrlte_10 Is set. Furthermore, only when the 

host Interface 31 receives Wrlte_10, the data Is set In the first 

20 process request. The data In the first process request Is the 

data Itself (non-real-time data or real-time data) transmitted 

with the Wrlte_10 from the host device. The first proceiss request 

generated In the above manner Is transmitted to the request rank 

Identifying part 32  (step S162). 

25 When receiving the first process request, the request rank 



identifying part 32 extracts the information on the LUN from the 

request (step S163) . The request rank identifying part 32 further 

identifies the level of priority of the received first process 

request, determining to which disk group is requested to be 

5 accessed (step S164). Since the set of ''0' and "A" is extracted 

as the LUN's from the present first process request, the request 

rank identifying part 32 identifies the level of priority as 

"non-priority" and the disk group as "A". After the 

identification   ends,   the   request   rank   identifying  part 32 

10 transmits the received first process request, the identification 

results ("non-priority" and the disk group "A" ) to the controller 

33 (step S165). 

When receiving the first process request and identification 

results from the request rank identifying part 32, the controller 

15 33 determines whether the first process request has priority or 

not (step S166). When the information on priority is "non- 

priority" , the controller 33 determines whether the operation 

called ''Read_Modify__Write" is required or not (step S167). More 

specifically, in step S167, the controller 33 determines whether 

20 to read the data blocks required for updating the redundant data 

stored in the disk drive 4IP (these data block are hereinafter 

referred to as data blocks for update) or not. When the controller 

33 determines not to read the data blocks for update, the procedure 

directly advances to step S1612, which will be described later. 

25    That is, write operation according to the RAID-3 architecture is 
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executed• 

On the other hand, when determining to read the data blocks 

for update, the controller 33 generates first read requests to 

read the data blocks for update. The first read request has a 

5 format shovm in FIG. 46, which is different from that shown in 

FIG. 45 in that the information of the LUN is replaced with the 

level of priority and the disk group. Since the level of priority 

is "non-priority" and the disk group is "A" in the present first 

process request, the controller 33 enqueues the generated first 

10 read requests to the non-priority queue 341A to 341D assigned to 

the disk drives 41A to 41D, respectively (step S168). 

Each of the request selection units 35A to 35D and 35P 

executes the processing of step S169. Specifically, when the disk 

drive 41A ends processing (read or write) , the request selection 

15 unit 35A first determines whether any request generated by the 

controller 33 such as the second read request has been enqueued 

to the priority queue 342A assigned to the disk drive 41A, When 

determining that a request has been enqueued, the request 

selection unit 35A selects and dequeues one of the requests from 

20 the priority queue 342A, and transmits the dequeued request to 

the SCSI interface 36A assigned to the disk drive 41A. The SCSI 

interface 36A instructs the disk drive 41A to execute the received 

request. 

When determining that any request has not been enqueued to 

25     the priority queue 342A, that is, the priority queue 342A is empty, 
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the request selection unit 35A determines whether any request 

generated by the controller 33 such as the first read request has 

been enqueued to the non-priority queue 341A assigned to the disk 

drive 41A. When determining that a request has been enqueued, 

the request selection unit 35A selects and dequeues one of the 

requests from the non-prlorlty queue 34lA. The SCSI Interface 

36A Instructs the disk drive 41A to execute the request dequeued 

from the non-priority queue 341A. 

When determining that any request has not been enqueued to 

the priority queue 341A, that Is, the priority queue 342A and the 

non-prlorlty queue 34lA are both empty, the request selection unit 

35A waits for the disk drive 41A ending the present processing 

(step S169). 

As described above, the request selection unit 35A 

transmits the request In the priority queue 342A to the SCSI 

Interface 36A with higher priority than the request in the 

non-prlorlty queue 34lA. Since the other request selection units 

35B to 35D and 35P perform the same processing as described for 

the request selection unit 35A, its description is omitted herein. 

When the request is sent from the SCSI Interfaces 36A to 

36D and 36P, the disk drives 41A to 41D and 41P respectively process 

the received request (step S1610). Therefore, the first read 

requests enqueued to the non-priority queues 341A to 341D are 

processed by the disk drives 41A to 41D with lower priority than 

the  requests  enqueued to  the priority queues  342A  to 342D. 
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Therefore, the data blocks for update of non-real time data are 

read by the disk drives 41A to 4ID without affecting reading and 

writing of the real-time data. When reading of the data blocks 

for update has been successfully completed, the disk drives 41A 

5 to 4 ID transmit the read data blocks for update and a READ- 

COMPLETED, a signal Indicating that reading has been successfully 

completed, to the SCSI Interfaces 36A to 36D, respectively. 

When receiving the data blocks for update and the READ- 

COMPLETED, the SCSI Interfaces 36A to 36D store the data blocks 

10 for update In predetermined buffer areas 37to 37D^, (1 = 1, 

2, ...). The buffer areas SVA^ to 37Di are specified by the 

controller 33. That Is, pointers Indicative of the buffer areas 

37Ai to 37Di are set In the first read requests which have triggered 

reading of the data blocks for update.   According to the pointers 

15 in the first read requests, the SCSI Interfaces 36A to 36D specify 

the buffer areas 37to 37Di in which the data blocks for update 

are to be stored. The SCSI Interfaces 36A to 36D transmit the 

received READ-COMPLETED's to the controller 33. 

Based on the READ-COMPLETED' s, the controller 33 determines 

20 whether the disk drives 41A to 4ID have ended reading of the data 

blocks for update. When the data blocks for update have been 

stored in the buffer areas 37A^ to 37D^ {step S1611) , the controller 

33 extracts the non-real time data Included in the present process 

request.      When   '•Read_Modify_Write''   is   executed,   since the 

25    extracted non-ireal-tlme data belongs to the same parity group as 
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that of the data blocks for update stored in the buffer areas 37A^ 

to 37Di, the data blocks composing the parity group to be updated 

are updated. The controller 33 stores the extracted non- 

real-time data in the buffer areas in which the data blocks to 

5 be updated are stored. For example, to update the entire data 

block in the buffer area 37A^, the controller 33 writes the 

extracted non-real-time data on the data block in the buffer area 

37Ai. 

The controller 33 then instructs the parity calculator 38 

10 to operate calculation of parity. In response to the instruction, 

the parity calculator 38 operates calculation of parity to create 

new redundant data according to the present updating of the 

non-real-time data. The created redundant data is stored in the 

buffer area 37Ri (i = 1, 2, ...). Thus, the entire data blocks 

15 and redundant data (the parity group) to be updated are stored 

in the buffer areas. 

The procedure then advances to step S1612. The controller 

33 first generates a first write request to write the updated 

redundant data in the disk drive 41P. The controller 33 then 

20 reconfirms that the level of priority of the present first process 

request is "non-priority. After reconfirmation, the controller 

33 enqueues the generated first write request to the non-priority 

queue 341P assigned to the disk drive 41P (step S1612). 

The controller 33 next replaces the information on the LUN 

25    in the present first process request with the received information 
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on priority and the disk group, thereby converting the first 

process request into second write requests to the disk drives 41A 

to 41D. The controller 33 generates second write requests as many 

as the number of disk drives 41A to 41D. Here, the second write 

request has the same format as that of the first read request (refer 

to FIG. 46) . The controller 33 then enqueues the generated second 

write requests to the non-priority queues 341A to 341D assigned 

to the disk drives 41A to 4ID, respectively, according to the 

information of "non-priority" and the disk group "A" (step S1613) . 

Each of the request selection units 35A to 35D and 35P 

executes processing as described above in step S169. Thus, the 

first write request enqueued to the non-priority queue 341P is 

processed by the disk drive 4IP with lower priority. The new 

redundant data stored in the buffer area 37?^ is therefore written 

into the disk drive 41P. The second write requests in the 

non-priority queues 341A to 341D are also processed by the disk 

drives 41A to 41D, respectively, with lower priority. Thus, the 

data blocks in the buffer areas 37Ai to 370^ are written in the 

disk drives 41A to 41D. Thus, according to the access request 

by the host device, the non-real-time data is made redundant, and 

distributed across the disk drives 41A to 4ID and 4IP in the disk 

array 22. 

After completing its writing, each disk drive generates a 

WRITE-COMPLETED, a signal indicating that writing has been 

completed.     The  generated WRITE-COMPLETED's  are transmitted 
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through the SCSI interfaces 36A to 36D and 36P to the controller 

33. vnien receiving all WRITE-COMPLETED's generated by the disk 

drives 41A to 41D and 41P (step S1614), the controller 33 

determines that the non-real-time data requested from the host 

5 device has been completely written in the disk drives. Further, 

the controller 33 notifies the host device through the host 

interface 31 that writing of the non-real-time data has been ended 

(step S1615). 

Described next is how the present disk array device operates 

10 when the host device requests the parity group "A" to write 

real-time data with reference to a flow chart shown in FIG. 44. 

Since real-time data has to be processed in the disk array device 

in real time, the LUN composed of a set of "1" and "A" is set 

in the Identify message (refer to FIG. 42a) to be sent during the 

15 process of access request. Further, the host device transmits 

the real-time data to be written and a Write_10 command to the 

disk array device. 

vnien receiving the access request (a series of the SCSI 

message, the SCSI command, and the real-time data) transmitted 

20 from the host device (step S161), the host interface 31 generates 

a second process request^ and transmits the request to the request 

rank identifying part 32 (step S162). Here, the second process 

request has the seune format as that of the first process request 

(refer to FIG.  45). 

25 When receiving the second process request, the request rank 
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identifying part 32 identifies the level of priority of the 

received second process request, determining to which disk group 

is requested to be accessed (steps S163 and S164) . Since the set 

of "1" and "A" is extracted as the LUN from the present second 

process request, the request rank identifying part 32 identifies 

the level of priority as "priority" and the disk group as "A". 

After the identification ends, the request rank identifying part 

32 transmits the received second process request, the 

identification results ("priority" and the disk group "A") to the 

controller 33 (step S165). 

When the level of priority received is "priority", the 

procedure from steps S1616 to S1622 is similar to that from steps 

S167 to S1613, and therefore mainly described below is the 

difference between steps S167 to S1613 and steps S1616 to S1622. 

By referring to the information on priority included in the 

received identification results, the controller 33 determines 

whether the first process request has priority or not (step S166). 

Even when the information on priority is "priority", the 

controller 33 also determines whether the operation called 

"Read_Modify_Write" is required or not (step S1616). More 

specifically, in step S1616, the controller 33 determines whether 

to read the data blocks for update or not.   When the controller 

33 determines not to read the data blocks for update, the procedure 

directly advances to step S1621. That is, write operation 

according to the RAID-3 architecture is executed. 
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On the other hand, when determining to read the data blocks 

for update, the controller 33 generates second read requests to 

read the data blocks for update. The second read request has the 

same format as that of the first read request (refer to FIG. 46), 

but the information on priority "non-priority" is replaced with 

"priority". Since the level of priority is "priority" and the 

disk group is "A" in the present second process request, the 

controller 33 enqueues the generated second read requests to the 

priority queues 342A to 342D assigned to the disk drives 41A to 

41D, respectively (step S1617). 

Each of the request selection units 35A to 35D and 35P 

executes step S1618, which is the same as step S169. Each of the 

disk drives 41A to 41D then executes step S1619, which is the same 

as step S1610. As a result, the second read requests in the 

priority queues 342A to 342D are processed by the disk drives 41A 

to 4ID with higher priority than those in the non-priority queues 

341A to 34ID. When processing of the second read requests is 

normally ended, each of disk drives 41A to 4ID transmits the read 

data block for update and a READ-COMPLETED to each corresponding 

buffer areas 37Ai to ZIK^ and the controller 33 through the SCSI 

interfaces 36A to 36D, respectively. 

If the data blocks for update have been stored in the buffer 

areas 37Ai to 37Ai (step S1620), the controller 33 extracts the 

real-time data included in the second process request, and stores 

the extracted real-time data in the buffer area in which the data 
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block to be updated Is stored. 

The controller 33 then Instructs the parity calculator 38 

to operate calculation of parity.   In response to this instruction, 

the parity calculator 38 operates calculation of parity, creating 

5    new redundant data according to the update of the real-time data, 

and storing the same in the buffer area 37Ri (i=l,  2, ...). 

The procedure then advances to step S1622, wherein the 

controller 33 generates a third write request for writing the 

updated redundant data in the disk drive 41P.   The controller 33 

10 reconfirms that the level of priority of the present second 

process request is "priority". After reconfirmation, the 

controller 33 enqueues the generated third write request to the 

priority queue 342P (step S1621). 

The controller 33 next replaces the information on the LUN 

15 in the present second process request with the received 

information on priority and the disk group, thereby converting 

the second process request into fourth write requests to the disk 

drives 41A to 4ID. The controller 33 generates fourth write 

requests as many as the number of disk drives 4lA to 41D. Here, 

20 the fourth write request has the same format as that of the first 

read request (refer to FIG. 46) . The controller 33 then enqueues 

the generated fourth write requests to the priority queues 342A 

to 342D according to the information of "priority" and the disk 

group "A*  (step S1622). 

25 Each of the request selection units 35A to 35D and 35P 



executes processing of step S1618. Thus, the third write request 

enqueued to the priority queue 342P is processed by the disk drive 

41P with lower priority. The new redundant data stored in the 

buffer area 37?^ is therefore written into the disk drive 41P. 

The fourth write requests in the priority queues 342A to 342D are 

also processed by the disk drives 41A to 4ID, respectively, with 

priority. Thus, the data blocks in the buffer areas 37A^ to 370^ 

are written in the disk drives 41A to 41D. Thus, according to 

the access request by the host device, the real-time data is made 

redundant, and distributed across the disk drives 41A to 41D and 

41P in the disk array 22. 

After completing its writing, each disk drive transmits a 

WRITE-COMPLETED through the SCSI interfaces 36A to 36D and 36P 

to the controller 33. When receiving all WRITE-COMPLETED's 

generated by the disk drives 41A to 41D and 41P (step S1614), the 

controller 33 determines that the real-time data requested from 

the host device has been completely written in the disk drives. 

Further, the controller 33 notifies the host device through the 

host interface 31 that writing of the real-time data has been ended 

(step S1615). 

Described next is how the disk array device operates when 

the host device requests the disk group "A" to read non-real- 

time data with reference to a flow chart of FIG. 47. Since the 

non-real-time data is processed in the disk array device not 

necessarily in real time, the LUN composed of a set of "0" and 
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"A* is set in the Identify message to be sent during the access 

request. Further, the host device transmits a Read_10 command 

to the disk array device. 

As shown in the flow chart of FIG. 47, when receiving the 

5 SCSI message, SCSI command and data (non-real-time data) to be 

read from the host device (step S171), the host interface 31 

determines that the host device requests access, and the procedure 

advances to step S172. The host interface 31 then generates a 

third process request having the same format as that of the first 

10 process request based on the access request from the host device 

(step S172). 

When receiving the third process request, the request rank 

identifying part 32 extracts the information on the LUN from the 

request (step S173) .   The request rank identifying part 32 further 

15 identifies the level of priority of the received third process 

request, and determines to which disk group is requested to be 

accessed (step S174). Since the set of "0" and "A" is extracted 

as the LUN from the present third process request, the request 

rank identifying part 32 identifies the level of priority as 

20 "non-priority" and the disk group as ''A". After the 

identification ends, the request rank identifying part 32 

transmits the received third process request and the 

identification results ('"non-priority" and the disk group "A") 

to the controller 33  (step 8175). 

25 When receiving the third process request and identification 
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results from the request rank identifying part 32, the controller 

33 determines whether the third process request has priority or 

not (step S176). 

When the information on priority is *non-priority", the 

5    controller 33 replaces the infoimation on the LUN in the present 

third process request with the received information on priority 

and the disk group, thereby converting the third process request 

into third read requests to the disk drives 41A to 41D. The 

controller 33 generates third read requests as many as the number 

10    of disk drives 41A to 41D.   Here, the third read request has the 

same format as that of the first read request (refer to FIG. 46) . 

The controller 33 then enqueues the generated third read requests 

to the non-priority queues 341A to 341D assigned to the disk drives 

41A to 41D,  respectively,  according to the information "non- 

15    priority" and the disk group "A"  (step S177). 

When the disk drives 41 to 4ID end processing (read or write), 

each of the request selection units 35A to 35D executes the 

processing of step S178, which is the same as step S169. Thus, 

the third read requests in the non-priority queues 341A to 341D 

20 are processed by the disk drives 41A to 4ID with lower priority 

(step S179). Therefore, the data blocks composing the non- 

real-time data are read by the disk drives 41A to 4ID without 

affecting reading and writing of the real-time data. If reading 

the data blocks has been normally completed, the disk drives 41A 

25    to 4 ID transmit the read data blocks and a READ-COMPLETED to the 



SCSI interfaces 36A to 36D, respectively• When receiving the data 

blocks and the READ-COMPLETED's, the SCSI interfaces 36A to 36D 

store the data blocks for update in predetermined buffer areas 

37Ai to 37Di (i = l, 2,  ).   The buffer areas 37Ai to 370^ are 

5 specified by the controller 33. That is, pointers indicative of 

the buffer areas 37to 37D^ are set in the third read requests 

which have triggered reading of the data blocks. According to 

the pointers in the third read requests, the SCSI interfaces 36A 

to 36D specify the buffer areas 37Ai to 370^ in which the data 

10 blocks are to be stored. The SCSI interfaces 36A to 36D transmit 

the received READ-COMPLETED's to the controller 33. 

On the other hand, if reading of the data blocks (non- 

real-time data) has not been normally completed due to failure 

and the like, each of disk drives 41A to 41D generates a READ-FAILED, 

15 a signal indicating that the reading has not been normally 

completed. The generated READ-FAILED's are transmitted to 

through the SCSI interfaces 36A to 36D to the controller 33. 

The controller 33 determines whether the disk drives 41A 

to   4ID  have  successfully  completed  reading  the  data blocks 

20 (non-real-time data) or not (step S1710). When receiving 

READ-COMPLETED's from the disk drives 41A to 41D, the controller 

33 determines that the disk drives 41A to 41D have successfully 

completed reading the data blocks, and further realizes that the 

data blocks have been stored in the buffer areas 37to 37D^ (step 

25     S1711).    The controller 33 then transmits the pointers of the 
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buffer areas 37Ai to 370^ and the information for specifying the 

order of the data blocks to the host interface 31^ instructing 

to transmit the non-real-time data to the host device. When 

receiving such information, the host interface 31 accesses to the 

5 buffer areas 37Ai to 370^^ according to the order of the data blocks 

to fetch the data blocks from these buffer areas. Thus, the data 

blocks are assembled into the non-real-time data to be transmitted 

to the host device. The host interface 31 transmits the assembled 

non-real-time data to the host device (step S1712). 

10 On   the   other  hand,   in   step   S1710,   when   receiving a 

READ-FAILED from any of the disk drives 41A to 41D, the controller 

33 determines that all disk drives 41A to 4ID have not successfully 

completed reading. The procedure then advances to step S1713, 

wherein   the  processing  at   the   time  of  abnormal  reading is 

15    executed. 

FIG. 48 is a flow chart showing the procedure of step S1713 

in detail. The controller 33 generates a new fourth read request 

to recover the unread data block (step S181). The processing in 

step S181 is defined by the RAID-3 architecture. The fourth read 

20 request is a signal for reading the redundant data from the disk 

drive 4IP. 

The controller 33 then reconfirms whether the information 

on priority is "priority" or "non-priority" (step S182). When 

"non-priority", the controller 33 enqueues the generated fourth 

25    read request to the non-priority queue 341P (step S183). 
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If the disk drive 4IP has completed processing (read or 

write), the request selection unit 35P executes the similar 

processing to that of step S178 In FIG. 47 (step S184) . With step 

S184, each fourth read request In the non-prlorlty queue 341P Is 

5 processed by the disk drive 41P with lower priority (step S185) . 

As a result, the redundant data composing the non-real-time data 

requested to be read Is read from the disk drive 4 IP without 

affecting the processing (read or write) of the real-time data. 

If reading has been normally completed,   the disk drive  4IP 

10 transmits the redundant data and a READ-COMPLETED to the SCSI 

Interface 36P. VHien receiving the redundant data and READ- 

COMPLETED, the SCSI Interface 36P stores the redundant data In 

the predetermined buffer area 37Pi (1 = 1, 2, ...). The buffer 

area 37Pi Is specified by the controller 33.   That Is, a pointer 

15 Indicative of the buffer area 37Pj^ Is set In the fourth read request, 

which has triggered reading of the redundant data. According to 

the pointer In the fourth read request, the SCSI Interface 36P 

specifies the buffer area 37P^ In which the redundant data Is to 

be   stored.     The   SCSI   Interface   36P   transmits   the received 

20     READ-COMPLETED to the controller 33. 

When receiving the READ-COMPLETED, the controller 33 

Instructs the parity calculator 38 to operate calculation of 

parity. In response to this Instruction, the parity calculator 

38 operates calculation of parity to recover the faulty data block. 

25    The faulty data block Is stored In the buffer area 37Ri  (1 = 1, 
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2, • . .) (step S186). The controller then exits from the procedure 

of FIG- 48 to return to step S1711 of FIG. 47. When the processing 

shown In FIG. 48 at the time of abnormal reading ends, all data 

blocks composing the requested non-real-time data have been 

stored In the buffer areas (step S1711) . Then, the host Interface 

31 transmits the non-real-time data to the host device, as 

described above. 

Described next Is how the present disk array device operates 

when the host device requests the disk group *A" to read real-time 

data with reference to the flow chart of FIG. 47. Since the 

real-time data has to be processed In the disk array device In 

real time, the LUN composed of a set of "1" and "A" Is set In 

the Identify message to be sent during the access request. 

Further, the host device transmits a Read_10 command to the disk 

array device. 

As shown In the flow chart of FIG. 47, when receiving the 

SCSI message, SCSI command and data (real-time data) to be read 

from the host device (step S171), the host Interface 31 generates 

a fourth process request having the Scune format as that of the 

first process request based on the access request from the host 

device. The generated fourth process request Is transmitted to 

the request rank identifying part 32 (step S172). 

The request rank identifying part 32 extracts the 

information on the LUN from the received fourth process request 

(step S173).   The request rank identifying part 32 identifies the 
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level of priority of the received fourth process request, and 

determines to which disk group is requested to be accessed (step 

S174) . Since the set of "1" and "A" is extracted as the LUN from 

the present fourth process request, the request rank identifying 

part 32 identifies the level of priority as "priority" and the 

disk group as "A". After the identification ends, the request 

rank identifying part 32 transmits the received fourth process 

request and the identification results ("priority" and the disk 

group "A")  to the controller 33 (step S175). 

The controller 33 determines whether the fourth process 

request has priority or not by referring to the information on 

priority included in the received identification results (step 

S176). 

When the information on priority is "priority", the 

controller 33 replaces the information on the LUN in the present 

fourth process request with the received information on priority 

and the disk group, thereby converting the fourth process request 

into fifth read requests to the disk drives 41A to 41D. The 

controller 33 generates fifth read requests as many as the number 

of disk drives 41A to 4ID. Here, the fifth read request has the 

same format as that of the first read request (refer to FIG. 46) . 

The controller 33 then enqueues the generated fifth read requests 

to the priority queues 342A to 342D assigned to the disk drives 

41A to 41D, respectively, according to the information "priority" 

and the disk group "A"  (step S177). 
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Each of the request selection units 35A to 35D executes 

processing as described above In step S178. Thus, the data blocks 

composing the requested real-time data are read In real time by 

the disk drives 41A to 4ID. 

Since the following steps S1710 to S1713 are the same as 

for reading of the non-real-time data, their description Is 

omitted herein. However, the data to be processed In the disk 

array device Is not non-real-time data but real-time data. 

Therefore, when the processing of step S1713 at the time of 

abnormal reading Is executed, the controller 33 enqueues the 

generated fifth read request to the priority queue 342P (step 

S188). 

As described above, the host device transmits the access 

request Including the Information on priority and others to the 

disk array device. Based on the received access request, the 

array controller 21 generates a request (read or write) for each 

of the disk drives 41A to 41D and 41P, and enqueues the request 

to a predetermined queue (non-prlorlty queue or priority queue) 

according to Its priority. Therefore, requests with higher 

priority are processed with priority in the disk array 22. Thus, 

when a higher-priority access request to be processed in real time 

and a lower-priority access request to be processed not 

necessarily in real time are both transmitted to the disk array 

device, processing of non-real-time data does not affect 

processing of real-time data. 
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Described next is data reconstruction processing in the 

present disk array device. In the following description, a faulty 

disk drive is a disk drive in which a data block recorded therein 

has a fault, and reconstruction is processing of recovering a data 

block or redundant data in a faulty drive and rewriting the 

recovered data block or redundant data into a disk drive (another 

disk drive or normal recording area in the faulty drive). The 

present disk array device executes two types of reconstruction: 

a first reconstruction processing is to prevent adverse effect 

on processing of real-time data executed in the disk array device, 

while a second reconstruction processing is to ensure the time 

limit of data reconstruction using predetermined part of the 

bandwidth of the disk first. 

In these two types of reconstruction, a table storage part 

39 shown in FIG. 49 is used. The table storage part 39 is, as 

shown in FIG. 49, stores managing tables 39A to 39D and 39P for 

the disk drives 41A to 41D and 41P (the disk group "A"). LBA 

statuses assigned to each entire recording area of the disk drives 

39A to 39D and 39P are stored in the managing tables 39A to 39D 

and 39P, respectively. For example, the LBA status is set in each 

corresponding section in the managing table 39A. 

As shown in FIG. 50, the types of status include "normal", 

"defective" (not shown in FIG. 50), "reconstruction-required", 

and "under reconstruction". The status "normal" indicates that 

the LBA is not defective.   The status "defective" indicates that 
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the LBA is defective. The "reconstruction-required" indicates 

that the LBA is required to be reconstructed. The status "under 

reconstruction" indicates that the LBA is being reconstructed. 

When detecting that one of the disk drives 41A to 4ID and 

5 41P becomes failed, the SCSI interfaces 36A to 36D and 36P first 

notifies the controller 33 that the disk drive becomes defective. 

Here, the faulty disk drive is detected when a notification of 

the faulty disk drive is received or when a response from the disk 

drives 41A to 4 ID to 4 IP does not return to the SCSI interfaces 

10    36A to 36D and 36P within a predetermined time. 

When detecting the faulty disk drive, the controller 33 

accesses to the table storage part 39, updating the managing table 

for the faulty disk drive and setting the status of the faulty 

LBA to "defective" .   For example, when all of the recording areas 

15    in the faulty disk drive become defective, all of the LBA statuses 

are set to "defective". 

Described next is the first reconstruction processing when 

all of the LBA's in the disk drive 41A are defective. FIG. 51 

is  a  flow chart  showing  the  general procedure  of  the first 

20 reconstruction. 

The controller 33 separates the faulty disk drive 41A from 

the disk group "A", and puts a spare disk drive (not shown) into 

the disk group. Further, the controller 33 creates a managing 

table (not shown in FIG. 49) for the spare disk drive in the table 

25    storage part 39.   In the newly created managing table, all LBA 



status are initially set to "reconstruction-required"• 

Furthermore, since the faulty disk drive 41A is replaced with the 

spare disk drive, the controller 33 assigns the non-priority queue 

341A, the priority queue 342A, the request selection unit 35A, 

and the SCSI interface 36A to the spare disk drive. 

The controller 33 then checks the first LBA of the new 

managing table (step S191). When the status of the first LBA is 

"reconstruction-required" (step S192), that LBA is to be 

processed. The controller 33 then accesses to the queue managing 

part 34, determining whether or not the number of buffer areas 

currently used is less than a predetermined number "M", and the 

number of requests for reconstruction enqueued to the non- 

priority queues 341A to 341D emd 341P (described later) is less 

than a predetermined number "N"  (step S193). 

In step S193, a large number of requests for reconstruction 

can be prevented from occurring at the same time. Two reasons 

why the number of occurrence of requests has to be limited are 

described below. The first reason is that the large number of 

occurrence increases the possibility that the access request from 

the host device having the same level of priority as the request 

for reconstruction will be left unprocessed. For example, if the 

number of requests for reconstruction is kept less than "N", it 

can be ensured that the access request from the host device will 

be processed after the Nth request at the latest. The 

predetermined number "N" is determined based on how many access 



requests from the host device with the seune priority as the request 

for reconstruction are to be processed during reconstruction 

processing. 

The second reason is that the large number of occurrence 

5    of requests may cause shortage of memory (not shown) in the array 

controller     21. More     specifically,     the     request for 

reconstruction requires memory (buffer area) for storing 

information on the request, and also memory for storing data in 

write  operation.     Therefore,   when   the   array  controller 21 

10 generates a large number of requests for reconstruction in a short 

time, shortage of the memory (buffer areas) therein may occur. 

Further, with shortage of the internal memory, the disk array 

device cannot receive any access request from the host device. 

For example, assuming that "M" buffer areas are used for storing 

15 the access requests from the host device at maximum, the array 

controller 21 stops generating the requests for reconstruction 

when the number of remaining buffer areas becomes 'M" . As evident 

from above, the predetermined number "M" is determined according 

to the number of buffer areas used when the disk array device 

20    receives the access requests from the host device at maximum. 

The controller 33 waits until the conditions in step S193 

are satisfied, and then executes the first reconstruction for the 

LBA to be processed (step S194). Here, when the conditions in 

step S193 are still satisfied after new reconstruction processing 

25.    is activated, the controller 33 selects a new LBA to be processed, 
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activating the next first reconstruction processing. Similarly, 

the controller 33 continues activating the first reconstruction 

processing until the conditions in step S193 become not satisfied. 

Described next is the detailed procedure in step S194 with 

reference to a flow chart of FIG. 52. 

The controller 33 first changes the status of the LBA to 

be processed from "reconstruction-required" to "under 

reconstruction" (step S201). The controller 33 generates sixth 

read requests for reading the data required for recovering the 

data to be recorded in the LBA to be processed by calculation of 

parity (hereinafter referred to as data for recovery) . Here, in 

the first reconstruction processing, the data for recovery is not 

restricted to a data block, but is the data storable in one LBA. 

The controller 33 generates the sixth read requests as many as 

the number of disk drives 4IB to 4ID and 4IP excluding the faulty 

disk drive 41A and the spare disk drive. Each sixth read request 

has the same format as the first read request (refer to FIG. 46) . 

The controller 33 enqueues the created sixth read requests to the 

non-priority queues 341B to 341D and 341P (step S202). 

The request selection units 35A to 35D and 35P executes the 

same processing as that in step S169 (step S203) . Therefore, the 

present sixth read requests are dequeued from the non-priority 

queues 341B to 341D and 341P by the request selection units 35B 

to 35D and 35P, and transmitted to the SCSI interfaces 36B to 36D 

and 36P.   The disk drives 41B to 41D and 41P process the received 
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sixth read requests to read the data for recovery (step S204). 

In this way, enqueued to the non-prlorlty queues 341B to 341D and 

341P, the present sixth read requests are processed by the disk 

drives 4IB to 4ID and 4IP with lower priority. When completing 

5 reading, each of the disk drives 418 to 4ID and 4IP transmits a 

READ-COMPLETED, a signal Indicating that reading has been 

completed, and the data for recovery to the SCSI Interfaces 36B 

to 36D and 36P. Each data for recovery Is stored In each of the 

buffer areas 376^ to 37D^ and 37Pi, like the data blocks composing 

10 non-real-time data or the like. Further, each READ-COMPLETED Is 

transmitted through the SCSI interfaces 36B to 36D and 36P to the 

controller 33. 

The controller 33 determines whether the data for recovery 

from the disk drives 4IB to 4ID and 4IP has been stored In the 

15 buffer areas 37Bi to 37Di and 37Pi according to the READ-COMPLETED ' s 

(step S205). If the data for recovery has been stored, the 

controller 33 Instructs the parity calculator 38 to operate 

calculation of parity. Thus, the parity calculator 38 recovers 

the data to be recorded In the LBA to be processed, and stores 

20    the same In the buffer area 37Ri (step S206). 

The controller 33 then fetches the data stored In the buffer 

area 37Ri, generates a fifth write request for writing the data 

In the LBA to be processed, and then enqueues the same to the 

non-prlorlty queue 341A assigned to the spare disk drive (step 

25 S207). 



The request selection unit 35A executes the same processing 

as that In step S169 (step S208). Therefore, the present fifth 

write request Is dequeued from the non-prlorlty queue 341A by the 

request selection unit 35A, and transmitted to the SCSI Interface 

5 36A. The SCSI Interface 36A processes the received fifth write 

request, and the disk drive 41 writes the recovered data In the 

LBA to be processed (step S209). In this way, enqueued to the 

non-prlorlty queue 34lA, the present fifth write request Is 

processed by  the  disk drive  41A with  lower priority. When 

10 completing write operation, the disk drive 41A transmits a 

WRITE-COMPLETED, a signal indicating that writing has been 

completed, to the controller 33 through the SCSI Interface 36A. 

At present, the status of the LBA to be processed Is "under 

reconstruction" in the new managing table.   When receiving the 

15 WRITE-COMPLETED from the spare disk drive (step S2010), the 

controller 33 updates the status to "normal" (step S2011) . After 

step S2011, the controller 33 exits the processing of FIG. 52, 

thereby bringing the processing of one LBA to be processed in step 

5194 to an end.   The controller 33 then determines whether all 

20    of the LBA's in the spare disk drive have been subjected to the 

processing of step S194 (step S195).   The determination in step 

5195 is based on whether the status ^'reconstruction-required" set 

in the new managing table is present or not. When that status 

is present, the controller 33 selects the next LBA as the LBA to 

25    be processed (step S196), and executes a loop of steps S192 to 

177 



S196 until all of the LBA's are subjected to the processing of 

step S194. 

According to the above first reconstruction processing, the 

requests for data reconstruction (the sixth read request and the 

fifth write request) are enqueued to the non-priority queue. This 

allows the disk array device to reconstruct data without affecting 

processing of the high-priority requests (second and fourth 

process requests). 

Described next is the second reconstruction processing when 

all of the LBA's in the disk drive 41A are defective. FIG. 53 

is a flow chart showing the general procedure of the second 

reconstruction processing. The flow chart of FIG. 53 is different 

from that of FIG. 51 only in that steps S193 and S194 are replaced 

with steps S211 and S212. Therefore, in FIG. 53, the steps 

corresponding to the similar steps in FIG. 51 are provided with 

the same step numbers as those in FIG. 51, and their description 

is omitted herein. 

As in the first reconstruction processing, the faulty disk 

drive 41A is replaced with the spare disk drive. The non-priority 

queue 341A, the priority queue 342A, the request selection unit 

35A, and the SCSI interface 36A are then assigned to that spare 

disk drive. Furthermore, a new managing table is created for the 

spare disk drive. 

The controller 33 next executes steps S191 and S192 to 

select the LBA to be processed, and then determines whether a 
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predetermined time T has been elapsed from the previous execution 

of step S194 or not (step S211). 

The bandwidth In each of the disk drives 4 IB to 4 ID and 4 IP 

and the spare disk drive Is limited. Therefore^ as the disk array 

device tries to execute processing for reconstruction more, the 

access requests from the host device less tend not to been 

processed. In step S211, the frequency of reconstruction 

processing Is determined as once In a predetermined time T, and 

thereby the array controller 21 controls adverse effects from the 

request for reconstruction onto the processing of the access 

request. The array controller 21 executes the second 

reconstruction processing once In the predetermined time T as set. 

For example, assuming the number of LBA's required for 

reconstruction Is "X" and the second reconstruction processing 

reconstructs the data of "Z" LBA's In "Y" minutes, the second 

reconstruction processing ends In X/(Z/Y) minutes. Further, the 

controller 33 generates one request for reconstruction for every 

Y/Z minutes. That Is, T Is selected so that Z requests for 

reconstruction Is generated In Y minutes. 

When determining In step S212 that the predetermined time 

T has been elapsed, the controller 33 executes the second 

reconstruction processing for the LBA to be processed (step S212) . 

FIG. 54 Is a flow chart showing the detailed procedure In step 

S212. FIG. 54 Is different from FIG. 52 only In that steps S202 

and S207 are replaced with steps S221 and S222.   Therefore, In 
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FIG. 54, the steps corresponding to the steps in FIG. 52 are 

provided with the same step numbers as those in FIG. 52 and their 

description is simplified herein. 

The controller 33 executes step S201, setting the status 

of the LBA to be processed to "under reconstruction" and 

generating four seventh read requests for reading the data for 

recovery. The controller 33 then enqueues the generated seventh 

read requests not to the priority queue 342A assigned to spare 

disk drive, but to the priority queues 342B to 342D and 342P (step 

S221). 

The request selection units 35B to 35D and 35P execute step 

S203, and in response thereto, the disk drives 41B to 41D and 41P 

execute step S204. Consequently, the seventh read requests are 

processed by the disk drives 4IB to 4ID and 4IP with priority. 

VHien completing reading, the disk drives 4IB to 4ID and 4IP 

transmit the read data for recovery and READ-COMPLETED's to the 

SCSI interfaces 36B to 36D and 36P. The SCSI interfaces 36B to 

36D and 36P store the received data for recovery in the buffer 

areas 376^ to 37Di and 37F^, and transmit the received READ- 

COMPLETED's to the controller 33. 

Then, with the execution of steps S205 and 206, the data 

to be recorded in the LBA to be processed (the same data recorded 

in the faulty disk drive 41A) is recovered. 

The controller 33 then fetches the data stored in the buffer 

area 37Ri, generating a sixth write request to write the data in 
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the LBA to be processed and enqueuing the same to the priority 

queue 342A assigned to the spare disk drive (step S222). 

The request selection unit 35A executes the same processing 

as in step S169 (step S208). Therefore, the present sixth write 

request is dequeued from the priority queue 342A by the request 

selection unit 35A and transmitted to the SCSI interface 36A, The 

SCSI interface 36A processes the received sixth write request, 

and the disk drive 41A writes the recovered data in the LBA to 

be processed (step S209), In this way, enqueued to the priority 

queue 342A, the present sixth write request is processed by the 

disk drive 41A with priority. When completing write operation, 

the disk drive 41A transmits a WRITE-COMPLETED, a signal 

indicating that writing has been completed, to the controller 33 

through the SCSI interface 36A. 

The controller 33 then executes steps S2010 and S2011, 

brining the processing of step S194 to an end. Furthermore, the 

controller 33 executes the loop of steps S192 to S196 until all 

of the LEA'S are subjected to the processing of step S194. 

According to the second reconstruction, the requests for 

reconstruction (seventh read request and sixth write request) are 

enqueued to the priority queues. This can shorten the time the 

request waits to be processed for in the queue managing part 34, 

thereby ensuring the time when the data is fully reconstructed. 

Furthermore, the array controller 21 enqueues each request and 

controls the second reconstruction processing for each disk drive, 
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thereby effectively performing the second reconstruction 

processing. 

Described next is how the disk array device operates when 

the host device requests access to the LBA "reconstruction- 

5    required" or when the status of the LBA recording the data blocks 

for update in FIG.  44 is "reconstruction-required". 

By referring to the table storage part 39^ when reading the 

data block, the controller 33 can determine whether the LBA 

recording the data block is to be subjected to reconstruction 

10 processing or not. That is, when the status of the LBA to be 

accessed is "reconstruction-required", the controller 33 can 

recognize that data cannot be read from the LBA. The controller 

33 then accesses to the table storage part 39, changing the status 

of the LBA be processed to "under reconstruction" and generating 

16 read requests for reading the data for recovery required for 

recovering the data recorded in the LBA to be processed. The 

controller 33 enqueues the generated read requests to the 

non-priority queue or priority queue assigned to the faulty disk 

drive.    If the priority information indicative of "priority" is 

20 . set in the access request from the host device, the controller 

33 enqueues the read request to the priority queue. If the 

priority information indicative of "non-priority" is set, the 

controller 33 enqueues the read request to the non-priority queue. 

Thereafter, the data for recovery is read from the disk 

25    drives except the faulty disk drive, and stored in predetermined 
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buffer areas in the buffer managing part 37. The controller 33 

causes the parity calculator 38 to operate calculation of parity 

when the entire data for recoveiry are stored in the buffer areas, 

recovering the data to be recorded in the LBA to be processed. 

6 With the recovered data, the controller 33 continues processing 

for transmitting the data to the host device, and also generates 

a seventh write request for writing the recovered data in the LBA 

to be processed. The seventh write request is enqueued to the 

non-priority queue assigned to the disk drive including this LBA. 

10 The controller 33 accesses to the table storage part 39 when the 

recovered data is written in the disk drive, changing the status 

of the LBA to "noirmal". 

Described next is how the disk array device operates when 

writing data to the LBA "reconstruction-required" in the first 

15 or second reconstruction processing. In this case, the operation 

is similar to that described in FIG. 44, except the following two 

points. First, when the controller 33 generates write requests 

to the disk drive 41A to 4ID and 4IP, the controller 33 confirms 

that the status of the LBA to be accessed is "reconstruction- 

20 required" , and then changes the status to "under reconstruction" . 

Second, when the disk drive including the LBA "under 

reconstruction" completes writing, the controller 33 changes the 

status of the LBA to "normal". 

As described above, when the host device requests access 

25    to   the   LBA   "reconstruction-required"   in   the newly-created 
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managing table, the disk array device writes the data recovered 

with calculation of parity In the LBA. The write request for this 

writing Is enqueued to the non^prlorlty queue. Therefore, the 

recovered data Is written In the disk array 22 with lower priority 

together with the access request from the host device. As 

described above, the LBA "reconstruction-required" Is subjected 

to the first or second reconstruction processing. However, the 

first and second reconstruction processings are executed In 

parallel, decreasing the number of LBA "reconstruction-required" 

In either processing. This shorten the time required for the 

first or second reconstruction processing. Furthermore, since 

the seventh write request Is enqueued to the non-prlorlty queue. 

It can be ensured that writing of the recovered data does not affect 

other processing with higher priority to be executed by the disk 

array device. 

When the host device requests access to the LBA 

"reconstruction-required" for writing the data, the controller 

33 changes the status of the LBA to "normal when the disk array 

device completes writing. Therefore, the disk array device Is 

not required to execute unnecessary reconstruction processing, 

and the processing time In the disk array device can be shortened. 

Further,  although the disk array device Is constructed 

based on  the  RAID-3  and RAID-4  architecture  In the present 

embodiment, the disk array device may have the RAID-5 architecture. 

Furthermore, the present embodiment can be applied even to the 
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disk array device with the RAID-1 architecture. 

Still further, although the disk array device includes one 

disk group in the present embodiment, the disk array device may 

include a plurality of disk groups. Moreover, although the host 

device specifies priority using the LUN in the present embodiment, 

information indicative of priority may be added to the LUN and 

higher priority is given to the request if the first bit of the 

LUN is "1". 

Still further, although two levels of priority are defined 

in the disk array device according to the present embodiment, more 

than three levels of priority may be defined.    In this case, the 

number of queues are detezmined according to the number of levels 

of priority.    In this case, the request generated in the first 

reconstruction processing is preferably enqueued to a queue with 

lower priority than a queue to which a request for non-real-time 

data is enqueued.   The first reconstruction processing is thus 

executed without affecting processing of non-real-time data. On 

the other hand, the request generated in the second reconstruction 

processing is preferably enqueued to a queue with higher priority 

than a queue to which a request for real-time data is enqueued. 

The second reconstruction processing is thus executed without 

being affected by the processing of real-time data and non-real 

time data, and thereby the end time of the second reconstruction 

processing can be ensured more. 

Still   further,   when   the   host   device   always requests 
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processing exclusively for either of real-time data or non- 

real-time data, it is not required to set priority information 

in the access request, and thus the request rank identifying part 

32 is not required. Further, although the first and second 

reconstruction processings are independently executed in the 

present embodiment, if these are executed simultaneously, more 

effective reconstruction can be achieved with ensuring its end 

time. 

(Ninth Embodiment) 

In a ninth embodiment, as in the previous embodiments, 

real-time data is data to be processed in real time in the disk 

array device. 

FIG. 55 is a block diagram showing the structure of a disk 

array device 51 according to the ninth embodiment of the ninth 

embodiment. In FIG. 55, the disk array device 51 is constructed 

by the architecture of a predetermined RAID level, including a 

disk group 61 and a disk controller 71. The disk array device 

51 is communicably connected to a host device 81 placed outside. 

The disk group 61 is typically composed of a plurality of 

disk drives 62. A logical block address (LBA) is previously 

assigned to each recording area of each disk drive 62. Each disk 

drive 62 manages its own entire recording areas by block 

(generally called sector) of a predetermined fixed length 

(generally  512  bytes).     Each disk drive  62  reads  or writes 
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redundant data (that is, sub-segment and parity). Note that only 

one disk drive 62 can compose the disk group 61. 

The disk controller 71 includes a host interface 72, a 

read/write controller 73, a disk interface 74, and a reassignment 

part 75. The host interface 72 is an I/O interface between the 

disk array device 51 and the host device 81, structured conforming 

to SCSI (Small Computer System Interface) in the present 

embodiment. SCSI is described in detail in Japan Standards 

Association X6053-1996 and others, but is not directly related 

to the present invention, and therefore its detailed description 

is omitted herein. The read/write controller 73, communicably 

connected to the host interface 72, controls reading or writing 

of the redundant data over the disk group 61 according to the I/O 

request SR from the host device 81. The disk interface 74, 

communicably connected to the read/write controller 73, is an I/O 

interface between the disk controller 71 and the disk group 61. 

In the present embodiment, this interface is also conforms to 

SCSI. 

The reassignment part 75 is a component unique to the 

present disk array device 51, communicably connected to the disk 

Interface 74. The reassignment part 75 monitors delay time 

calculated from a predetermined process start time, and by 

referring to first and second lists 751 and 752 created therein, 

finds the disk drive 62 having a defective (faulty) area and 

instructs to that disk drive 62 to execute processing of assigning 
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an alternate area to the defective area (reassign processing). 

Described next Is the general outlines of Input/output of 

data between the host device 81 and the disk array device 51. The 

host device 81 transmits an I/O request signal SR to the disk array 

device 51 to request for Inputtlng/outputtlng real-time data. 

The host device 81 and the disk array device 51 may communicate 

a plurality pieces of real-time data simultaneously. The host 

device 81 requests for Inputtlng/outputtlng the real-time data 

by data (segment data) of a predetermined size which the plurality 

pieces of data are divided Into. This allows the disk array device 

to Input/output the plurality pieces of real-time data In parallel. 

This parallel processing contributes to Input/output of data In 

real time. 

For example, when requesting Input/output of first and 

second real-time data, the host device 81 first transmits an I/O 

request SR 1 for one segment composing the first real-time data, 

and then an I/O request SR 2 for one segment composing the second 

real-time data, and this operation is repeated in the disk array 

device. In other words, the segments of each real-time data are 

regularly processed so that one segment of the first real-time 

data and one segment of the second real-time data are alternately 

processed. 

Described next is the operation of the read/write 

controller 73 in the disk array device 51 with reference to a flow 

chart of FIG. 56.   The read/write controller 73 receives an I/O 
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request SR from the host device 81 through the host interface 72 

(step S231). This I/O request SR specifies the recording area 

of one segment, generally using the LBA, The read/write 

controller 73 then converts the I/O request SR according to the 

RAID architecture to generate an I/O request SSR for each 

sub-segment. The relation between a segment and a sub-segment 

is now described. A segment is divided into a plurality of 

sub-segments according to the RAID architecture, and these 

sub-segments are distributed over the disk drives 62. Further, 

the sub-segments may be made redundant in the disk controller 71 

to cope with failure of one disk drive 62 according to the level 

of the RAID. Furthermore, parity generated in the disk controller 

71 may be recorded only in one disk drive 62. 

The read/write controller 73 transmits an I/O request SSR 

for each sub-segment to each of the disk drives 62 through the 

disk interface 74  (step S232).    At this time,  the read/write 

controller 73 transmits an I/O request for parity, as required. 

The interface between the disk controller 71 and the disk group 

61   conforms   to   SCSI,   and  the   sub-segments   are  recorded in 

successive  LBA  area  in  the  disk  drive  62.     Therefore, the 

read/write controller 73 is required to generate only one SCSI 

command (READ or WRITE) as the I/O request SSR of these sub- 

segments.   The I/O request SSR specifies the successive LBA area. 

These steps S231 and S232 are executed whenever an event of 

receiving an I/O request occurs. 
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Each disk drive 62 accesses to the successive LBA area 

specified by the I/O request SSR to read or write the sub-segments . 

When reading or writing ends normally, the disk drive 62 returns 

a response RES to the received I/O request SSR to the disk 

5 controller 71. The read/write controller 73 receives the 

response RES from each disk drive 62 through the disk interface 

74. When the host device 81 requests write operation, the 

read/write controller 74 notifies the host device 81 through the 

host interface 72 that writing has been completed.   When the host 

10 device 81 requests read operation, the read/write controller 74 

transmits all of the read sub-segments at once as a segment to 

the host device 81. 

The sub-segments are recorded in the successive LBA area 

in each disk drive 62, thereby being successively transmitted in 

15 real time between the disk controller 71 and each disk drive 62. 

In other words, overhead (typically, seek time plus rotational 

latency) in each disk drive 62 is within a range of a predetermined 

time Ti during which input/output in real time is not impaired. 

However,    in   the   conventional   disk   array   device, reassign 

20 processing is executed by each fixed-block length in the disk 

drive, and therefore a fixed-block in part of the successive LBA 

area may be subjected to reassign processing. As a result, even 

if the sub-segments after reassignment are recorded in the 

successive LBA area, the physical recording areas of the sub- 

25    segments are distributed over the disk drive (fragmentation of 
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sub-segments), and the overhead in the disk drive 62 become long. 

As a result, the capability of input/output in real time in the 

conventional disk array device is impaired after reassignment. 

Therefore, the reassignment part 75 in the present disk array 

5 device 51 executes processing of flow charts shown in FIGS. 57 

to 59 to maintain its capability for input/output in real time. 

The disk interface 74 transmits a signal transmission 

notification" to the reassignment part 75 whenever the disk 

interface 74 transmits the I/O request SSR to the disk drive 62. 

10 This transmission notification includes the ID specifying the 

transmitted I/O request SSR, and the successive LBA area specified 

by the I/O request SSR. The reassignment part 75 executes the 

flow chart of FIG. 57 whenever it receives such transmission 

notification.     Here,   assume   that   the   reassignment   part 75 

15 receives the transmission notification including the ID "b" and 

the successive LBA area "a", and that this transmission 

notification is generated due to the I/O request SSR 1. The 

reassignment part 75 has a time-of-day clock, detecting a receive 

time Tyi (that is,  transmission time of the I/O request SSR 1) 

20 when the transmission notification is received. The 

reassignment part 75 also extracts the ID ''b" and the successive 

LBA area '"a" from the transmission notification (step S241). 

The reassignment part 75 creates and manages a first list 

751 and a second list 752 therein.   The first list 751, created 

25    for each disk drive 62, includes, as shown in FIG. 60 (a-1), fields 



of the ID, LBA (successive LAB area) and process start time. In 

the first list 751, the ID, LBA and process start time are 

registered for each I/O request SSR together with the transmission 

order of the I/O requests to the corresponding disk drive 62. The 

order of transmitting the I/O requests Is Indicated by an arrow 

In FIG. 60 (a-1). As Indicated by an arrow, the Information on 

a new I/O request Is registered In the first list 751 located 

frontward, while the Information on an old I/O request Is 

registered In the first list 751 located backward. The second 

list 752 Includes, as shown In FIG. 60 (b-1), fields of the 

successive LBA area In which the sub-segment is stored and the 

counter. In the second list 752, the successive LBA area and the 

counter value of the counter are registered. 

After step S241, the reassignment part 75 determines 

whether plural I/O requests SSR have been sent to the target disk 

drive 62 (that is, target disk drive of the present I/O request 

SSR) (step S242). The first lists 751 includes only the 

transmitted I/O requests SSR for each disk drive 62. The 

reassignment part 75 refers to these first lists 751 for 

determination in step S242. 

When determining that plural I/O requests are not present 

in the target disk 62, the reassignment part 75 registers the 

successive LBA area "a" and the ID ""b" in the first list 751 

extracted in step S241, and also registers the transmission time 

TTI detected in step S241 as the process start time in the first 
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list 751 (step S243). As a result, information as shown in FIG. 

60 (a-2) is registered in the first list 751 for the present I/O 

request SSR. 

When it is determined that plural I/O requests are present, 

5 not only the present I/O request SSR but also at least one other 

I/O request transmitted immediately before the present one has 

been sent to the target disk drive 62, In this case, the process 

start time for the present I/O request is the time when the 

reassignment part  75 receives a response to the immediately 

10    preceding I/O request (described later in detail). 

When the event "transmission notification received" occurs, 

the processing in step S241 is executed. Therefore, the flow 

chart of FIG. 57 is event-driven. In addition to the procedure 

shown in FIG.  57,  the reassignment part 75 also executes the 

15 procedure shown in the flow chart in FIG. 58 during operation of 

the disk array device 51. The reassignment part 75 monitors 

whether the delay time T^ exceeds the limit time T^ for the ID 

recorded in each first list 751 (that is, each I/O request SSR) 

to detect a defective recording area (step 8251).   Note that, in 

20 step S251, the reassignment part 75 does not monitor for the I/O 

request SSR in which the process start time has not yet been 

registered. The delay time T^ is the time between the registered 

process start time and the present time Tp. Predetermined in the 

present disk array device 51, the limit time T^ is an indicator 

25     for determining whether successive LBA area in the disk drive 62 
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Includes.a defective fixed-block and also for determining whether 

input/output of the sub-segment in real time can be satisfied. 

That is, when the delay time exceeds the limit time T^, the 

reassignment part 75 assumes that the successive LBA area may 

5    possibly include a defective fixed-block. 

Described next is the processing in step S251 in detail, 

taking the ID "b" for example. In the first list 751 (refer to 

FIG. 60 (a-2), the I/O request SSR 1 is specified by the ID "b", 

and its delay time        therefore can be given by Tp - T^i. When 

10 >      is satisfied, the procedure advances to step S252. when 

not satisfied, the reassignment part 75 executes the processing 

in step S251 again to find the ID for reassignment. Note again 

that, in step S251, the reassignment part 75 does not monitor for 

the I/O request SSR in which the process start time has not yet 

15    been registered. 

Vfhen determining in step S251 that T^i > is satisfied for 

the ID ''b", the reassignment part 75 instructs the disk interface 

control part 74 to terminate execution of the I/O request SSR 1 

specified  by  the   ID   "b"   (step  S252).     In  response   to this 

20 instruction, the disk interface 74 transmits a ABORT_TAG message, 

which is one of the SCSI messages, to terminate execution of the 

I/O request SSR 1. The disk interface 74 then notifies the 

read/write controller 73 that the processing of the I/O request 

SSR 1 has been failed.    In response, the read/write controller 

25    73 executes the processing, which will be described later. 



After step S252, the reassignment part 75 checks whether 

another I/O request SSR waits to be processed in the disk drive 

62 which has terminated execution of the I/O request SSR 1 by 

referring to the first list 751 (step S253). Since the first list 

751 is created for each disk drive 62, the reassignment part 34 

determines that another I/O request SSR waits if the ID other than 

"b" is registered. The process start time of the other I/O request 

SSR has not yet been registered in the first list 751. Therefore, 

when finding the ID other than the ID "b" in the first list 751, 

as shown in FIG. 60 (a-3), the reassignment part 75 registers the 

present time as the process start time for the I/O request to be 

processed following the I/O request SSR 1 (step S254). On the 

other hand, when the reassignment part 75 does not find another 

ID in step S253,  the procedure skips step S254 to step S255. 

The reassignment part 75 then fetches the successive LBA 

area "a" from the first list 751 by referring to the ID '"b" . The 

reassignment part 75 then determines whether the counter is 

created for the successive LBA area "a" to check whether it is 

successively determined that there is a high possibility of 

including a defective fixed-block in the successive LBA area "a" 

(step S255). The counter value N, indicating how many times T^ 

> TL is successively satisfied, is registered in the field of the 

counter in the second list 752. Since the second list 752 is 

created for every successive LBA area, if the counter has been 

created, it was determined in the previous check that there is 



a high possibility of including a defective fixed-block in the 

corresponding successive LBA area (that is, it has been 

successively determined that > is satisfied) . On the other 

hand, if the counter has not been created, it is determined for 

5 the first time that there is a high possibility of including a 

defective fixed-block in the successive LBA area. Here, assuming 

that the counter has not been created for the successive LBA area 

"a", the reassignment part 75 newly creates the second list 752, 

registering  "a"  for the successive LBA area and  "1"  for the 

10    corresponding counter,  as shown in FIG.  60 (b-2)  (step S256). 

When it is determined in step S255 that the counter has been created, 

the procedure advances to step S259. 

After step S256, the reassignment part 75 next determines 

whether the counter value N reaches the limit value Nj, or not (step 

15 S257). The limit value is predetermined in the present disk 

array device 51. When the counter value N reaches the limit value 

Nj., the limit value becomes a predetermined threshold for 

determining that all or part of the fixed-blocks in the successive 

LBA area is defective.   The limit value      is a natural number 

20 of 1 or more, determined in view of input/output in real time 

according to the specifications of the present disk array device 

51. In the present embodiment, assume that "2" is selected for 

the limit value N^. Since the counter value N of the successive 

LBA area "a" is "1" (refer to FIG. 60 (b-2)), the procedure advances 

25    to step S258.   When the counter value N exceeds the limit value 



Nj,, the procedure advances to step 82510^ which will be described 

later. 

The reassignment part 75 deletes the ID "b" , the successive 

LBA area "a", and the process start time "T^i'' from the first list 

751 (step S258).   This processing prevents the counter for the 

I/O request SSR 1 specified by the ID "b" , the successive LBA area 

"a",  and the process start time  "TTI"  from being redundantly 

incremented.    Note that the successive LBA area  "a"  and the 

counter value N in the second list 752 are not deleted. Therefore, 

when another I/O request specifies the successive LBA area "a", 

it is also correctly checked whether this successive LBA area "a" 

includes a defective fixed-block.   That is, if the successive LBA 

area ""a" and the counter value N in the second list 752 are deleted, 

it cannot be determined whether the counter value N reaches the 

limit time N,^ or not, and therefore reassign processing cannot 

be executed correctly. 

As described above^ a response RES 1 to the I/O request SSR 

1 returns from the disk drive 62 through the disk interface 74 

to the read/write controller 73. The response RES 1 includes the 

successive LBA area 'a" , information indicative of read or write, 

and the ID of the I/O request SSR 1 "b". The disk interface 74 

transmits a receive notification to the reassignment part 75 

whenever the disk interface receives the response RES to each I/O 

request SSR. In response to the receive notification, the 

reassignment part 75 executes the processing in steps S261 to S267 



shown in FIG.  59, which will be described later, 

When the response RES 1 indicates that writing has been 

failed, the read/write controller 73 generates an I/O request SSR 

1' including the same information as the I/O request SSR 1 to retry 

to register the sub-segment in the successive LBA area "a", and 

then transmits the same to the disk drive 62. When the response 

RES 1 indicates that reading has been failed, the read/write 

controller 73 recovers the unread sub-segment or retries to 

register the sub-segment as described above, by using parity and 

other sub-segments according to the RAID architecture. 

The disk interface 74 transmits a transmission notification 

of the I/O request SSR 1' to the reassignment part 75. This 

transmission notification includes the ID "c" and the successive 

LBA area "a". The reassignment part 75 detects the receive time 

of the transmission notification (the process start time T^i' of 

the I/O request SSR 1') and also extracts the ID "c" and the 

successive LBA area "a" from the receive notification (step S241 

of FIG.  57). 

The reassignment part 75 then refers to the first list 751 

to determine whether plural I/O requests SSR have been sent to 

the target disk 62 (the destination of the I/O request SSR 1') 

or not (step S242) If one I/O request SSR, that is, only the I/O 

request SSR 1' , has been sent, the reassignment part 75 registers 

the successive LBA area "a", the ID "c", and the process start 

time TTI' obtained in step S241 in the first list 751 (step S243) , 
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and then ends the processing of FIG. 57. As a result, the first 

list 751 becomes as such shown in FIG. 60 (a-4). On the other 

hand, if another I/O request SSR other than the I/O request SSR 

1' has been sent, the reassignment peurt 75 registers only the 

successive LBA area "a" and the ID "c" extracted in step S241 (step 

s244), and then ends the processing of FIG. 57. In this case, 

the first list 751 becomes as such shown in FIG.  60 (a-5). 

When the processing of FIG. 57 ends, the reassignment part 

75 executes the flow chart of FIG. 58.   When T^i' (the present time 

Tp - the process start time T^i') exceeds the limit time      as to 

the registered process start time T^i' , the reassignment part 75 

executes the above described processing of steps S252 to S254, 

and their description is omitted herein.   The reassignment part 

75 then checks whether the counter is created for the successive 

LBA area *a" corresponding to the process start time T^/ (step 

S255) .    In the present second list 752, as shown in FIG. 60 (b-2) , 

the counter is created for the successive LBA area  "a", and 

therefore it is determined that there is a high possibility of 

including a defective fixed-block at previous check (that is, at 

the time of transmission of the I/O request SSR 1). Therefore, 

the reassignment part 75 increments the counter value N by "1", 

as shown in FIG.  60 (b-2)   (step S259). 

As described above, assume herein that the limit time 

is   "2".     Since  the  counter value  N  is   "2"   at  present, the 

reassignment part 75 determines that the successive LBA area "a" 



includes a defective fixed-block, instructing reassignment in 

step S257. The reassignment part 75 produces a REASSIGN.BLOCKS 

command (refer to FIG. 61), which is one of the SCSI commands, 

for specifying the successive LBA area including the defective 

fixed-block. The reassignment part 75 specifies the successive 

LBA area "a" in a defect list of the REASSIGN_BLOCKS command. The 

reassignment part 75 transmits the REASSIGN_BLOCKS command 

through the disk interface 74 to the disk drive 62, instructing 

reassignment (step S2510). 

As the alternate area, the disk drive 62 assigns a 

fixed-block having a physical address which allows successive 

data transmission to the successive LBA area specified by the 

REASSIGN.BLOCKS command, and then returns an affirmative response 

ACK 1, a signal indicative of the end of reassignment, to the disk 

controller 71. As is the case in the present embodiment, when 

the disk controller 71 instructs the disk drive 62 with the 

REASSIGN_BLOCKS command to execute reassignment, the physical 

address to which the sub-segment is reassigned is changed in the 

disk drive 62 after reassignment, but the logical block address 

(LBA) to which the sub-segment is reassigned is not changed even 

after reassignment. Therefore, the disk controller 71 does not 

have to store the new LBA for the sub-segment after reassignment. 

Described next is the physical address of the alternate 

recording area which allows successive data transmission in the 

disk drive 62.   With such physical address, the above described 
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overhead can be shortened so as to satisfy input/output in real 

time.   Examples of the alternate recording areas in the disk drive 

62 (that is, each fixed-block composing the successive LAB area 

specified by the REASSIGN_BLOCKS command) are as follows: 

5 1.   Fixed-blocks whose physical addresses are close to each 

other; 

2. Fixed-blocks having successive physical addresses; 

3. Fixed-blocks on the same track (or cylinder); 

4. Fixed-blocks on tracks close to each other; and 

10 5.   Fixed-blocks on the track (or cylinder) close to the 

track (or cylinder) with the defective block assigned thereto. 

When the successive LEA area including such fixed block as 

listed above is specified, the disk drive 62 can, as a natural 

consequence, successively transmit the requested sub-segment in 

15    real time to the disk controller 71. 

With the affirmative response ACK 1, the disk drive 62 

notifies the disk controller 71 of the end of reassignment. When 

receiving the affirmative response ACK 1, the host interface 72 

transfers the same to the reassignment part 75 and the read/write 

20 controller 73. When the reassignment part 75 receives the 

affirmative response ACK 1, the procedure advances from step S2510 

to step S2511. Since the successive LEA area "a" included in the 

affirmative response ACK 1 has been reassigned, the reassignment 

part 75 deletes the successive LEA area "a" and the counter value 

25    from the second list 752 (step S2511) , and also deletes the first 
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list 751 including the successive LBA area "a", the ID "c" , and 

the process start time T^i' (step s2512)« The procedure then 

returns to step S251. 

On receiving the affirmative response ACK 1, the read/write 

controller 73 instructs the disk drive 62 subjected to 

reassignment to write the sub-segment when the I/O request SSR 

1 • requests write operation. When the I/O request SSR 1' requests 

read operation, the read/write controller 73 recovers the 

sub-segment lost by reassignment using parity and other sub- 

segments according to the RAID architecture, and then transmits 

the recovered sub-segment to the host device 81 through the host 

interface 72 and also instructs the disk drive 62 through the disk 

interface 74 to write the recovered sub-segment. Thus, the 

recorded data in the disk drive 62 can maintain consistency before 

and after reassignment. 

As described above, the essentials of the present disk array 

device are timing of reassignment and physical address of the 

alternate area. For easy understanding of these essentials, the 

operation of the reassignment part 75 has been described above 

with some part omitted when the response RES 1 is received by the 

array controller 2. That is, when the response RES 1 returns to 

the disk controller 71, the contents of the first list 751 vary 

according to the return time of the response RES 1 and the type 

of the response RES (read or write). Described below is the 

operation of the reassignment part 75 when the response RES 1 
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returns to the disk controller 71. 

The disk Interface 74 generates a signal "receive 

notification" whenever It receives the response RES to the I/O 

request SSR, and transmits the same to the reassignment part 75. 

This receive notification Includes the ID and successive LBA area 

of the I/O request on which the received response RES Is based. 

The reassignment part 75 executes the flow chart of FIG. 59 

whenever It receives a receive notification. Now, assume herein 

that the disk Interface 74 generates the receive notification on 

receiving the response RES 1 and transmits the same to the 

reassignment part 75. The response RES 1 Includes, as evident 

from above, the ID "b", the successive LBA Information "a" and 

the Information on whether read or write. Note that the 

Information on whether read or write Is not required for the 

reassignment part 75. Therefore, the receive notification only 

Includes the ID "b" and the LBA "a". 

The reassignment part 75 checks whether the ID "b" has been 

registered In the first list 751 or not (step S261). If the ID 

"b" has not been registered In the first list 751 even though the 

I/O request SSR 1 has been transmitted, that means that the ID 

"b" , the successive LBA area "a", and the process start time "T^i" 

were deleted In step S258 or S2512 of FIG. 28. Therefore, not 

required to change (update or delete) the first list 751, the 

reassignment part 75 ends the processing of FIG. 58. 

On the other hand. In step S261, If the ID "b" has been 
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registered in the first list 751, that means that > T^. has not 

been satisfied in step S251 (refer to FIG. 58) until the receive 

notification is received (that is, the response RES is returned) • 

Therefore, the reassignment part 75 determines whether > 

is satisfied at present in the same manner as step S251 (step S262). 

When the delay time T^j exceeds the limit time T^, it is required 

to determine whether the reassignment should be instructed or not, 

and therefore the procedure advances to steps S253 of FIG. 58 and 

thereafter, as shown by A in FIG. 59. 

On the other hand, when the delay time does not exceed 

the limit time TL, that means that the response RES 1 has been 

received by the disk controller 71 before a lapse the limit time 

T^. That is, the successive LBA area "a" does not include a 

defective fixed-block. Therefore, the reassignment part 75 

checks whether the counter is created for the successive LBA area 

"a" in the second list 752 (step S263). If the counter has been 

created, the reassignment part 75 executes the step S265 to delete 

the ID "b* and the process start time "T^i" (step S264). On the 

other hand, if the counter has not been created yet, the 

reassignment part 75 deletes only the ID '"b" and the process start 

time "TTI" from the first list 751 (step S265). 

The reassignment part 75 determines whether the I/O request 

SSR has been sent to the target disk drive 62 (the disk drive 62 

for transmitting the present response RES 1) or not (step S266). 

In the first list 751, the I/O request SSR transmitted to the target 
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disk drive 62 is written. The reassignment part 75 can make 

determination in step S266 by referring to the first list 751. 

When the I/O request is present, as shown in FIG. 60 (a-5), the 

first list 751 includes the ID and the successive LBA area of the 

5 present I/O request registered therein, but does not include the 

process start time. Therefore, the reassignment part 75 

registers the present time as the process start time of the I/O 

request SSR to be processed next in the disk drive 62 (step S267) , 

and then ends the processing of FIG. 59.   The present time is the 

10 time when a response RES to one I/O request SSR returns from the 

disk drive 62 to the disk controller 71, and is also the time when 

the disk drive 62 starts processing of the I/O request SSR sent 

next. That is, the present time as the process start time is the 

time when processing of the I/O request SSR to the disk drive 62 

15     starts. 

In some cases, the reassignment part 75 may erroneously 

determine that there is a possibility of including a defective 

fixed-block in the successive LBA area "a" due to thermal 

aspiration, thermal calibration, and others occurred in the disk 

20 drive 62, creating a counter, even though the successive LBA area 

"a", in fact, does not include a defective fixed-block but is 

composed of normal fixed blocks. If the information on the 

successive LBA area "a" composed of normal fixed blocks has been 

registered in the first list 751 for a long time, the reassignment 

25    part 75 may instruct unnecessary reassignment.    In step S264, if 
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the counter has been created, that means that the reassignment 

part 75 determines that there Is a possibility of Including a 

defective area In the successive LBA area 'a". Therefore, the 

reassignment part 75 deletes the successive LBA area '"a" and the 

counter value N from the second list 752 (step S264), and then 

executes steps S265 to S267 to end the processing of FIG. 59. 

As described above, according to the present embodiment, 

the reassignment part 75 In the disk controller 71 monitors the 

delay time      of the response RES to each I/O request SSR from 

the process start  time of each I/O request SSR, determining 

whether to Instruct the disk drive 6 2 to execute reassignment 

baised on the calculated delay time T^.   Here, the process start 

time Is the time when each I/O request SSR Is transmitted to each 

disk drive 62 If the number of I/O requests SSR sent to each disk 

drive Is 1.   When plural I/O requests SSR are sent to each disk 

drive, the process start time Is the time when the disk controller 

71 receives the response RES to the I/O request SSR to be processed 

Immediately before the present I/O request SSR.   By controlling 

reassign timing In this manner, even If the recording area of the 

sub-segment Is accessible with several retries by the disk drive, 

the reassignment part  75 assumes that Its delay In response 

becomes large  (that Is,   Input/output In real time cannot be 

satisfied), and Instructs execution of reassignment.   That Is, 

the disk array device 51 can Instruct execution of reassignment 

in such timing as to suppress a delay In response. 
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Further, a long delay in the response RES to one I/O request 

SSR affects processing of the following I/O requests SSR to be 

processed. That Is, a delay in response to the following I/O 

requests SSR to be processed occurs in the same disk drive 62, 

causing adverse effects that transmission of the following 

responses RES in real time cannot be satisfied. Therefore, the 

reassignment part 75 monitors the delay time T^ of the I/O request 

SSR, and, when the delay time T^ exceeds the limit time T^, 

terminates execution of processing of the I/O request SSR. Thus, 

even if processing of one I/O request is delayed, such delay does 

not affect processing of the following I/O requests SSR. 

Still further, the reassignment part 75 in step S251 of FIG. 

58 determines whether the successive LBA area includes a defective 

fixed-block or not, using a criterion T^ > T^.   The reassignment 

part 75,  however,  does not instruct reassignment immediately 

after determining that T^ > T^ is satisfied, but instructs using 

a REASSIGN-BLOCKS command after successively determining for a 

predetermined number of times that T^ > Tj^ is satisfied. Thus, 

even if it is erroneously and sporadically determined due to 

thermal aspiration,  thermal calibration,  and others that the 

successive LBA area, which in fact includes only normal blocks, 

includes a defective block, the reassignment part 75 can prevent 

unnecessary reassign instruction.    Note that,  if unnecessary 

reassign instruction is not taken into consideration, the limit 

number N may be "1". 
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still further, when Instructing reassignment, the 

reassignment part 75 transmits a REASSIGN_BLOCKS command 

Indicating all successive LBA areas In defect lists (refer to FIG. 

61). The disk drive 62 assigns an alternate recording area having 

the physical address allowing successive data transmission to the 

successive LBA area specified by the REASSIGN_BLOCKS command. 

Thus, the present disk array device 51 does not degrade Its 

capability before and after executing reassignment, always 

allowing Input/output In real time without a delay In response. 

Still further, when the I/O request SR requests read 

operation, the read/write controller 73 recovers the unread 

sub-segment after assignment according to the RAID architecture. 

The recovered sub-segment is written In the alternate recording 

area (successive LBA area). On the other hand, when the I/O 

request SR requests write operation, the read/writ controller 73 

transmits the I/O request SSR to write the sub-segment in the 

alternate recording area (successive LBA area) after reassignment. 

The LBA of that sub-segment is not changed before and after 

reassignment. Thus, the disk array device 51 can maintain 

consistency in the sub-segment recorded in the disk group 61 

before and after reassignment. 

In the present embodiment, for simple and clear description, 

other successive LBA area, ID, process start time, and counter 

have not been described, but such information for many successive 

LBA areas are actually registered in the first list 751 and the 
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second list 752. Furthermore, in the actual disk array device 

51, the read/write controller 73 may transmit plural I/O requests 

SSR to one sub-segment. In this case, for the successive LBA area 

with that sub-segment recorded therein, a plurality of sets of 

the ID, the successive LBA area, and process start time are 

registered in the first list 751. 

Furthermore, in the present embodiment, the reassignment 

part 75 instructs execution of reassignment. However, if each 

disk drive 62 executes the conventional reassign method such as 

auto-reassign independently of the reassignment part 75, the 

capability of input/output in real time in the entire disk array 

device 51 can be further improved. 

(Tenth Embodiment) 

FIG. 62 is a block diagram showing the structure of a disk 

array device 91 according to a tenth embodiment of the present 

invention.   In FIG. 62, the disk array device 91 is constructed 

according   the   RAID   architecture   of   a  predetermined level, 

including   a   disk   group   1001   and   a   disk   controller 1101. 

Furthermore, the disk array device 91 is communicably connected 

to the host device 81 as in the first embodiment.   Since the disk 

array device 91 shown in FIG.   62 partially includes the same 

components as those in the disk array device 51 shown in FIG. 55, 

the corresponding components in FIG. 62 are provided with the same 

reference numbers as those in FIG. 55, and their description is 
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omitted herein. 

The disk group 1001 Is constructed of two or more disk drives. 

A logical block address Is previously assigned to each recording 

area In each disk drive.   Each disk drive manages Its own recording 

areas by a unit of block (typically, sector) of a predetermined 

fixed length (normally, 512 bytes).    In the present embodiment, 

the disk drives In the disk group 1001 are divided Into two groups. 

Disk drives 1002 of one group are normally used for data recording, 

reading and writing the data (sub-segment and parity), like the 

disk drives 62 shown In FIG. 55.   A spare disk drive 1003 of the 

other group Is used when the alternate areas In the disk drives 

1002 become short.   The spare disk drive 1003 Is used as the disk 

drive 1002 for recording data after the data recorded In the disk 

drive 1002 Is copied thereto. 

The disk controller 1101 Includes the same host Interface 

72 and disk Interface 74 as those In the disk controller 71 of 

FIG. 55, a read/write controller 1102, a reassignment part 1103, 

a first storage part 1104, a count part 1105, a second storage 

part 1106, an address conversion part 1107, and a non-volatile 

storage device 1108. The read/write controller 1102 Is 

communlcably connected to the host Interface 72, controlling read 

or write operation on a sub-segment according to an I/O request 

SR from the host device 81. The read/write controller 1102 

controls read or write operation in cooperation with the address 

conversion part 1107.   The reassignment part 1103 is communlcably 
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connected to the disk interface 74, executing reassign processing. 

The reassignment part 1103 creates the first list 751 and the 

second list 752 similar to those in the reassignment part 75 of 

FIG. 55, determining timing of start reassign processing. The 

reassignment part 1103 is different from the reassignment part 

75,   however,   in  that   the  reassignment  part   1103  assigns an 

alternate  recording  area  to  a  defective  recording  area by 

referring to alternate area information 1109 stored in the first 

storage area 1104.    Furthermore,   the reassignment  part 1103 

counts up the count part 1105 to count the used amount (or the 

remaining    amount)    of    the    alternate    areas    whenever the 

reassignment part 1103 assigns an alternate area.   The address 

conversion part 1107 operates calculation according to the RAID 

architecture whenever  the reassignment part  1103  assigns an 

alternate area,  uniquely drawing the original recording area 

(LBA)  and the current recording area (LBA)  of the data. The 

address  conversion part  1107  then stores  the drawn original 

recording   area   and   the   current   recording   area   as address 

information 11110 in the second storage part 1106 for each disk 

drive   1002.     The  non-volatile   storage  device   1108  will be 

described last in the present embodiment. 

Described briefly next is the operation of the disk array 

device 91 on initial activation. In the disk group 1001, a 

defective fixed-block may already be present in the recording area 

of one disk drive 1002 or 1003 on initial activation. Further, 



there is a possibility that an unsuitable recording area for 

"successive data transmission" as described in the ninth 

embodiment may be present in one disk drive 1002 or 1003 due to 

this defective fixed-block. When the unsuitable area is used as 

the alternate area, input/output in real time is impaired. 

Therefore, the disk array device 91 executes processing described 

in the following on initial activation, detecting the defective 

fixed-block and also the recording area unsuitable as the 

alternate area. 

On initial activation, the disk controller 1101 first 

reserves part of the recording areas included in each disk drive 

1102 and each spare disk drive 1103. The disk controller 1101 

generates the alternate area information 1109, and stores the same 

in the first storage part 1104. In FIG. 63, the first storage 

area 1104 manages the alternate areas reserved for each disk drive 

1102 or 1103 by dividing the alternate areas into the size of 

sub-segment. The divided alternate areas are used as the 

alternate areas. Typically, each alternate area is specified by 

the first LBA. Further, the disk controller 1101 reserves part 

of the recording areas in each disk drive 1002 or 1003 as not only 

the alternate areas but also system areas. As a result, the 

sub-segments and parity are recorded in the recording areas other 

than the alternate areas and the system areas in each disk drive 

1002 and 1003. 

Each alternate area is used only after reassign processing 



is executed. A sub-segment or parity is not recorded in the 

alternate area unless reassign processing is executed* The 

system areas are areas where information for specifying the 

alternate area (that is, the same information as the alternate 

area information 1109), and the same information as the address 

information 11110 are recorded* Like the alternate areas, the 

system areas are managed so that a sub-segment or parity is not 

recorded therein. When the present disk array devise 91 is again 

powered on after initial activation, the information recorded in 

the system area of each disk drive 1002 is read into the first 

storage part 1104 or the second storage part 1106, and used as 

the alternate area information 1109 or the address information 

11110. 

Further, on initial activation, the recording areas in each 

disk drive 1002 or 1003 is checked whether each block in the size 

of the sub-segment is suitable for successive data transmission 

or not, that is, checked whether the recording area in the size 

of the sub-segment includes a defective fixed-blocks or not. In 

the recording area which is determined to include a defective 

fixed-block through this check, the system area and the alternate 

area information 1109 are updated so that the determined recording 

area is not used as the alternate area and the sub-segment or parity 

is not recorded therein. An alternate area is assigned to the 

recording area including the defective block. When it is 

determined that the recording area reserved as the alternate area 
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includes a defective fixed-block through the check, the LBA of 

the recording area is deleted from the alternate area information 

1109. Such check is executed through the following procedure, 

which is described in Japan Standards Association X6053-1996 and 

others, and therefore will be briefly described herein. 

The disk controller 1101 first transmits a 

READ_DEFFECT_DATA command, one of the SCSI commands, to each disk 

drive 1002 or 1003 to extract a defect descriptor indicative of 

the defective area information. The disk controller 1101 

extracts information on the defective LBA from the defect 

descriptor by using SCSI commands such as a SEND_DIAGONOSTIC 

command and a RECEIVE_DIAGONOSTIC_RESULTS command. The disk 

controller 1101 determines that the recording area including the 

defective LBA (defective fixed-block) is unsuitable for 

successive data transmission. 

The above check is periodically executed to the recording 

area of the sub-segment or parity in each disk drive 1002 or 1003 

even during the operation of the disk array device 91. When the 

defective area is detected through this check, an alternate area 

is assigned to the defective area. 

Described next is the operation to be executed by the 

read/write controller 1102 with reference to a flow chart of FIG. 

64. The host device 81, as is in the same manner as in the ninth 

embodiment, specifies the LBA of the segment by the I/O request 

SR to request the disk array device to execute read or write 
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operation. Note that the LBA specifying the recording area of 

the sub-segment is changed before and after reassignment. At this 

point, the reassign processing is clearly different from that in 

the ninth embodiment. Therefore, in the LBA specified by the I/O 

request SR, the recording area of the sub-segment may not be 

correctly specified. Through processing by the address 

conversion part 1107 (will be described later), however, the 

read/write controller 1102 can obtain the recording area of the 

sub-segment correctly without any problems. 

When receiving an I/O request SR through the host interface 

72, the read/write controller 73 notifies the address conversion 

part 1107 of the LBA specified by the I/O request SR (step S281 

of FIG.   64).    The address conversion part  1107 converts the 

notified LBA and block length of the I/O request SR into the LBA 

of the sub-segment according to the RAID architecture. The 

address conversion part 1107 determines whether an alternate area 

has been assigned to the LBA of the sub-segment by accessing to 

the address information 11110 managed by the second storage part 

1106 (step S282).    If an alternate area has been assigned, the 

address conversion part 1107 fetches the LBA of the alternate area 

from the  address  information  1108  to  notify  the read/write 

controller thereof.   If an alternate area has not been assigned, 

the   address   conversion   part   1107   notifies   the read/write 

controller 1102 of the converted LBA as it is (step S283). As 

shown in FIG. 65, the address information 11110 is constructed 



in list form. In that list, the LBA specifying the recording area 

in which the sub-segment is currently recorded (shown as current 

LBA in FIG. 65) is registered for each LBA specifying the original 

recording area of the sub-segment (shown as original LBA in FIG. 

65). The address conversion part 1107 can correctly recognize 

the LBA specifying the recording area of the sub-segment requested 

by the I/O request SR by referring to the address information 11110, 

notifying the read/write controller 1102 thereof. 

The read/write controller 1102 generates an I/O request SSR 

in a unit of sub-segment using the sub-segment notified from the 

address conversion part 1107 (step S284). This I/O request SSR 

includes the LBA specifying the recording area of the sub-segment. 

The relation between a segment and a sub-segment has been 

described in the ninth embodiment, and therefore its description 

is omitted herein. Further, as described in the ninth embodiment, 

when accessing to the recording area of the sub-segment, the disk 

drive 1002 can successively input/output the sub-segment. The 

read/write controller 1102 transmits the generated I/O request 

SSR to the disk drive 102 through the disk interface 74 ( step S285) . 

The reassignment part 1103 executes the flow chart shown 

in FIG. 66, providing timing for executing reassignment (steps 

S271 to S279) . Since the processing of steps S271 to S279 is the 

same as that of steps S251 to S259, their description is omitted 

herein. Although the reassignment part 1103 also executes the 

processing shown in the flow charts of FIGS. 57 to 59 , illustration 



is herein omitted for the purpose of simplification of description. 

When the count value N ^ the limit value Is satisfied, the 

reassignment part 1103 assumes that the recording area of the 

sub-segment Is defective, accessing to the alternate area 

Information 1109 stored In the first storage part 1104 (refer to 

FIG. 63) to select the alternate area for the defective area from 

among the available alternate areas (step S2710) • The alternate 

area Is equal to the defective area, that Is, the sub-segment. 

In size, as described above. 

The reassignment part 1103 notifies the address conversion 

part 1107 of the LBA of the defective area (the LBA specified by 

the I/O request) and the LBA of the selected alternate area (step 

S2711). The address conversion part 1107 executes calculation 

according to the RAID architecture, drawing the LBA specifying 

the original recording area of the sub-segment (original LBA) and 

the LBA specifying the current recording area (alternate area) 

thereof (current LBA) . The address conversion part 1107 accesses 

to the second storage part 1106 to register the drawn original 

LBA and current LBA In the address Information 11110 (refer to 

FIG. 65) (step S2712). With the address Information 11110 being 

updated, the read/write controller 1102 uses the current LBA when 

another I/O request for the sub-segment subjected to reassignment 

this time Is generated next. 

Further, the reassignment part 1103 updates the alternate 

area Information 1109 stored In the first storage part 1104 so 



as not to select again the alternate area selected in step S2710, 

terminating the use of the selected alternate area for each disk 

drive 1002 (step S2713) . The processing after the step S2713 is 

shown in the flow chart of FIG. 67 (refer to B in FIG. 66). The 

count part 11 includes, as shown in FIG. 68, counters for counting 

the used amount (or the remaining amount) of the alternate areas 

at present. The reassignment part 1103 increments the value of 

the counter for the present disk drive subjected to reassign 

processing by "1"  (step S2714 of FIG. 67). 

As described above, reassign processing is also executed 

in the present embodiment, and an alternate area is assigned to 

a defective area. When the I/O request SSR requests write 

operation, the read/write controller 1102 instructs the disk 

drive 1002 subjected to reassign processing to write the sub- 

segment. When the I/O request SSR requests read operation, the 

read/write controller 1102 recovers the unread sub-segment, 

transmitting the same to the host device 81 and instructing the 

disk drive 1002 subjected to reassign processing to write the 

recovered sub-segment. Thus, as in the ninth embodiment, the data 

recorded in the disk drives 1002 can maintain consistency before 

and after reassignment. 

Further, when the alternate area information 1109 and the 

address information 11110 are updated in the above described 

manner, the disk controller 1101 stores the updated information 

in the system areas reserved in each disk drive 1002 and 1003. 
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Whenever processing in steps S271 to S2714 is executed on 

the same disk drive 1002, the alternate areas in that disk drive 

1002 become short.   In such disk drive 1002, the alternate areas 

are eventually all consumed, and therefore are unsuitable for the 

area for recording data.   Thus, in step S2715 that follows step 

S2714, the reassignment part 1103 checks whether the counter value 

counting the used amount of the recording areas in the disk 

drive 1002 reaches a predetermined limit amount       or not to 

determine whether the disk drive 1002 is suitable for recording 

data or not.   As described above, the counter value Ny of each 

counter indicates the used amount (or the remaining amount) of 

the alternate areas reseirved for each disk drive 1002.   That is, 

in step S2715, when the counter value     reaches the limit amount 

VL, the reassignment part 1103 assumes that the disk drive 1002 

is unsuitable for recording data because of a shortage of the 

alternate areas.   The limit amount Vj, is appropriately selected 

in consideration of the size of the alternate areas previously 

reserved in each disk drive 1002. 

In step S2715, when determining that the disk drive 1002 

is unsuitable for recording data, the reassignment part 1103 

ceases to use the disk drive 1002 for data recording, and 

determines to use the spare disk drive 1003. In response to this 

determination. The disk controller 1101 controls the disk group 

1001 to copy the data (sub-segment, parity, data recorded in the 

system area) recorded in the disk drive 1002 to the spare disk 
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drive 1003 (step S2716) • After this copy control ends, the disk 

controller 1101 updates the address Information 11110 to provide 

consistency in the original LBA and the current LBA. Thus, even 

if receiving the I/O request SR specifying the original LBA from 

the host device 81, the read/write controller 1102 can fetch the 

current LBA of the sub-segment from the address conversion part 

1107. In other words, the disk controller 1101 can correctly 

recognize the spare disk drive 1003 as the disk drive for recording 

data. Therefore, the host device 81 is not required to recognize 

the replacement of the disk drive 1002 with the spare disk drive 

1003 in the disk group 1001. 

vnien determining in step S2715 that the disk drive 1002 is 

suitable for recording data, the reassignment part 1103 returns 

to step S271 (refer to C) to use the disk drive 1002 for recording 

data. 

As described above, according to the present embodiment, 

the reassignment part 1103 selects the alternate area referring 

to the alternate area information 1109 of the disk drive 1002 

subjected to reassignment. All of the alternate areas registered 

in the alternate area information 1109 have been determined to 

be suitable for successive data transmission (not requiring 

unnecessary seek time or rotational latency) through the check 

on initial activation of the present disk array device 91. Thus, 

the present disk array device 91 can suppress additional 

occurrence of a delay in response,   allowing input/output of 
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sub-segment in real time after reassignment. 

On initial activation and regularly during operation, the 

recording areas of the sub-segments and parity in each disk drive 

1002 and 1003 are checked whether to be suitable for successive 

data transmission. An alternate area is assigned to the recording 

area which has been determined to be unsuitable through this check. 

Thus, in the disk array device 91, the recording areas of the 

sub-segments and parity are always kept suitable for successive 

data transmission, and unnecessary occurrence of a delay in 

response can be prevented. 

Furthermore, in the present disk array device, when the 

alternate areas of the data disk drive 1002 become short, the spare 

disk drive 1003 is used as that disk drive 1002. The sub-segment 

or parity recorded in the disk drive 1002 with a shortage of the 

alternate areas is copied to the spare disk drive 1003. When the 

disk drive 1002 with a shortage of the alternate areas is 

continuously used for a long time, unnecessary delays in response 

tend to occur. In the present disk array device 91, however, use 

of the spare disk drive 1003 prevents the capability from being 

impaired due to such delay in response. 

The first storage part 1104 and the second storage part 1106 

are often constructed by a volatile storage device. Therefore, 

when the disk array device 91 is powered off, the alternate area 

information 1109 and the address information 11110 are deleted. 

In the system areas reserved in each disk drive 1102, however. 



the alternate area information 1109 and the address information 

11110 can be recorded. In the present embodiment, the alternate 

area information 1109 and address information 11110, both of which 

are updated whenever reassignment is executed, are recorded in 

the system areas when the present disk array device 91 is powered 

off, and therefore it is not required for the disk controller 1101 

to additionally include an expensive non-volatile storage device 

for storing the alternate area information 1109 and the address 

information 11110. 

Described next is a non-volatile storage device 1108 shown 

in FIG. 62. In the disk array device 91, the system area is 

reserved in each disk drive 1002 and 1003. In the system area, 

information similar to the address information 11110 is recorded, 

as described above. In some cases, however, the disk drive 1002 

or 1003 may be removed from the disk array device 91 while the 

disk array device 91 is powered off. If powered on without either 

the disk drive 1002 or 1003, the disk array device 91 is possibly 

not activated normally. Therefore, the non-volatile storage 

device 1108 is provided in the disk controller 1101, storing the 

address information 11110. When the disk array device 91 is 

powered on, the address information 11110 is read from the 

non-volatile storage device 1108 into the second storage part 1106. 

The present disk array device thus can be activated normally. 

Furthermore, in the disk array device 91, an alternate area may 

be assigned to the system area in each disk drive 1002 or 1003. 
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In this case, the storage device 1108 stores the original LBA and 

the current LBA of the system area. The disk controller llOl reads 

the current LBA of the system area from the storage device 1108, 

and then accesses to the read current LBA In the disk drive 1002 

5    or 1003, thereby correctly accessing to the system area. 

In the ninth and tenth embodiments, the alternate area Is 

the area In which the overhead at the time of read or write 

operation of the disk drive 62 and 1002 is within a predetermined 

range.   The alternate area may be, however, the area in which the 

10 time required for read and write operation is within a 

predetermined range in consideration of input/output in real time. 

Furthermore, in the ninth and tenth embodiments, the reassign 

timing determined by the reassignment part 75 and 1103 is when 

the delay time T^ > the limit time T^ is satisfied successively 

15 a predeterrnined number of tdLmes for the semie recording area in 

the same disk drive 62 and 1002. However, the reassign timing 

may be when the delay time T^ > the limit time T^ is satisfied 

M times (M is a natural number of 1 or more and M < N) in recent 

N read or write operations (N is a natural number of 2 or more) 

20 for the same recording area in the same disk drive 62 and 1002. 

Further, the reassign timing may be when the average value of the 

delay time required in recent N read or write operations (N is 

a natural number of 2 or more) exceeds a predetermined threshold. 

In other words, the reassign timing may take any value as long 

25    as it is determined based on the delay time T^ measured from the 
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process start time of I/O request SSR. 

In the tenth embodiment, the alternate area Is equal to the 

sub-segment In size, that Is, of a fixed length. However, the 

first storage part 1104 may manage the recording area allowing 

5 successive data transmission as the recording area of a variable 

length, and the reassignment part 1103 may select the alternate 

area of required size from the alternate area Information 1109 

when executing reassignment. 

While the invention has been described In detail, the 

10    foregoing description Is In all aspects Illustrative and not 

restrictive.    It Is understood that numerous other modifications 

and variations can be devised without departing from the scope 

of the Invention. 
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